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Abstract

The brain is a complex system whose functioning shapes how sensory in-
formation is transformed into behavioural response. It is made of a large
number of interacting elements which collectively collect, record, process and
act upon the flux of incoming information. In a simplified view, neurons
can be assumed to behave in a binary manner: active or inactive. Large
ensembles of such interacting binary nodes can be classified under the term
of Random Boolean Networks, which is a broad class of models interesting
various scientific communities such as computer science, gene regulation bi-
ology and physics. Despite the pile of literature exploring broad aspects of
such networks, very few efforts seem to have been made in the direction
of constructing a biologically defensible model of the brain. This direction
is explored in the present thesis by characterising a fully connected Random
Boolean Network with threshold activation function and Gaussian distributed
weights of the links. Three different types of measures are developed: one
characterising the underlying attractor space, another assessing how perturb-
ing one node affects the dynamics at later times, and the last one indicating
if the system is near a phase transition via a constructed specific heat. The
connectivity matrix describing the strength of the connection between two
nodes is structured following biological statements such as Dale’s principle
and the balance between excitatory and inhibitory nodes; departure from the
Gaussian distribution is also explored. The effects on the resulting dynamics
are found to systematically order the system more.



Introduction

Understanding the brain’s internal functioning and how it interacts with
the external world has been a great challenge for neuroscience for more than
a century. An impressive collection of both structural and dynamical knowl-
edge of the brain has been gathered, where ”‘the”’ brain is understood as a
fused, artificial notion of the main characteristics of brains across species. A
human brain is made of approximately 1011 neurons, each connected on av-
erage to 7000 other neurons, organised spatially in a non trivial way. There
are many lengths and time scales involved in the transfer and processing of
information, from the single neuron (in all its variety and complexity) to the
dynamics of many interacting clusters of neurons, and from the millisecond
of a single spike to the understanding of, for example, words, sentences, para-
graphs and books, up until the storage of long-term memory. Many aspects
of the dynamical functioning of the brain are still not understood.

Life is the result of a competition between sensitivity and stability: this
hypothesis, emerging from the view of living systems as systems able to per-
form computational tasks, is commonly addressed in studies of biological
systems. Stability ensures that a living system will continue, for a certain
time or under certain conditions, its behaviour - allowing an ant, for exam-
ple, to go back straight to the nest. Sensitivity, on the other hand, allows
quick adaptation to a changing environment, which is the daily framework
of any living system. If an obstacle is on the path of the ant, being able to
change its direction and search for a better route is essential to its survival.
In the brain, sensitivity to different stimuli allows for example to distinguish
between two brothers, while the stability ensures to recognize them even af-
ter they changed hair cut. In physics, at the transition point between two
phases of matter, a similar mixture of both great sensitivity and certain or-
der is found. Furthermore, the behaviour at such a critical point is universal,
meaning it does not depend on the microscopic details of the system1. For
example, all liquid-gas transitions obey the same rescaled equations, no mat-

1as long as they are part of the same universality class.
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ter the chemical components of the system. The hypothesis of living systems
functioning near a critical point in their phase space has been thoroughly
investigated, in the brain [1] as well as in many other biological systems [2].

Modelling is one of the tools used to characterise and understand biology
and physics. In this study, the focus is made on a class of discrete dynam-
ical systems made of binary nodes, randomly connected together: Random
Roolean Networks (RBNs). They have been proposed as a simple biological
model to describe a gene regulatory network [3]. Genes can be either ac-
tive or inactive, which justifies a binary representation at a certain scale. In
the brain, the description of neurons as binary units was first proposed in
1943 by McCullochs and Pitts [4]. The use of RBNs as neural networks is
shaped by the contribution of Hopfield [5], who studied memory storage in
such a model. RBNs gather both conceptual simplicity and complex dynam-
ics: the space of possible configurations of the system is finite and countable,
yet most of these models exhibit different dynamical phases as a function of
their parameters. Because of that, they have been under thorough study even
far from any biological or physical reality; cellular automata and the famous
game of life are for example a particular subset of this class, and the deep
learning neural networks used in image recognition and artificial intelligence
are made of networks of learning Boolean Networks.

RBNs seem to be good test models of the functioning of the brain, and one
could expect that since their first use in the field, several studies would have
been focusing on adding more biological aspects to them, to slowly bridge
the gap between abstract models and biological reality. This, however, is not
found to be the case, and only very little has been made in this direction.
The present work takes a small step on this path.

This study is structured as follows: chapter 1 is an introduction to some
general biology of the brain that is used as a background knowledge to shape
the models to come. Within it are also explored the notions of criticality and
phase transition in the brain, starting with a short reminder of the charac-
terisation of these phenomena in physics before reviewing some experimental
evidences in the brain. Chapter 2 is dedicated to the choice of a class of
models to describe the brain. A general contextualisation of the main classes
used to model the brain is given, after which the focus is directed on Ran-
dom Boolean Networks. A general definition of this class is given, followed
by some key historical models, and concluded by the model studied here. In
chapter 3, the three main tools used to characterise the dynamics of such
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networks are explored: the attractor landscape, damage spreading in the
network and a canonical specific heat derived from the pattern entropy. The
relations between these measures and their relevance to describe this par-
ticular model are discussed. In chapter 4, the results are presented, for the
three different structures of connectivity weights explored: random Gaussian
weights, two populations of nodes obeying two different Gaussian distribu-
tions and two populations following a Lognormal distribution. A comparison
and discussion follows. The simulation code can be found in appendix A.
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Chapter 1

Biology, physics and the brain

1.1 Biological description of the brain

Anatomy and function The brain has been studied from a structural
point of view since the beginning of the 20th century, where the focus has
been on its physical links and architecture. A lot is now known on its fun-
damental parts - neurons, synapses, neurotransmitters, etc. - as well as their
architecture and ways of connecting. To address the question of information
processing in the brain, neuroscientists have usually submitted subjects (from
mice to human) to external stimuli and recorded the activity of their brain in
response. Each activated part of the brain was then linked to certain types
of stimuli or behaviour - such as the visual cortex, which activates when-
ever a visual signal needs to be processed, or the motor cortex, involved in
movements(fig. 1.1). This assumes that the function of a neuron is directly
related to its spatial position in the network.

An other way to think about the brain is by considering the dynamical
way it responds to stimuli, and classify new sub-parts that are defined by
their functional correlation. Two parts of the brain, no matter their spatial
position and physical relation, are then considered being in the same com-
munity if they are active in a synchronous way in response to a stimuli (or
during spontaneous activity) [7]. This is a functional view of a brain state,
as opposed to the above anatomical definition. Which definition is the more
appropriate and how do they relate is still to be understood.

Building blocks Most brains are constituted of a large numbers of funda-
mental cells, the neurons, interacting via both chemical and electrical signals
(figure 1.2). A neuron is a cell that can be described as made of three main
components: the cell body, the (many) dendrites and the (single) axon. The
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Figure 1.1: Brain areas and their attributed function. Figure taken from [6].

cell body contains the nucleus, the dendrites form the pathways for incom-
ing signals from other neurons and the axon the one for the outgoing signal.
The axon can divide later into several branches, connecting to more than one
neuron through a synaptic junction. The other main type of cells present in
the brain are the glial cells; they are an important support for the neurons as
they, amongst other things, keep them in place, supply nutrients and oxygen
to them and insulate them from one another. The regions of high concentra-
tion of these two types of cells form the grey matter, while the white matter
is made mainly of long range myelinated1 axons. In the human brain for ex-
ample, the cortex, located at the outside of the brain, is made of grey matter,
surrounding white matter with hubs of grey matter in it.

The synapses are the electro-chemical junctions between the dendrites
of the receiving (post-synaptic) neuron and the axonal branches of the pre-
synaptic neurons. Depending on the chemical influx received, the electrical
state of the membrane of the neuron changes. If the voltage of the membrane

1Myelin is a white fatty substance that insulates the axon from the surroundings. There
are both myelinated and non-myelinated axons.
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Figure 1.2: Schematic of two neurons in inter-
action. Figure taken from [8].

Figure 1.3: Schematic of an ac-
tion potential. Figure taken
from [8].

crosses a threshold (from below), then the neuron fires an electrical impulse
called an action potential (or spike) through its axon to the next neuron (fig
1.3). Then the voltage of the membrane’s potential decreases rapidly below
its resting value, before returning to its initial state. During this last phase,
the neuron cannot fire another spike, so there is a minimum delay between
two possible spikes. Several types of complex dynamics have been observed in
the spiking patterns of the brain, such as oscillations, synchrony, avalanches
(fig 1.4).

Figure 1.4: Spiking response pattern of 160 neurons of the salamander retina,
each dot representing the time of a spike. Figure taken from [9].

Topology of the brain The way neurons are spatially organised seems to
be of importance to the dynamical function of the resulting network. Graph
theory and topology are powerful mathematical tools to describe such organ-
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isation (spatial or more abstract) of elements. In these graphs, a node of the
network can represent a neuron, an area of the brain, a functional community
of neurons, a person in a social network, a city in a geographical network,
or any other quantity of interest (see some examples of graph topologies in
fig. 1.5). Using this tool on experimental data, the topological structure of
the human brain was sketched at different levels [10]. On a large scale, the
brain seems to be organised following a small-world topology, which has the
property of high clustering of the nodes and high efficiency of information
transfer (expressed as a short path length between any two nodes).

Figure 1.5: Example of graph topologies. On the circular representation,
each node lies on the outer cercle and each line represent a (non-directed)
link. a) Random graph, b) Small World, c) Scale-Free. Figures taken from
[11]. d) Modular graph, the size of the node indicates the number of links
attached to it. Figure taken from [12].

On an intermediate scale, the structure appears to be a hierarchical com-
munity of modules. A module is made of highly connected nodes, while con-
nections between modules of the same community are sparse. Hierarchical
modularity is a network of modules with nested modules.

Another interesting topology for brain graphs is the scale-free topology,
which corresponds to a power-law degree distribution2

P (k) ∝ k−λ (1.1)

where P (k) is the proportion of nodes having k connections.
The impact of these topological constraints on the emergent dynamical

behaviour of a brain is under ongoing research.

Emergence To describe the brain (and other biological systems, at various
length and time scales), the notion of emergence is a crucial one. It is the
hypothesis that no central control orders the units (neurons, cells, animals)
within the community, and that the ordered behaviour naturally emerges

2The degree of a node is the number of links to and from this node.
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from the non-linear interaction of its many components. Taking flocks of
birds as an example, models of local alignment (each bird would try to align
to its neighbour) reproduce well the global behaviour of the flock [2, 13].
Exploring the source and mechanisms of this emergent self-organisation is
one of the modern challenges of life science. In terms of the brain, one of the
first time this ”‘cooperative”’ hypothesis was applied to neural networks was
by Cragg and Temperley in 1953 [14], where they compared the system to
ferromagnetic iron.

Dale’s law and the notion of balance Dale hypothesised in the 1950s
that each neuron can send only one type of transmitter to all its axonal
branches: either excitatory or inhibitory. Within that type, there can be
variable transmitters for each terminal. Since the enunciation of this hy-
pothesis, experiments have gathered evidence supporting it and it is now
mostly referred to as Dale’s principle [15]. The importance of this condition
on the global dynamics of the network has been pointed out by numerical
simulations of spiking patterns. The spiking pattern of neurons is observed
to be highly variable. When trying to reproduce these patterns using models,
it was found that a fully discrete random process (Poisson process) was not
able to reproduce faithfully the measured patterns, and the resulting mod-
elled dynamic was too ordered [16]. By adding a balance condition between
excitatory and inhibitory currents, the variability of the generated pattern
was increased [17].

Balance can occur at different time and length scales, and its precise def-
inition depends on the model or experimental system under study. Some
experiments suggest that a balance on both short (the inhibitory signal fol-
lowing closely the excitatory signal) and long time-scales is taking place.
Theoretical studies showed that such a tight balance corresponds to a more
efficient coding of the information [16].

1.2 Criticality in the brain

The hypothesis of the brain functioning at a critical point between two phases
arises as a potential explanation of the equilibrium between sensitivity and
stability in living systems. However, phase transitions in physics require
a fine-tuning of the parameters of the system (a precise temperature and
pressure for example). Living system seemed unlikely to be able to maintain
such a fine parametrisation without a control centre, until the notion of
self-organised criticality (SOC) was developed [18]. This concept explains
how systems can dynamically adjust their parameters to reach an optimal
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state without any global control. This powerful idea spread rapidly in the
biophysics community, and many biological systems are now hypothesized to
exhibit self-organisation [2]. In the original paper [18], the concept of SOC
was introduced using a sand-pile analogy, in which some minor adding of sand
triggers avalanches that reshape the pile into another critical equilibrium
state. Several studies focused on experimental avalanches and their possible
link to a self-organised mechanism. In the brain, avalanches of activity are
found experimentally when one neuron spiking at a certain time triggers an
avalanche of activity at later times (fig. 1.6).

Figure 1.6: Adapted from ref [19]. Negative local field potentials (nLFPs)
of awake monkeys exhibit avalanches of activity (each dot represents a peak
of nLFP). nLFP amplitudes ”‘provide a good approximation of the instanta-
neous firing rate and degree of spike synchrony of the local neuronal popula-
tion”’ [19].

Such avalanches have been observed as an intermediate behaviour between
a quiescent state (where the spiking of a neuron triggers only few descendants
and the network is globally inactive) and an epileptic state (where one spike
triggers a number of growing spikes that flow throughout the whole network
without stopping)[20].
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1.2.1 Physics reminder

Phase transitions in physics are defined and characterised in the framework
of thermodynamics and statistical mechanics. They correspond to a drastic
change in the macroscopic properties of a system when an external parameter
is changed. For the common phases of matter - liquid, gas, solid -, the
external parameter is for example the temperature or the pressure, while the
density of the material is an indicator of the change of phase.

Thermodynamic potentials The thermodynamic potentials are a key
concept to discuss phase transitions. They are scalar functions of macroscopic
quantities and describe a type of energy the system can release. Macroscopic
quantities (or observables) correspond to first derivatives of the thermody-
namic potential; the pressure p, for example, can be expressed as

p = −dF
dV

where F is the free energy and V the volume. The susceptibilities, or response
functions, express how these observables evolve with the change of other
parameters of the system. For the pressure, the so called bulk modulus
expresses how a material is resistant to compressibility and is given by

K = −V dp

dV
= V

d2F

dV 2

The potential usually used to describe phase transitions is the free energy
F = U−TS, where U is the internal energy of the system, T the temperature
and S the entropy. It represents the energy of the system available to perform
work.

In statistical mechanics, the potentials are functions of the microscopic
parameters of the system. They have the same name as the ones in ther-
modynamics because they lead to the same results in the thermodynamic
limit (when the number of particles is infinite). For a closed system3 of N
particles confined in a volume V , at temperature T , with a time-evolution
dictated by the Hamiltonian H, the probability of having the system in a
certain configuration C is given by the Boltzmann-Gibbs distribution

1

Z
e−βH[C] (1.2)

3A closed system can exchange energy but not matter with its surroundings. One
considers usually the case where the system is embedded in a huge thermal bath, implying
that its temperature T is constant.
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where β = 1
kBT

and kB is the Boltzmann constant. The partition function
Z is the normalising factor of the probability distribution, and encodes most
of the physical features of the system. Indeed, the canonical free energy F
can be expressed in terms of Z as

F = −kBTLog(Z) (1.3)

According to Ehrenfest’s classification, a phase transition occurs when at
least one of the derivatives of the thermodynamic potential is discontinuous.
First order phase transitions correspond to a discontinuity in one of the first
derivatives of the thermodynamic potential, second order phase transitions
to a discontinuity in one of the second derivatives (fig. 1.7).

Figure 1.7: ”‘The behaviour of thermodynamic quantities at a phase transi-
tion. The first column (A) shows the behaviour of Gibbs potential g at the
phase transition (indicated by a vertical dashed line), the second column (B)
the first derivative of g and the third column (A) the second derivative of g.”’
Source: Thermodynamics course, 2013, M.Kunz, University of Geneva

Focus is made here on second order phase transitions, as the peculiar
behaviour found at their critical point gives interesting hints of a theoretical
explanation of brain empirical data.

Ising model The emblematic tool to explore second order phase transitions
is the Ising Model. It is a simple model of binary units (spins) that can take
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value ±1 on a spatial lattice. Each spin interacts with its nearest neighbours,
and the system is described by the following Hamiltonian

H = −J
N∑

<ij>

σiσj − h
∑
i

σi (1.4)

where J is the strength of the interaction coupling, <ij> denotes the sum
over the nearest neighbours (defined accordingly to the lattice and dimension
in consideration), N is the total number of spins, h the external magnetic
field and σi ∈ {1, 1} the state of spin i. This system promotes alignment of
spins, since it minimizes the energy H. When no external field is applied
(h = 0), the Hamiltonian is symmetric to a change σi → −σi, and there are
two states of minimum energy: spins all up and spins all down.

For spatial lattice of dimension 2 or above, this system exhibits a second-
order phase transition when the temperature is changed. This effect comes
from the competition between disorder (induced by the increase of tempera-
ture) and order (from the interaction between the spins).

In such a magnetic system, the magnetisation per site m can be derived
from the free energy

m :=
1

N
< Mtot >=

1

Z

∑
i

∑
σi=±1

σi · e−βH(C) = − 1

N

dF

dh

∣∣∣∣
N,V,T

(1.5)

Figure 1.8: Magnetisation continuously drops to zero at the critical temper-
ature. Monte Carlo simulations of a 3D Ising Model on a cubic lattice of
volume L3.

This quantity is an indicator of the phase transition: at zero magnetic field
and zero temperature, |m| = 1 (all spins have the same orientation). As the
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temperature increases, more spins can take random values until reaching a
phase where all configurations are equally probable (the system is completely
random) and the magnetisation drops to zero (figure 1.8). The magnetisation
changes smoothly across the transition point, which is characteristic of second
order phase transitions.

Susceptibilities and correlation function Quantities that are second
order in the free energy are then expected to diverge. For example, both
the specific heat C and the magnetic susceptibility χ indeed diverge at the
critical point (fig. 1.9).

C

N
= − T

N
(
d2F

dT 2
)

∣∣∣∣
h

(1.6)

χ :=
dm

dh

∣∣∣∣
T

= −∂
2F

∂h2

∣∣∣∣
h=0

(1.7)

Figure 1.9: Divergence of the specific heat (left) and the magnetic suscepti-
bility (right) at the critical temperature Tc in a 3D cubic lattice Ising model
of side L = 8, 16,24 and 32.

Another way to characterize the system is by using the truncated corre-
lation function

fcorr(r) =<σj0+rσj0> − <σj0+r><σj0>

which expresses the tendency of two distant spins (separated by a distance
r) to fluctuate in the same way4. Below Tc, fluctuations rarely occur and when
they do, each spin is strongly constrained by its surroundings to not change its

4If boundary conditions are chosen for the system such that it is invariant per transla-
tion, then the function does not depend on j0.
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state, so fcorr(r) ∝ e−r/ξ(T ), with ξ(T ) the correlation length. Above Tc, the
temperature randomly drives the fluctuations, and the correlation function
also decreases exponentially with the distance r. At Tc, the correlation length
ξ(T ) diverges and there is no longer a characteristic length scale.

The magnetisation, the specific heat, the magnetic susceptibility, the cor-
relation length and other thermodynamic quantities can be expressed, near
the critical point, as power-laws of the temperature. The exponents governing
these power-laws are not independent: there exists relations, called the scal-
ing laws, that link them together. Moreover, these exponents are universal,
in the sense that they correspond to a whole range of systems at criticality
- the systems belonging to the same universality class. These two results
can be formalised and explained by Landau theory and the renormalisation
group theory.

Landau theory and symmetry breaking At zero temperature (and zero
magnetic field) in the Ising model, the system has two possible configurations
of same energy : spins all up or spins all down. By settling in either one of
them, the system spontaneously breaks a symmetry. Assuming this symme-
try breaking is a general property of systems undergoing second order phase
transitions, and from the definition of a local order parameter5 m, one can
construct a general free energy as a function of m.

This theory allows to derive the properties near the critical point for any
system that share the same symmetries and dimension of the order parame-
ter. For example, the liquid-gas transition does not depend on the chemical
substance, and can even be mapped to an Ising model [21]. This universality
is related to the divergence of the correlation length at the critical point,
which is the basis for the renormalisation group theory.

Renormalisation group Since at the critical point the system has no
longer any specific length scale, it has by definition the same properties over
any length. Hence by renormalising the macroscopic quantities with the
spatial length (which corresponds to ”‘zooming out”’, see fig. 1.10 for an
example in the Ising model), only at the critical temperature does the system
have the same behaviour at any length scale. At other values of the control
parameter, when the coarse-graining is applied, the behaviour of the system
tends to the one of the appropriate fixed points. For the Ising model, it flows

5The magnetisation in the Ising model, but can be either a scalar, a vector or a tensor
in Landau theory. It is in general a quantity that has some finite non-zero value in the
ordered phase (where the symmetry is broken) and zero value when the symmetry is not
broken.
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towards a completely disordered system if T > Tc, and towards a completely
ordered system for T < Tc. The renormalisation group allowed to show that

Figure 1.10: Renormalisation group applied on a 2D Ising model. b is the
number of spins per pixel, LxL the total number of spins on the image.
When zooming out (top image to bottom), a coarse-grained sum is done, to
represent more spins in one pixel. The renormalised, ”‘effective”’ temperature
flows to 0 for T < Tc (left), to infinity for T > Tc (right). At Tc, the behaviour
is the same at all length scales. Figures taken from the animation in [22].

from all the critical exponents of the Ising model, only two are independent:
all the others can be derived from these two. The equations linking the
exponents together are called scaling laws. When these scaling laws are used
to rescale the observables of the system, all the curves are found to collapse
on a universal curve; see for example the specific heat versus the temperature
for different lengths L of a 3D Ising model (figure 1.11).

1.2.2 Experimental evidences

Hints of a critical behaviour in experimental data from neural networks have
been observed for example in a study by Beggs and Plenz in 2003 [20]. They
grew slices of rat cortex in vitro and measured the spontaneous activity of
the neurons. Identifying avalanches of activity, they could compute their
distributions of time-length and size, and found a power-law behaviour of
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Figure 1.11: Scaling of the specific heat for the 3D cubic Ising model. The
curves of the specific heat as a function of the temperature for different
lengths L=8,16,24,32 collapse on the same curve when renormalised using
the critical exponent ν. t = T−Tc

Tc
is the reduced temperature.

these distributions. They compared their results to a branching process,
which is a one parameter model originally developed to express how the
average reproduction of a population influence its long term survival. In
this model, each individual of generation n produces a random number σ
of individuals at the next generation n + 1. The long term survival of the
population is described by the value of σ, where for σ < 1 the population
ultimately disappears whereas for σ > 1, the population has more chances
to survive.

In neural data, the branching parameter σ is defined as the average num-
ber of activated node (or electrode) in the next time bin, given that only
one node (electrode) is active in the present time bin. The two phases of the
model correspond to a quiescent state (σ < 1, an initial spike triggers less
than one spike on average and there is no or only short-lived avalanches) and
an epileptic seizure (σ > 1, one spike propagates in average to more than one
node). The statistics of the measured avalanches (time and size distribution)
follow power-laws with critical exponents close to the ones of the branching
process (see fig.1.12 for power-law distribution of avalanche size. Data from
in vivo monkey cortex [19]).

The definition of avalanches and their probability distribution are experi-
mentally tightly linked to the choice of time-bin, that is, the time precision of
the measurement (fig. 1.13). The power-law behaviour found in [20] shows
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Figure 1.12: Adapted from ref [19]. Spatial distribution of neuronal
avalanches compared to the exponential decay of random (time-shuffled)
data. Binarised negative local field potentials data from awake monkeys,
for different values of the time-bin ∆t.

hints of a critical behaviour corresponding to the model only at a specific
time bin value, and critical exponent in experiments are known to depend
highly on the time bin.

This first study from Beggs and Plenz raised both enthusiasm and crit-
ics. The power-law behaviour and scale invariance of distributions found in
this and other empirical studies is however not enough to conclude that the
system is in a critical state. In a sharp study, J. Touboul et al [24] reproduce
avalanches of spikes using a stochastic spiking model and find power laws with
the same ”‘critical”’ exponents in a wide parameter region of synchronous ir-
regular spiking, that is, away from criticality. Moreover, neural networks are
usually sparsely connected, which means that neurons can be considered (in
the thermodynamic limit) as statistically independent particles evolving as
in a Boltzmann molecular chaos. This behaviour is well known, and non
critical. From this assumption, they construct a simple model that can also
reproduce power laws and critical exponents.

Then, how can one distinguish critical-power laws from power-laws emerg-
ing from other effects? One peculiarity found only at a critical point is the
scaling laws, these relations between the exponents of the power laws. More
careful experiments verifying more aspects of a critical behaviour have been
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Figure 1.13: Schematic of the identification of neural avalanches depending
on the time-bin. σ∗ is the branching parameter, equal to the fraction of
active neurons in time bin t+ 1 over the ones in time bin t. s gives the total
size of the identified avalanche. Figure adapted from [23].

conducted, such as for example the one from Friedman et al. (2012) [25].
They recorded data at the individual neuron level in cultured cortical net-
works and verified three characteristics of criticality: the universal scaling
function of temporal distribution of avalanches of wide different durations
(fig. 1.14), power-law distributions of the size and duration of the avalanches
and scaling laws between exponents.

The debate is far from being closed. In a study led by Priesemann et al.
[23], for example, they found no sign of a functioning at a critical point in
in vivo data from a broad range of brain areas, vigilance states and species.
Rather, by comparing their data to two models (a model of self-organized
criticality and a branching model) and carefully taking into account both the
time-bin issue and undersampling effects, they found that the best match
with the data was when the models were tuned in a sub-critical regime and
included an external input.

Computational properties One of the arguments in favour of living sys-
tems functioning at a critical point is that the computational capabilities
of the system would be optimised there. Several studies, both theoretical
[26] and experimental [27] questioned this hypothesis. In analogy to second
order phase transitions, where the susceptibilities (that is, the sensitivity to
a change in external input) as well as the correlation length (which could
be linked to information transmission) diverge at criticality, it was hypothe-
sized that the cortex has maximal computational capabilities at the critical
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Figure 1.14: Collapse of avalanches of different durations. Left: experimen-
tal data (from cortical culture) close to criticality, right: simulations. The
experimental curves away from criticality (not showed here) do not exhibit
the same behaviour and do not collapse after rescaling. Figure adapted from
[25]. Copyrighted by the American Physical Society.

point. As an example, in [27], by varying the balance of excitation/inhibi-
tion to tune the system towards a critical state, they find that the dynamic
range (which expresses the variety of distinguishable stimuli), the informa-
tion transmission (quantified using mutual information) and the information
capacity (the dynamical repertoire accessible to the neurons) are optimised
at the critical point.
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Chapter 2

Models of neural networks

Modelling is one of the three main scientific tools. While theory helps devel-
oping structure, ideas and possible research directions, and experiments set
the constraints and serve as a constant check of the physical and biological
reality behind the hypotheses, modelling allows to test ideas and make pre-
dictions about an underlying system or principle. The usefulness of a model
is highly dependent on the questions asked. For example, an ideal biolog-
ical model of a certain system would need to have components that grasp
the fundamental biological properties of the physical system, would be able
to reproduce experimental data and predict new behaviour. On the other
end of the spectrum, toy models can be used to visualize and understand
some principle or concept, even if their physical or biological realism is more
limited.

There exists a lot of different ways to develop models in the context of
neural networks. Computer scientists, for example, are interested in knowing
how the information is encoded in a high dimensional, dynamical network
of similar nodes, and try to build models to reproduce some of the amazing
functions performed by a human brain1. Neuroscientists are more interested
in the formation of brain diseases, which means the malfunctioning of these
networks - how epilepsy would appear in a model of the brain for example.
In biophysics, models can be used for a wide range of purposes, from the
precise description of a specific system (as the Hodgkin-Huxley model for the
dynamics of a the squid giant axon [28]) to the search of the fundamental
components for emergence in collective behaviour ([29]).

1Artificial intelligence and image recognition, for example, have made tremendous
progress using recurrent neural networks.
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2.1 Classes of models

In the field of simulated neural networks, three main generations of model
coexist [30]: Spiking Network, Rate-based Models and Attractor Networks
(which are part of the class of Random Boolean Networks). In this section
are reviewed the main characteristics defining these classes, their assets and
drawbacks, as well as their shared properties. Using this knowledge, the
choice of a type of attractor network for this study is discussed, before pre-
senting the related class of models in more details in the following section
2.2.

2.1.1 Spiking models

Spiking model focus on modelling with some details the mechanism generat-
ing a spike inside a single neuron. It describes such a neuron as an electrical
circuit (fig. 2.1), and models the process of a firing neuron in terms of its
membrane potential.

Figure 2.1: Schematic of a Hodgkin-Huxley neuron with a sodium (Na) and
a potassium (K) channel, as well a a leaky-channel (L). The parameters are
described in the text. Figure taken from [31].

Taking the famous Hodgkin-Huxley as an example of the class, a capac-
itance Ci represents the membrane of the neuron, whose membrane voltage
Vi is given by

Ci
dVi
dt

= I, (2.1)

where I(t) is the total membrane current. This term can be expressed as
a sum of the currents in the different channels and an external current Iext.
The chemical channels between the outside of the neuron and the inside are
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represented as non-linear electrical conductances gn (where n describes the
chemical type of the channel), for which the flow of ions is driven by a gradient
represented as a battery En. A linear conductance gl represents the leakage
of the membrane. With these elements, the membrane potential follows the
ordinary differential equation

Ci
dVi
dt

= gK(VK − Vi) + gNa(VNa − Vi) + gl(Vl − Vi) + Iext. (2.2)

A spike is generated when Vi passes a threshold Vth. The associated time
of firing can be recorded to construct the spiking pattern from this succession
of firing events.

Although powerful to describe the spike generation of a single neuron,
modelling networks of such neurons can become rapidly costly in terms of
computation power and number of independent parameters to set or fit.
Trying to balance the tension between biological realism and computational
tractability, a lot of these spiking models (with neurons expressed as basic
electrical elements) have been developed (fig. 2.2).

Figure 2.2: Classification of spiking models. Figure taken from [32], c©2004
IEEE.

The strengths of these type of models lie in their potential biological
realism. In particular, they allow the introduction of more realistic time be-
haviour of the spiking dynamics: a delay between the spikes can be observed
(in biologically realistic models such as the Hodgkin-Huxley) or artificially in-
troduced (such as in integrate-and-fire models, using the refractory time [33]),
and the leaky term can be interpreted as a ”‘memory-erasing”’ mechanism,
that prevents a neuron from integrating its change of membrane potential
over an infinite preceding time. Spiking models can reproduce an ensem-
ble of complex dynamics observed in data (sustained activity, chaotic spik-
ing, oscillations, avalanches,...). They might however be difficult to describe
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mathematically, and either heavy computations or complementary analysis
with a related firing-rate model might be needed [34].

2.1.2 Rate-based models

Instead of focusing on the precise mechanism of the generation of a spike in a
neuron, this class of models focuses on an average of the spiking pattern: the
firing rate. Each node of the network, that can for example refer to a region
of a brain, is described by its firing rate ri ∈ [0,+∞[, and the equations of
the model are ordinary differential equations of this firing rate as a function
of the incoming firing rates rj [34].

τr
dri
dt

= −ri(t) + F (Ii(t) +
N∑
j=1

Jijrj(t) + Θ) (2.3)

If the second right-hand term is zero, this equation corresponds to a simple
exponential decrease of the firing rate towards zero, with τr the associated
relaxation time. The offset introduced by the function F describes how the
output firing rate is changed in function of the incoming rate signals, and can
take different forms. Ii(t) represents any external input to node i (a stimulus,
or signal coming from part(s) of the brains not included in the network), and
the weighted sum corresponds to the total input firing rate coming from the
other nodes of the network. Θ is a constant current bias.

The firing rate is a coarse-grained view of the spikes, since it corresponds
to an average. For example, analogue rate models consider an average of
the spikes over time, while population rate models take the average over a
certain population of neurons. As for stochastic rate models, the firing rate
is interpreted as the probability density of finding a spike at a certain time
(that is, the rate of the underlying Poisson process generating the spikes).

Firing-rate models are known to exhibit a wide range of complex dynam-
ics, from quiescence to chaos [35, 36], both in infinite and finite size systems
[37–39]. For example, the model proposed by Sompolinsky et al. [35]

dhi
dt

= −hi +
N∑
j=1

Jijφ(hj) (2.4)

exhibits a phase transition from a quiescent state (constant value hi = 0
∀i) to a chaotic state as the variance of the Gaussian σ2 = g2/N is increased.
hi ∈]−∞,+∞[ represents the membrane potential of neuron i, φ(hj) its fir-
ing rate, with φ :]−∞,+∞[→ [−1,+1] an input-output function of sigmoid

23



shape. The connectivity strength parameters Jij are chosen to be indepen-
dent random variables from a Gaussian distribution of zero mean.

One of the strengths of this type of continuous models, apart from their
dynamical complexity, is their analytical tractability. The drawbacks lie no-
tably in the empirical observation that some information processing in the
brain are carried much faster than any rate-based code could, which questions
the scale at which these models are realistic.

2.1.3 Attractor networks

Also called (Random) Threshold Networks, the models from this class are
based on a binary representation of neurons, as first proposed by McCullochs
and Pitts [4]. A neuron is considered either active and firing signals at a
certain rate (state 1), or inactive (state 0). These models are state and time-
discrete, and the dynamic of the network settles into an attractor after a
certain transient time. Each neuron i of the network performs a weighted
sum of its incoming signals sj ∈ (0, 1), j = 1...N

hi(t) =
N∑
j=1

Jijsj(t) (2.5)

and evaluate its state at time t + 1 by comparing the value of the sum to a
threshold value Ti

si(t+ 1) = Θ[hi(t)− Ti] (2.6)

Where Θ is the step function2. From this definition, one can construct a
broad class of models by changing for example the structure of the connection
strengths Jij, the threshold values Ti, the topology, or by adding an external
input, noise, etc.

Despite the differences in the details of the models, most of them exhibit
at least two different dynamical phases that can be triggered using one or
several parameters of the model (example of dynamics in fig. 2.3).

Attractor networks are used in a neural context mainly either to construct
artificial intelligence or to explore mathematical and computational proper-
ties, away from any biological relevance. One famous model of this class is
the Hopfield network [5], in which the attractors of the dynamics were linked
to the capacity of memory storage of an artificial network. This model raised
interest in the physics community, mainly because of its nice analytical link

2Binary nodes can also be expressed as ”‘spins”’, taking the value +1 or −1; the step
function is then replaced by the signature function.
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Figure 2.3: Example of the dynamics of a Kauffman network of 100 nodes in
three phases (from left to right): ordered, critical, ”‘chaotic”’. The parameter
K denotes the number of incoming links to each node. White is inactive (0),
black is active (1).

to spin-glasses [40, 41]. Artificial neural networks are built from a sophisti-
cated succession of such simple discrete state models [42]. Their main task
is to be able to reproduce some function attributed to the brain, such as
image recognition and other types of pattern classifications. In such artificial
networks, a learning rule is implemented, such that the network can (without
surveillance) improve its results in the given task by adjusting some of its
parameters (usually the weights of the links).

The strengths of this class of models relies in their conceptual simplicity,
associated with their complex dynamics. Something fundamental about the
ability to perform computation seems to be already grasped by these simple
networks, seeing for example the remarkable results obtained with artificial
neural networks. Furthermore, they are mathematically interesting objects
and are easy to simulate. In terms of biological relevance however, they in-
clude only few elements of a certain biological realism. The notion of time
in particular is poorly related to any biological reality, since in these mod-
els the nodes are either updated all together (synchronously) or randomly.
Yet the timing of spike generation seems to be a crucial component to en-
code information in the spiking patterns. It seems also difficult to make any
experimentally testable prediction with these models, which challenges the
biological relevance of their use [43].

2.1.4 Links between the classes of models

The three classes of models presented above share some common assump-
tions about the functioning of a neuron, as well as striking differences. The
first common point is that the dynamics of a neuron is assumed to be fun-
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damentally represented by an incoming input current processed within the
neuron cell body to give an output result (biologically, this output is the
action potential that travels down the axon. In the different models, the
output depends on the actual variable in consideration). This processing is
captured in the input-output function. The three above classes of models
make the further two assumptions that (fig. 2.4)

• the total input current is obtained from the individual pre-synaptic
neurons as a linear weighted sum3. The weights express the synap-
tic efficacy. The electro-chemical complex interaction occurring in the
synapses is hence represented as a simple linear relation.

• the input-output function is non-linear. In the attractor neural net-
works, it is a step function, while in rate-based models it is usually
a sigmoid function. In spiking models, it can take several forms (see
figure 2.6), but the global input-output function is always non-linear
because of the threshold value of the membrane potential.

Figure 2.4: Schematic of the processes taking place in a neuron according
to the assumptions made in the three classes of models. This mechanism is
sometimes called a single perceptron. Figure taken from [44].

The first main difference between the three classes is the choice of variable
to describe the state of a neuron, and this variable can be related to a cer-
tain scale of description. Spiking models focus on the value of the membrane
potential of each neuron. Firing-rate models consider a coarse-grain view of
neuron dynamics by describing a neuron or an ensemble of neurons via the

3In spiking models, the correspondence might be less obvious, although in some spiking
models the current is expressed in this way [34].
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Figure 2.5: Input-output functions:
sigmoid in plain, linear in dashed,
step-function in point-dash. Figure
adapted from [5].

Figure 2.6: Input-output functions in
three different integrate-and-fire mod-
els: thin solid is the perfect model, the
same with refractory period is in thin
dashed, thick solid for leaky I&F with
refractory period. Figure taken from
[33].

rate of firing. Attractors networks describe neurons as two-states variables.
This choice of variable, when trying to address the notion of information
transfer and processing in the brain, represents also the underlying hypoth-
esis of how the computational information is transferred and encoded in the
network: is it in the timing of the spikes, in the firing rate or in the state of
the neuron?

The second main difference lies in the way time-scales are implemented.
For example, the refractory period represents the minimum time between two
spikes; the ”‘memory”’, on the other hand, describes for how long a neuron
”‘remembers”’ its incoming pre-synaptic current and takes them into account
in changing its present state. In spiking models, these elements are usually
explicitly taking into account. Firing-rate models usually have a neuron-
dependent relaxation time, and the integration of the firing rate is done on
all past times unless stated otherwise, which implies an infinite memory. In
attractor networks, the refractory period is not explicitly showed and the
equations can be considered normalised by a single, uniform refractory time
for all neurons (which has very limited biological realism). The memory is
of one time step (the value of time step being the same as the refractory
period).

One should keep in mind that the models and equations presented here
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are examples of each classes. Nowadays, more precise biological details are
added and their influence on the dynamics are explored. The intriguing
point being that these improvements are mainly made on the spiking and
firing-rate models, while the attractor networks are mostly developed in the
context of artificial intelligence. By trying to improve the biological realism
of this latter class of models instead of either of the other two, we might
be making the assumption that the time-scale (which seems to be the least
realistic aspect of attractor networks) is not necessarily more important than,
for example, the connectivities or the topologies of the network in shaping
the global dynamics.

The choice of a class of models In addition to the already noted advan-
tages of RBNs - biologically motivated binary nodes, conceptual simplicity,
dynamical complexity, space for improvement in terms of biological realism
- , the choice of this class of models was also motivated by the following.
Spiking models, however powerful in their biological realism, need usually a
handful of parameters to describe them, that either require a good biological
background or a specific biological system in mind to set in a useful way.
On the other hand, taking a general, well-described firing-rate model (as for
example the one from Sompolinsky [35]) and discretize it4 seemed difficult
to justify, since that would require an arbitrary definition of the threshold.
Furthermore, the neurons do exhibit a binary behaviour at a certain scale,
which leads back naturally to Random Boolean Networks.

It is worth noting that the self-organised criticality concept proposed
by Bak-Tang-Wiesenfeld [18] was applied successfully by them on a cellular
automaton, which is a Random Boolean Network lying on a spatial grid.

2.2 Random Boolean Networks

After a general definition of this class, two historically important models are
reviewed: the Kauffman network (or N-K model) and the Hopfield model.
Then the elements that are chosen to appear in the toy model of the brain
are discussed, and the model studied here is introduced.

2.2.1 General definition

A Boolean network can be described by three key points: a topology, a set
of transfer functions and an updating scheme. The topology is the set of

4In neuroscience researches, usual steps in data analysis sometimes include a discretiza-
tion of the data using an arbitrary threshold, as in [7] for example.
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N nodes and M links (edges) between the nodes. Each node i can take
two different states, usually si ∈ {0, 1} or si ∈ {−1,+1}). The number
of incoming links to each node i (in-degree) is denoted by ki and is drawn
randomly independently from the distribution P (ki). On this static network
construction is added a dynamic governed by the set of boolean transfer
functions {fi}, i = 1, ..., N ,

fi : {0, 1}ki → {0, 1}

These functions fi are drawn independently randomly from a distribution F .
The evolution of the system is given by

si(t+ 1) = fi(si1(t), ..., siki (t)) ∀i ∈ {1, ..., N} (2.7)

The last key aspect is the way the nodes are updated: they can be updated
all at the same time (synchronous or parallel update), or randomly one at
a time (stochastic asynchronous update), or any in-between version [45, 46].
A configuration S of the system is a vector consisting of N Boolean entries.

The randomness of these network appears at two (three if a random up-
date is chosen) levels: in the connectivity of the network (which node is linked
to which) and the dynamics (which function is attributed to which node).
Once the links and boolean functions have been drawn, they remain fixed
along the evolution of the system - there are said to be quenched - and we
speak of a realisation of the network.

The subset of models in which the transfer functions are binarized weighted
sums of the inputs, as in the attractor networks, is sometimes called Random
Threshold Networks (RTNs). Note that in this case, each realisation of the
weights can be expressed as a boolean function, so that one can in princi-
ple link ”‘pure”’ boolean networks (as the Kauffman network) to RTNs [47].
However, some boolean rules can not be expressed as weighted sums.

Mean field theories Several mean-field theories have been developed for
boolean networks. The first one, introduced by Derrida and Pomeau in 1986
[48] for the Kauffman net and called the annealed approximation, assumes
that both the topology and transfer functions are reassigned at each time-
step. This allows the direct use of the probability distribution P and F
instead of the complicated distribution taking into account the interactions
over time. This method assumes ”‘statistical independence between the nodes
and neglects the temporal correlations developed throughout time between
successive states of the network”’ [49]. Similar developments have been used
for RTNs [50, 51],
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Another method, the semi-annealed approximation [52], was developed
later. In it, the topology is quenched but the transfer functions are reas-
signed at each time-step. This allows to focus on the effect of structured
topology on the dynamics (and was originally developed for applications in
gene regulation networks and the development of cancer). This approach is
expected to work for large, locally tree-like networks5. Some other methods
have been later developed, each acting under certain assumptions [53–57].

2.2.2 Kauffman network

The first notable application of Random Boolean Networks to a biological
mechanism was done by Kauffman in 1969 [3], when he used it to describe
a simplified version of a gene regulatory network. In living organisms, genes
are being regulated by proteins, which make actives or deactivates them
(expressing the gene or not). The random aspect of both the topology and the
dynamics of boolean networks represented all the constraints that were not
known or too complicated to implement in the model. Kauffman interpreted
the limit cycles into which the dynamics settles as the production of a certain
protein or cell type.

This model, also called N-K model, has N nodes, each having the same
fixed number K of incoming links. The boolean functions are independently,
uniformly randomly assigned to each node from the space of all possible
boolean functions of K variables, and the network is updated synchronously.

The dynamics exhibit a phase transition at Kc = 2 between order (K < 2)
and disorder (”‘chaotic”’, K > 2 ) (fig.2.3). The ordered phase is characterised
by a small number of attractors of small size, independent of the system size
N . Most of the nodes stay at a constant value after a transient time, and if
two identical systems are started with close but different initial conditions,
they will most of the time end in the same attractor. These results were
confirmed analytically by the annealed approximation [48, 50].

At the transition (K=2), the number of attractors was at first hypoth-
esized to grow as

√
N [3], a result that was enthusiastically received as it

corresponds to a power-law behaviour, so common in nature. However, this
result was found to be wrong because of the undersampling of the space. It
was first challenged by Bilke and Sjunnesson [58], who carried a better sta-
tistical analysis for larger networks by removing the frozen elements of the
network to keep only the relevant elements and effectively reduce the system
size. They found a linear behaviour of the number of attractors as a func-

5A locally tree-like topology is one for which there is no short loop in the network, that
is, no node whose inputs share common input(s).
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tion of the system size. Later, analytical study showed that this number of
attractor actually grows more rapidly than any power-law in the system size
[59]. The typical cycle length6 is also found to grow polynomially in N .

In the ”‘chaotic”’ phase (K > 2), the average length of attractors and the
average transient time grow exponentially with N [60], and the time evolution
of the Hamming distance (measuring how many binary nodes have the same
state between two replicas of the network) for two different initial conditions
remains on average finite (whereas it tends to zero in the ordered phase).

Note that the results summarized here all present large fluctuations over
different realisations [60].

2.2.3 Hopfield network

The Hopfield network [5] is a particular Attractor Network and can be defined
from the general definition above by adding the following structure:

• The network is fully connected (K = N)

• Instead of choosing randomly a boolean function, one assigns randomly
a weight Jij to the connection from node j to node i. The weight is
drawn from a certain distribution, and the dynamics of the network is
given by

σi(t+ 1) = Θ(
N∑

j=1,j 6=i

Jijσj(t)− Ti) (2.8)

where σi(t) ∈ {0, 1} is the state of neuron i at time t, Ti is a fixed
threshold for neuron i and Θ is the step function.

• The network is updated using an asynchronous update where each node
is updated randomly at each time-step, with a fixed mean attempt rate
W .

This model was used to support the idea that biological systems made
of simple interacting elements could develop spontaneously the structure for
memory storage and computation, despite stochastic effects (here present as
the asynchronous update)[43]. One of Hopfield’s insights was to show that,
under the assumptions that the couplings are symmetric (Jij = Jji) and the
update is asynchronous, there is an energy function governing the dynamics

H = −1

2

∑
i,j

Jijsisj (2.9)

6The cycle length is the number of states in the cycle. A fixed point is defined here as
a cycle of length 1.
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This equation is reminiscent of the Ising model and related spin systems.

2.2.4 Towards a RBN for the brain

Since the total input current to a neuron is generally assumed to be a weighted
sum of the pre-synaptic inputs, if one considers a random distribution of
the synaptic strengths (of finite mean and variance), the sum is expected
to follow a Gaussian distribution in the thermodynamic limit; this result is
known as the central limit theorem. As was done in some firing-rate models
[35], the choice of randomly distributed Gaussian weights seems a natural
choice. Only little work has been done using random Gaussian weights in
Random Threshold Networks (RTNs), where a discrete uniform distribution
of values ±1 is the most common. The main contributions with Gaussian
weights came from the spin-glass community, which saw in these networks
a biological analogy to spin-glass systems7. For example, some looked at
how the asymmetry of Gaussian weights triggers a phase transition in RTNs
[61–63]. The Gaussian weights are in this case drawn from Jij = JSij + kJAij ,
with k ≥ 0 and JSij = JSji and JAij = −JAji . By changing the parameter k, one
can tune the connections to be symmetric (k = 0), asymmetric (k = 1) or
antisymmetric (k = ∞). A phase transition is observed between a phase in
which the transient times scale as a power law with the system size N and
one where they grow exponentially with N .

Both because of the underlying spin representation and for symmetry
reasons, most of the work done with Gaussian weights was with nodes taking
the values +1 or -1. In terms of neuron biology, however, this representation
seems not adequate. If -1 represents the inactive state of a neuron, then such
an ”‘inactive”’ node still participates in the dynamical signal sent to the next
neuron but with an opposite weight; whereas biologically inactive neurons
do not send any signal. The state representation {0, 1} naturally solves this.
Furthermore, although a change of representation ({0, 1} to {−1, 1} or vice-
versa) does not imply any change in the dynamics of the Kauffman net for
example, when applied to Random Threshold Networks it induces a non
trivial threshold-like term in the sum.

7Spin glasses are magnetic disordered systems at zero temperature. They are named
after the analogy to solid matter, which can be crystalline (with regular spatial organisa-
tion) or glassy (spatially disordered). Ising model-likes with random couplings can produce
spin glasses.
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2.2.5 The model

The random threshold network under study here is a fully connected network
of N nodes, with synchronous update

si(t+ 1) = Θ(
N∑

j=1,j 6=i

Jijsj(t)) (2.10)

where si(t) ∈ {0, 1}, Θ is the step function with Θ(0) = 0 (which ensures
stability [64]). The Jijs are drawn independently, randomly from a normal
distribution of mean µ and standard deviation g/

√
N8.

The synchronous update used here was one of the main critics of the
original work of Kauffman, since genes (just as neurons) do not evolve in
synchronous steps. Two aspects govern the update scheme: stochasticity
(as opposed to determinism) and synchronisation. These two notions are
independent and one can create a stochastic, partially synchronous updat-
ing scheme, as well as an asynchronous, deterministic scheme [45, 46]. The
dynamics of deterministic, asynchronous networks are closely related to the
ones of deterministic synchronous network, and the stochastic aspect seems
to be at the core of the observed differences between asynchronous and syn-
chronous updates9.

The deterministic aspect of our model was kept because it allows the
characterisation of well-defined attractors. Indeed, a stochastic update rule
implies that for a given realisation of the network, a configuration can have
multiple descendants in the next time-step (which is impossible for the de-
terministic update), making the definition and finding of an attractor more
complicated [65, 66]. Since there are no continuous equations of motions
to infer the long-term dynamics as is done in usual dynamical analysis [67],
the attractors must be identified through simulations only, which is more
challenging in a stochastic model. Moreover, the phase transition in ran-
dom boolean networks has been shown to be robust to a change of update
scheme, even if the details (slope of the scaling with N, exact behaviour at
the transition and in each phases) differ [45].

8The normalisation ensures that on average, the norm of the input coming to each node
(that is, the norm of each row of the connectivity matrix) is 1, independently of the system
size.

9Usually in the literature, an asynchronous update is implemented with stochastic rule
(if not said else), and synchronous update with a deterministic one.
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Chapter 3

Characterisation of RBNs

The measures used in this study to characterise the dynamics of this discrete
state and time model are of different backgrounds. The attractors character-
isation is specific of these kind of networks and allows to get a representation
of the landscape of the networks. The second tool usually used in Ran-
dom Boolean Networks is a measure of the stability of the network, through
the evolution of the Hamming distance of two almost identical states. This
”‘damage spreading”’ can be thought of as the discrete system version of the
Lyapunov exponents. The last measure used has its roots in statistical me-
chanics: the canonical entropy is computed from the empirical configuration
probability distribution, and an artificial temperature is defined to introduce
the canonical specific heat.

This is only a subset of all the possible measures that have been developed
around these networks, and only a drop in the ocean of all possible tools to
describe dynamical systems in general.

3.1 Attractors

Since the number of possible configurations for the system is finite and the
dynamics is deterministic, the system reaches after a certain time a cycle of
a certain length, in which it stays. The first way to describe these models is
then to look at the statistics of the attractors1.

1In this study, the terms cycle and attractor are used equivalently. A cycle is a pattern
of states of the system that repeats itself (a more general definition of a cycle is a set of
states for which once in it, all reachable states are part of this set, and from any state
of the cycle you can reach any other state). An attractor is a cycle that attracts the
neighbouring states into it. In the models considered here, any initial configuration falls
into a cycle, which attracts by definition all the states that form its basin of attraction.
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The other main quantity of this network is the transient time, which is the
number of time steps needed for the system to reach an attractor. Both the
attractor and the transient time are quantities that vary upon the change of
initial condition of the network and the random realisation. Usually, averaged
quantities are considered, although the fluctuations over realisations is not
negligible in general [63].

For the spin-glass motivated models with Gaussian weights [62], the phase
transition (as the asymmetry of the connectivity strength is varied) is seen
in the way both the averaged cycle length <l> and the averaged transient
time <τ> evolve with system size. In the first phase (symmetric random
weights), <l> is size independent and <τ> ∝ Nα, α > 0. In the second
phase (for asymmetric weights), both quantities grow exponentially with the
system size. In both phases, the network at large system sizes develop large
transient times, and any observation made on this system would measure the
network ”‘out of equilibrium”’, that is, before it reached an attractor2.

For each realisation of the network (and small system size), one can iden-
tify all attractors by running the dynamics for all the initial possible config-
urations. From that, one can compute

• the number of attractors n

• their basin of attraction Ωs, s = 1...n, which is the total number of
initial configurations that flow in the sth attractor, including the states
in the attractor itself

• the averaged attractor size <l> = 1
n

∑n
s=1 ls, where ls is the size of

attractor s

• the basin entropy h =
∑

swslog2(ws), where ws = Ωs
2N

is the weight of
basin s.

The basin entropy h describes how the configuration space is partitioned
between the attractors. If two systems have the same number of attractors
and the same averaged length of attractor, one can have an attractor which
drags almost all the configuration states while the other system can be have a
homogeneous repartition of the basins. The basin entropy helps discriminat-
ing between these two situations by attributing a low entropy value for the
first situation and a higher entropy value for the second one. In Kauffman
networks, this quantity was showed to be robust to a change of updating
scheme and to increase with system size only at the critical point [66, 68].

2In the second phase, as the average length of attractor grows exponentially with system
size, it might also be the case that the dynamics has reached an attractor but this attractor
is of size bigger than the computation time, so that it would not be identified as a cycle.
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The numerical search for these quantities is consuming in terms of com-
puter power and time, since the number of initial conditions to explore grows
as 2N . Furthermore, we are considering random networks, for which a sta-
tistical analysis over a large amount of realisations for the same set of pa-
rameters is needed. For these reasons, the system size at hand is quite small,
and inferring large-size limit behaviour seems out of reach. Looking at how
these quantities evolve with increasing system size gives however a first indi-
cation on the landscape governing the dynamics of the system. The measures
defined below, which are less constrained in term of system size, can comple-
ment the picture.

3.2 Damage spreading

The Hamming distance measures the number of differing nodes between two
configurations. The principle of damage spreading is to take two replicas of
the network, each with an initial configuration that differs from the other only
by one node, and let them evolve in parallel while computing the Hamming
distance at each time step.

In a continuous, chaotic system, there is a high sensitivity to initial condi-
tions, and the time evolution of the distance (distance being defined accord-
ingly to the system in consideration) between two nearby trajectories follows
an exponential

D(t) ∼= eλt (3.1)

where λ is the maximum Lyapunov exponent. A positive Lyapunov exponent
is usually an indicator of chaotic dynamics, whereas a negative exponent is
synonym of stability.

The normalized Hamming distance between two configurations SA(t) =
{sA0(t), sA1 (t), ..., sAN−1(t)} and SB(t) = {sB0 (t), sB1 (t), ..., sBN−1(t)} is defined
as

DH(SA(t), SB(t)) =
1

N

N−1∑
i=0

(sAi (t)⊕ sBi (t)), (3.2)

where sXi (t) ∈ {0, 1} ∀X ∈ {A,B} and i = {0, 1, .., N -1}, and ⊕ represents
the addition modulo 2. To have a significant result in term of the class
of model studied, one has to perform three successive averages: over time
(once the time evolution is stable), over pairs of initial conditions and over
realisations of the network.

During this study, the question of the interpretation of the Hamming
distance related to the notion of attractors was raised: if two trajectories end
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up in the same attractor (of length >1) but not synchronously, the resulting
Hamming distance will oscillate. That oscillation is not distinguishable from
the oscillation of two states in different attractors. To take this effect in
account, another Hamming distance D̃H is defined as follows. For two initial
states S1(0) and S2(0) (each on a replica of the same network) that reaches
an attractor respectively after t1 and t2 time steps:

• As long as t < t1, t2, D̃H(t) = DH(t).

Assuming (without loss of generality) that the first system reaches its attrac-
tor first (t1 < t2),

• then for times t1 ≤ t < t2, D̃H(t) = mina1i∈A1
HD(S2(t), ai), where

A1 denotes the set of configurations forming the attractor of the first
replica.

• When both replicas have reached their attractor t1, t2 ≤ t, D̃H(t) =
mina1i∈A1,a2j∈A2

HD(aj, ai) (computed retroactively since the knowledge

of the whole attractor set is needed).

By definition, D̃H(t) = 0 if both replicas are in the same attractor, and a
(long-time) non-zero value corresponds to the minimum number of nodes to

flip in order to switch between the two attractors. Note that D̃H(t) ≤ DH(t)
∀t because of the use of the minimum.

3.3 Canonical specific heat

Based on statistical mechanics, one can define an ”‘energy”’ function associ-
ated to the empirical probability of a configuration X of the system:

EX = −ln(P (X)) (3.3)

The most probable states have low energy, while the less probable states
correspond to high energies. In statistical mechanics, the reverse is usually
done, and the probability of the system to be in a certain configuration of its
microscopic states is computed from the energy function. Now following the
same steps with the ”‘energy”’ defined in 3.3, the partition function is then

Z(T ) =
∑
X

exp−
1
T
EX , (3.4)

where the parameter T corresponds to the temperature in a thermodynamic
systems and is here only an abstract variable. Reintroducing the equation
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3.3,

Z(T ) =
∑
X

P (X)1/T , (3.5)

which allows to define a temperature-dependent probability distribution
PT (X)

PT (X) =
1

Z(T )
P (X)1/T (3.6)

T = 1 corresponds to the empirical probability distribution inferred from
the system, while other values of T corresponds to no physical reality. The
question is then: is something specific happening at the value T = 1?

Once the canonical partition function Z(T ) is defined, the usual entropy
S and specific heat C can be derived from it, and they can be used to assess
the critical behaviour of the system.

S(T ) = −
∑
X

PT (X)log2(PT (X)) (3.7)

C(T ) = T · ∂S(T )

∂T
(3.8)

Example: Ising model This technique was applied to Monte-Carlo sim-
ulations of a 2D Ising model, as is done in [69]. The dynamics of a 33x33
lattice is computed for a certain value of the physical temperature (which
corresponds to a certain phase of the system), and the time-evolution of the
nodes is recorded. The probability distribution of configurations of a certain
size Nsub is inferred from it. Since the number of possible configurations
grows exponentially with the system size (2Nsub), an empirical inference of the
distribution is accessible only for small sizes. Here the distribution is calcu-
lated for local clusters of Nsub = 5, 9 nodes (respectively in purple and orange
in figure 3.1).

One observes a peak that shifts across the fictive temperature range de-
pending on the phase in which the real system is. At the critical temperature,
the peak is slightly below the value T = 1, which corresponds to the real sys-
tem. Increasing the size of the subsystem increases the amplitude of the peak
and shifts it slightly towards a mean value around T = 1, which suggest a
diverging specific heat in the infinite size system. For ordered phase, the peak
is shifted to the right, whereas for a disordered phase the peak is shifted to
the left. The broadness of these peaks is due to the finite small size of the
sub-system Nsub.
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Figure 3.1: Pattern entropy and related specific heat for three different phases
of the Ising model: ordered (left), critical (middle) and disordered (right).
Both the entropy and the specific heat are averaged over 100 realisations of
the dynamics. The fluctuations over the realisations are shown as the shaded
area.
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Chapter 4

Results

The first section explores the dynamics of the model defined in section 2.2.5
using the measures introduced before. In the two following sections, biologi-
cally motivated constraints are added to the model: firstly, Dale’s principle is
implemented to create two populations of neurons: excitatory and inhibitory.
This is defined such that the system can be continuously tuned from one pop-
ulation (not respecting Dale’s law) to two separate populations. A transition
from a ”‘disordered”’ phase towards an more ordered phase is found as a
function of the parameters of the system. Secondly, the Gaussian weights
are replaced by Lognormal weights, which allows a clearer definition of ex-
citation and inhibition. A transition towards a more ordered phase is again
observed.

The simulations are run with Python 3.5 and the codes are given in annexe
A.

4.1 One population with Gaussian weights

The typical dynamics of the network defined in 2.2.5 is shown in figure 4.1a.
The dynamics seems relatively disordered, although some nodes are clearly
frozen or almost frozen. The mean activity of the network oscillates around
0.5, which indicates that on average half of the nodes are active.

The study from Toyoizumi et al [57] is used as a comparison point of
complexity (figure 4.1b). Their model is almost the same as the one used
here: the difference lies in the node state representation, where they use
σi ∈ {−1,+1}. As said earlier, this in fact introduces a threshold-like term
in the equations. To see this, we apply the change of variable si = σi+1

2
in
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Figure 4.1: a) Dynamics of the model (in section 2.2.5), for 100 nodes over 100
time steps. b) Simulation of Toyoizumi’s model [57] for the same parameters.
White is inactive (0), black is active (1).

the equations for their model to go from σi ∈ {−1,+1} to si ∈ {0, 1}:

σi(t+ 1) = sgn(
N∑

j=1,j 6=i

Jijσj(t))

si=
σi+1

2→

si(t+ 1) = Θ(
N∑

j=1,j 6=i

Jijsj(t)−
1

2

N∑
j=1,j 6=i

Jij)

where sgn is the sign function. The new term in the last equation depends
only on i and corresponds to a node-dependent threshold. Remarkably, the
difference in dynamics is already seen in the raster plots (fig. 4.1). The
influence of such a heterogeneous threshold is however not the focus of this
study, and the comparison is only meant to ease the understanding of the
dynamics.

Attractor landscape In [57], the number of attractors scales linearly with
the system size, while the averaged length scales exponentially. The results
for model 2.2.5 are presented in fig 4.2.

Both the number of attractors and their averaged length is found to grow
with the system size. The standard deviation over the realisation is large,
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Figure 4.2: Average length (left) and number of attractors (right) as a func-
tion of the system size. The system is fully sampled for N ≤ 16, whereas only
216 random initial conditions are explored for N = 18 and 20. The results
are averaged over 50 realisations of the network, and the standard deviation
is shown in shaded area.

which is an expected result for this class of models. At such small system
size, there seems to be no exponential increase of the averaged length. In
Toyoizumi et al’s study, not only the averaged length is clearly seen to in-
crease exponentially for system size between 10 and 18, but the averaged
value of the length is bigger (for N=10, <l>= 6 in [57] while it is around 2
for our model). The increase in the number of attractors is found linear in
both models, although with higher values and slope in Toyoizumi’s (where
for N=10 to 16, the number of attractor goes from 4.5 to 6.75). Note that
in both cases, these numbers are small compared to their maximum possible
value (2N).

The work of Rybarsch [64], with also {0, 1} node states but with weights
randomly taken as +1 or −1 with the same probability, shows also an ex-
ponential divergence of the averaged length with system size (see fig. 4 of
reference). However, the scaling parameter is lower than in Toyoizumi’s, and
the exponential behaviour is clear for system size only around 400 nodes.
Although our model and the one from Rybarsch differ in the definition of the
connectivity weights (and to explore the impact of such a change is the main
purpose of this study), this indicates that the linear increase does not rule
out the possibility of an exponential increase, but that the system size might
be too small to see it.

The number of fixed points (cycles of length 1) is found constant and
roughly equal to 2, which is coherent with the increasing average length

42



and number of attractors: as the system size increases, more attractors of
longer length appear. The distribution of attractor length as well as the
associated cumulative sum (fig. 4.3) corroborate this result. As the system
size increase, longer attractors appear and for example 90% of the attractors
have length smaller or equal to 4 for N = 4 while for N = 20, they have
length smaller or equal to 10. In Toyoizumi’s, the qualitative shape and
behaviour with increased system size is the same, although the tail expands
to longer attractor lengths.

Figure 4.3: Cumulative sum of the distribution of attractor length for several
system sizes. The system is fully sampled for N ≤ 16, whereas only 216

random initial conditions are explored for N = 18 and 20.

In terms of basin of attraction, it seems that the size of the basin is not
directly related to the size of its attractor, and any attractor length can have
any size of basin. The distribution of basin weights shows that most of the
time, the configuration space is divided in one very large basin (taking more
than 95% of the space) and the rest in very small basins. There are almost no
realisations with a more homogeneous repartition of the configuration space,
and this effect is more pronounced with increasing system size. The basin
entropy is found to be roughly constant between 0.35 and 0.45 for system size
in 5, ...16. The maximum value for the entropy would be given by the case in
which the landscape is formed of 2N attractors of basin weight 1/(2N), which
gives 2N · 1/2N · log2(2N) = N .
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Hamming distance The averaged Hamming distance over time for N =
16 nodes is showed in fig. 4.4 for the two definitions of this distance. The
results for larger system size (N=100) are not found to differ much from the
ones presented here; furthermore, for larger system size, the system needs
typically more than 1000 time steps for both replicas to settle in an attractor,
and it is more difficult to assess the difference between the two measures.

Figure 4.4: Averaged (over 100 realisations) value of the two Hamming dis-
tances over time (in semilog scale), normalised by the system size N=16. The
standard deviation is too small to be seen.

For N = 16, the ”‘old”’ Hamming distance is found to settle on average at
a finite, non-zero value, whereas the ”‘new”’ definition tends towards a zero
value. This means that two nearby initial conditions tend to end in the same
attractor that is usually not a fixed point. This result also indicates that the
usual definition of the Hamming distance can lead to a wrong interpretations
of the underlying space. Since usually the Hamming distance results are
interpreted as giving hints of a complex network when the ”‘infinite time”’
value is non-zero, this shows that a more careful definition leads to a different
conclusion. However, this new definition relies on the attractor search and
fails rapidly as the system size increases for systems in the ”‘chaotic”’ phase.
When the dynamics does not reach any attractor, it remains an interesting
insight into how two nearby configurations evolve. For example, for N = 100,
the averaged Hamming distance remains finite around 0.2, which indicates
that during this parallel evolution, 80% of the nodes keep the same value
over the two replicas. This value might be related to the number of frozen
nodes in the system, which are nodes that do not change over the dynamics.
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The distribution of the values of both Hamming distances at two different
times of the dynamics (t=3 and t = 900) is given in fig. 4.5.

Figure 4.5: Normalised distribution of the two definitions of Hamming dis-
tance at two different times t1 = 3 time steps and t3 = 900. The system size
is N=16, and parallel dynamics is explored for 1000 pairs of replicas and 100
random realisations.

At early times, both systems have not reached their attractor yet and the
two distributions are the same. They show a broad peak of values around
0.15, and a higher peak of values at 0. The results at t2 = 50 and t3 =
900 are the same, confirming that the system reaches its attractor in less
than 50 time steps (and looking at the averaged Hamming distance in fig.4.5,
usually in 3-4 time steps), so only the results for t3=900 are shown. At
that point, the two distributions diverge in their behaviour. The ”‘old”’
distribution has basically the same shape as at earlier time, with the peak
at 0 values largely increased (up to 60%), and the broader peak has shifted
slightly towards bigger values and decreased in relative strength. On the
other hand, the ”‘new”’ distribution shows an even bigger peak at 0 values
(more than 80%), and then follows roughly a 1/x curve until reaching almost
no apparition of Hamming distances values above 0.2. From the 0-values
of the two distributions, one can infer that two nearby trajectories end up
roughly 60% of the time in a fixed point, and 20% in the same attractor of
length bigger or equal than 2.

Canonical specific heat The canonical specific heat results for this model
are shown in figure 4.6.

Comparing this results to the ones obtained for the Ising model, they
seem to correspond to the disordered phase of the Ising model. This support
the other measures, without however providing any new information.
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Figure 4.6: Averaged canonical entropy (in bits) and specific heat over 100
realisations, derived from the pattern configuration distribution of random
patches of Nsub = 5, 10 nodes.

All the results described above do not depend on the variance of the
Gaussian connectivity distribution, which is why this parameter has not been
specified or explored further in the presented result. The underlying reason
explaining this is still not understood.

4.2 Dale’s principle and balance of inhibition

- excitation

Adding structure to the connectivity matrix How does a slightly
more biological structure of the synaptic connections impact the dynamics?
The first biological element implemented is Dale’s principle, which states
that a neuron can only be either excitatory or inhibitory. In this model, this
corresponds to output weights respectively positive and negative for every
outgoing connections of a node. This is implemented as two sub-populations
of Ne excitatory and Ni inhibitory neurons (N = Ne + Ni), their output
following respectively a normal distribution of mean µe > 0, µi < 0 and
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variance σ2
e , σ

2
i . This means that the weight Jij from neuron j to neuron

i is (with a certain probability) positive for an excitatory and negative for
an inhibitory neuron j, for all i = 1..N . The variance of both distributions
is chosen to be equal σ2

e = σ2
i = g2/N = 1/N , which reduces the number

of free parameters to four (N,Ne, µe, µi). The balance condition between
total excitatory and inhibitory input (following [70]) is another biological
constraint that is implemented, which also allows to reduce the number of
free parameters :

Neµe +Niµi = 0 (4.1)

Defining a new parameter f = Ne
Ne

which represents the fraction of exci-
tatory nodes in the network, the inhibitory weight µi can be expressed as

µi = − f

1− f
µe (4.2)

The three parameters of interest left are then f , µe (also called simply µ
later) and N .

By changing µe, one changes smoothly from the one-population, random
weights case (µe = 0) to the two population case (µe >> 1). Because of the
Gaussian distribution, there is always a small probability of one node having
an output weight opposite to its assignment (an excitatory node having one
inhibitory output for example). This can either be seen as a non-zero noise to
the system (the probability for a neuron to malfunction), or as a large-scale
behaviour, where an ensemble of neurons acts globally as excitatory except
for a small number of outputs.

There are two observed behaviours as a function of the parameters f and
µe. The first one corresponds to the behaviour described earlier for µ = 0
and extends to a whole range of values of the parameters f and µ (fig. 4.7).
The other one corresponds to an even more ordered phase, where the mean
activity is close to zero. An example of the dynamics in each phase is given
in figure 4.8. Note that, especially near the transition, the dynamics is highly
variable throughout realisations.

At the transition, one observes in this example (fig 4.8) that the activity
does not decrease smoothly as the averaged value could suggest, but instead
seems to be as active as in the ”‘chaotic”’ phase until it abruptly dies. This is
not the case in every realisation, and some exhibit also a disordered dynamics
with slightly lower mean activity.

Attractor landscape The complexity of the attractor landscape of the
quasi-chaotic phase (in orange in fig. 4.7) is already known to be less than
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Figure 4.7: Mean activity of a network of N = 100 nodes over 2000 time-
steps (without taking in account 200 first time steps) and 50 realisations, for
different values of the f and µe.

exponentially growing with the system size (in terms of number of attractors
and averaged length). When changing the parameters throughout the tran-
sition, the slope of the number of attractors (versus system size) increases
smoothly. The averaged length, on the other hand, shifts from the linear be-
haviour to a constant value of 1 through the transition towards the ”‘ordered”’
phase. This behaviour is explained by an increasing number of fixed points
in the system, both as the parameters are changed through the transition
and as a function of the system size. It seems however that this change is
not homogeneous at all transition point, and the behaviour is found different
for separate values of f . As before, the fluctuations over the realisations are
large, and do not decrease when the number of realisations is increased.

Looking at how the basin size is correlated with the attractor length in the
new phase (black region in fig. 4.7), when long attractors are present (which
is less frequently than in the quasi-chaotic phase), they have seldom a big
basin. The distribution of basin size, mainly represented by large basins
(more than 95% of the configuration space) in the quasi-chaotic phase, is
slightly more diverse in the new phase, and also varying within the phase as
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Figure 4.8: Example of the dynamics in the different phases for N=100 nodes
and f = 50% of excitatory nodes. From left to right : µ = 0, 0.9, 2.0. White
is inactive (0), black is active (1).

a function of f . In general, the distribution exhibit more varied values as
the proportion of excition increases (while staying in the black region of fig.
4.7).

The heat map in fig 4.7, corroborated by the other results, suggests a
relation between the parameters f and µ as f ∝ 1/µ at the transition. To
explore that, the ”‘infinite-time”’ value of the (original) Hamming distance is
plotted as a function of the productf · µ in fig. 4.9, for three different values
of f . The behaviour is not exactly the same for the three different values of f ,
although the fluctuations over the realisations include the three curves. This
variation in mean value suggests that either the relation f ∝ 1/µ is not true,
or that this is a finite size effect. The same graph for N = 16 broadens the
transition, but the fluctuations for different values of f are approximatively
of the same strength. This suggest that the width of the transition is a finite
size effect, but that the variation over the values of f might stay even at
infinite system size. This latter implies that the transition between the two
phases is different for different values of f , and that the underlying system
might differ in non-trivial ways.

The curve in figure 4.9 has a characteristic shape of a phase transition,
with a change of averaged Hamming distance from a finite value to zero, at
the same parameter values as the change observed in the heat map. One
also observes an increase in the Hamming distance before the transition,
that could hint of a more complex behaviour near the transition. This could
go along the lines of a system being optimised in terms of complexity and
computation near the transition point.

The basin entropy as a function of the same f ·µ parameter (fig. 4.10), al-
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Figure 4.9: Value of the original definition of the Hamming distance after
100 time steps, averaged over 50 realisations (with the standard deviation in
shaded area) and 1000 pairs of initial conditions, normalised by the system
size N = 100.

though being very noisy in terms of the realisations, indicates two interesting
things. First, there might be a difference in entropy between the two phases,
with a slight increase of entropy before, and a slight decrease after. Second,
the entropy seems to be higher for higher values of f throughout the different
phases. This might indicate that an increased proportion of excitatory nodes
drives the network into a slightly more complex phase even when the balance
condition is respected.

Comparing the distributions of values for the two definitions of Hamming
distances through the transition, they are found to change smoothly from
their behaviour at µ = 0 to a distribution with a peak at zero values and
quasi no other values. This is consistent with a phase made of mostly fixed
points. In the intermediate regime (µ = 1.1 for f = 0.5 for example), there
is a hint of a more longer tailed distribution, and the average value of the
Hamming distance is also slightly bigger for both Hamming distances.

The results for the canonical specific heat support the ones of the other
measures, as the specific heat behaves in qualitatively the same way through
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Figure 4.10: Entropy of the basin weight (in bits), for N = 16 nodes, averaged
over 50 realisations and 100 initial conditions. The shaded area corresponds
to the standard deviation with respect to the realisations.

the transition as the results obtained for the Ising model.

4.3 Lognormal distribution of the weights

One delicate aspect of two populations of nodes having Gaussian distributed
connections is the overlap between the distributions. To appreciate the im-
pact of this factor, the normal distributions are replaced in the following
by Lognormal distributions, which are defined only for real positive values.
Lognormal distributions are also found to fit experimental data better than
random (Poisson) distribution [71].

The implementation is done by taking two populations of nodes, assumed
to follow the same distribution of connectivity strength, differing only by their
sign (-Jij for inhibitory node, + Jij for excitatory). Lognormal distributions
are defined such as if the random variable X follows a Lognormal distribution,
then ln(X) follows a normal distribution. The probability density can be
expressed analytically in terms of the mean µ and variance σ2 of its related
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normal distribution1 (see fig. 4.11, 4.12).

f(x;µ, σ) =
1

xσ
√

(2π)
exp(− [ln(x)− µ]2

2σ2
) (4.3)

There are three main parameters: f = Ne/N , µ and σ. To have on
average the same input to each neuron independently of the system size, the
connectivity matrix is normalised by

√
N .

Figure 4.11: Lognormal distribution
with µ = 0 and several values of σ.

Figure 4.12: Lognormal distribution
with σ = 1 and several values of µ.

Figure 4.13: Average activity of 100 nodes, over 50 realisations and 500 time
steps. Left: µ = 0, heat map of values as a function of f and σ. Right:
σ = 1, heat map as a function of f and µ.

As the averaged activity indicates (fig. 4.13), the point f = 0.5 is a
special point of the dynamics, as could be expected since it corresponds

1The mean and variance here and later in the text always refer to the ones of the
normal distribution, which is not to be mistaken with the mean value and variance of the
Lognormal distribution itself.
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to the balance condition. The three main phases that seem to appear in
these heat maps are explored, assuming that each region having the same
mean activity has the same underlying behaviour. In the further results,
the parameters σ = 1 and µ = 0 are kept fixed, and f allows to change
from one phase to another. In terms of how the shape of the connectivity
distribution influences the dynamics, it seems that a combination of a peak at
low values of connectivity, together with a long tail, induces a more complex
dynamics also out of the balance condition (as defined above2). One can
imagine a competition between for example a large number of inhibitory,
low-connections and a small number of excitatory large connections, and
depending on which nodes are active, either one of the group wins. By doing
so, it activates or deactivates further node(s) that break this balance the other
way and the network is randomly active. This balance between low and high
connections is however subtle, since changing µ while keeping σ fixed (fig.
4.12) also induces seemingly the same kind of shape, without triggering any
change in the averaged dynamics.

First phase: f = 0.5 In terms of attractors (fig. 4.14), the average length
and the number of attractor are found to slightly increase with the system
size. The overall seems however very ordered, since the average length goes
from 1 to 2 (for N = 2 to 16) and the number of attractors from 1.5 to 2.5.
The variations over realisations seem bigger in that phase than in the other
two. The average number of fixed point might also grow slightly with the
system size, although any definitive conclusion is hard to draw from the many
variations. The cumulative sum of the probability distribution of attractor
length follows the same behaviour as in the quasi-chaotic state of the system
with Gaussian connections (fig. 4.3). The basin weight distribution shows
more intermediate values (than in the quasi-chaotic state of the Gaussian
system), although it still exhibits two main peaks at high and low weights.
The length of the attractor does not seem to have any direct link with its
basin weight, and the average basin entropy slowly increases with the system
size (from below 0.4 to 0.5 for N=4 to 16), although there are large variations
independent of the system size.

The averaged Hamming distance grows at small time-steps until around
0.2 before decreasing to a small non-zero value; the ”‘new”’ Hamming dis-
tance follows the same behaviour, slightly below the other curve. The two
distributions of Hamming distances are actually almost the same; at small

2Other definitions of the balance conditions can be chosen. For example, one might
consider a more general definition of balance as the ratio of the total inhibitory and
excitatory input being constant over time (but not necessarily equal).
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Figure 4.14: Attractor averaged statistics over 1000 realisations, as a function
of the system size N , for different proportions f of excitatory nodes; µ = 0
and σ = 1. Left: average length of attractors, right: average number. The
shaded area denotes the standard deviation.

time this is an expected result since neither of the replicas has reached its at-
tractor, while at later time it is explained by the high frequency (around 80%)
of fixed points. The Hamming distance for the other two phases (f 6= 0.5)
is basically always zero. As for the specific heat, it shows a very small peak
(with high variance) at small value of the fictive temperature. In the other
two phases, it is zero because of the zero entropy of the patterns.

This phase, although exhibiting a non-zero mean activity, is otherwise
more ordered than the ”‘quasi-chaotic”’ phase found in the system with Gaus-
sian connections. It seems then that the overlap of the two distribution in-
duces a random parameter triggering the dynamics towards a more complex
behaviour.

Other phases: f 6= 0.5 In both of the other two phases (see fig. 4.14),
the average length and number of attractors are constant with the system
size. The average length is one, and the number of attractor very small
(between 1 and 2). The distribution of basin weight is very heterogeneous
and made mainly of one large basin ( 95% of the space) and small basins (less
than 5%). Intermediate values are possible but very unlikely. For f < 0.5,
the cumulative sum of the attractor length distribution is qualitatively the
same as the one in figure 2.5, but for smaller values of attractor length. For
f > 0.5 however, the curve is shifted for small length towards higher values,
which means that the probability of having small attractors increases with
the system size, although longer attractors can appear. From the distribution
of basin weight plotted against the attractor length, in these values of f it
seems that when longer attractors are present in the system, their basin, most
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of the times, invade the whole configuration space. This is in contrast to the
situation with f < 0.5, where longer attractor have usually a basin of less
than 50% of the configuration space. In short, the f > 0.5 phase exhibits
rare realisations in which longer attractors with a large basin are present.
For both ranges of f however, the basin entropy stays really small (zero for
f < 0.5, small, non-zero for f > 0.5 with decreasing values as the system
size increases).

The number of realisations impacts the results above if there is less than
50 realisations. For most of the averaged values, 50 realisations is enough to
have the right behaviour, and the variations do not decrease with increased
number of realisations. For the distributions (of Hamming distance values,
or of attractor length for example), more realisations means more points,
which smooths the results. But again, the main behaviour is captured with
a relatively small (50-100) number of realisations.

The basin entropy is found to have a peak at f = 0.5, except for very small
system sizes (N=4,8). Compared to the maximum entropy N , the peak of
entropy stays (0.35 for N = 16), which supports the idea of a low complexity.
The value of the basin entropy for Gaussian weights (fig 4.10), although also
small compared to the maximum value N , is higher than for the Lognormal
distribution of the connections. This support the conclusion that each added
structure in the connectivity weights distribution explore in this study has
shifted the network towards a more ordered set of phases.

4.4 Discussion

Several points can be drawn from the analysis of the different systems de-
scribed in the preceding sections.

Measures There is a tension between the knowledge of a system prior to
the measurement and the measure itself; if the system is well known, the best
tools can be chosen to describe it (but then, not much new is expected). If on
the contrary the system is not well known, how can different tools be adapted
to probe the system, and how can one assess how well these measures are at
describing the underlying system?

In this study, two tools closely linked to the particular dynamics of
boolean networks have been used (the Hamming distance and the attrac-
tor landscape), as well as one derived from a different field (the canonical
specific heat). This last measure was found to grasp correctly the global
behaviour sketched by the other measures, although it did not seem to bring
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any new information. The attractor landscape is a powerful description, how-
ever restrained to some several caveats; the computational accessible system
size is low, the variation over realisations is high, and the measure changes
drastically upon a change of update scheme (from deterministic synchronous
to stochastic asynchronous). The Hamming distance is found the most clear
when applied in the transient dynamics of the network; for small system
size or when the dynamics have reached its attractor, the usual Hamming
distance might be misleading. The new definition of the Hamming distance
allows a clearer picture in this regime, but is subjected to the same caveats
as the attractor analysis.

Adding biological structure Adding biologically motivated elements seems
to push the dynamics further away from the complexity expected of a neural
network, which is a surprising result. For example, in other models [17], tun-
ing the network to the balance condition increases the complexity. While this
seems to be the case in the network with Lognormal weights, both the dy-
namics and the landscape stay very simple. Several elements might be at the
origin of this result: the tools used to describe the network here might not be
the best to assess the complexity of these systems. Information theory tools
[51]), or computational tasks [72] could be used for example. Another possi-
bility is that an important aspect governing the complex dynamics of neural
networks is missing in the above models, which prevents the increase of com-
plexity. For example, the node-dependent threshold present in the model
of Toyoizumi (once translated in the {0, 1} node representation) seems to
improve the complexity of the network. One could explore how the same
changes of topology done here impact such network. Exploring this direction
was at first rejected because of the lack of biological motivation of such a
term (Dale’s principle and the balance of inhibition and excitation seemed
more appropriate to start with), and there was no reason to suspect such an
important impact of this term. Another aspect that could be missing is a
more realistic implementation of the time-scale, starting for example with an
asynchronous, random update of the nodes. Yet another aspect that could be
explored is the topological structure of the nodes, that is found to also influ-
ence the dynamics (according to the Bachelor project conducted in parallel
of this work by L.Ligthart). In particular, sparse connectivity (as opposed
to the full connectivity used here) seems to increase the complexity of the
system.

Central Limit Theorem As briefly introduced before, Gaussian weights
seem a natural choice for random connections in a network, because of the
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central limit theorem. However, it is worth spending some more time as-
sessing how this theorem impacts the dynamics of such network, because if
indeed any network with non-Gaussian random distributions of their weights
can be described, in the thermodynamic limit, by a network with Gaussian
random weights, the work done in this study revealed effects that are only
valid in the small system sizes. All the results would be finite size effects,
and the infinite size behaviour of all the models above would reduce to the
dynamics of the first case with one population of Gaussian weights.

The central limit theorem states that the sum of N random, indepen-
dent variables following the same distribution (any distribution with a finite
mean and variance) follows a Gaussian distribution in the limit N → ∞.
If the assumption that the random variables are not identically distributed
but follow different distributions, the Lyapunov central limit theorem, more
general, replaces the above. In this study, at each time-step and for each
node, a sum of such random variables is performed. The subtlety lies in the
fact that the number of random variables (the number of activated node)
is time-dependent, and a priori correlated with previous time results. This
correlation might break the assumption of independent variables needed for
the central limit theorem to hold. Although we do not have any formal proof
of this, computation of the mean activity for the different parameters of each
system (as represented in the heat maps in fig 4.7 and 4.13) for system size
N = 16 and N = 1000 have been performed, and they indeed show no
qualitative change.
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Chapter 5

Conclusion

RBNs are powerful models and represent a simple bed test for thinking about
networks and the brain. The main caveats are that there is no theory to rely
upon to construct a brain-oriented model, and simulations are demanding
in terms of computational power. The measures used to describe their dy-
namical behaviour depends on a prior, global knowledge of their dynamics,
since describing the behaviour of the system during the transient time, its
attractor landscape once the dynamics is settled, or how these two relates,
requires different tools.

The structure of the connection weights is found to be of great influence
on the dynamics, even though all the underlying mechanisms of such an
influence have not yet be unveiled. The dynamics can be tuned to several
different phases, which all seem to show a more ordered behaviour than the
non-structured case. The existence of these different phases is expected to
hold even for infinite system size, even though few of the measures here were
able to probe the system in this limit.

The first improvement in the direction of a better brain model could be to
take into account the different time scales in the brain, and the easiest, less
biased way would be in introducing an asynchronous update of the nodes.
That would demand a careful redefinition and characterisation of the attrac-
tors, and maybe the development of new measures [65, 66]. As an other
argument in favour of an asynchronous update, the deterministic attractors
set strict constraints on the network, since the N nodes have to all come back
to exactly the same state as previously, which seems unreasonable when de-
scribing biological systems.

In the direction of more biological realism, an infinite number of possi-
ble, more complex, biological elements, are available to add to the model:
more heterogeneity of the connectivities, different types of neurons, different
threshold terms, delays, different topologies, etc.
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Another direction would be to search for a model implementation that
could link discrete state models and rate models. For example, one could
indeed explore how the binarisation of a continuous-rate model such as the
one in [35] would impact the phase transition, and how the obtained results
could be related to the models explored here.

More analytical work can still be further explored. For example, char-
acterising the correlations between nodes or the temporal correlations could
give new insights into the interpretation of the dynamics. The semi-annealed
and annealed approximations could also be applied to this model, although
they are expected to give better results for sparsely connected networks. On
a slightly different perspective, the semi-annealed approximation has been
developed in order to explore more structured topologies, and consists in
keeping the topology fixed while reassigning the dynamics at each time step.
The focus of this study was the opposite, since the structure of the weights
have been structured; maybe one could develop another ”‘semi-annealed”’
approximation, that would keep the weights fixed while allowing the links
between the node to be randomly reassigned at each time step.

Finally, understanding better the possible dynamics of this kind of net-
works and developing measures to describe them would allow, for example,
to apply this analysis to a deep neural network that has learned some task.
One could see if some links between the task and the dynamical properties
and landscape of this network can be inferred, and maybe even relate it to
real, biological brain properties.
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Appendix A

Python Code

A.1 Dynamics

import numpy as np

import matplotlib.pyplot as plt

# Parameters explanation

N = 100 # total number of neurons

f = 1 # f = N+/N: proportion of excitatory nodes, in [0,1]

mu = 0 # mean of gaussian for excitatory pop, in [0, infty]

r = 1 # ratio of the balance E/I = (Ne*mu_e)/(Ni*mu_i) (average

input).

#In [0,infty]. r = 1 => Rajan

g = 1 # std dev of gaussian = g/sqrt(N)

time = 1000 # number of time steps

# Dynamics

def vector_theta_fct(x):

’’’ Step function for a vector x, applies the scalar step

function

to each component. Takes value 0 at 0. Return a binary vector.

’’’

# x is a vector

a = np.zeros(x.shape[0],dtype = int)

a.fill(-10)

for i in range(x.shape[0]):

if x[i]>0.:

a[i] = +1

else:

a[i] = 0
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if(any(a==-10)):

sys.exit("At least one value is -10 and should not")

return a

def connectivity_matrix(N,f,mu,r,g):

’’’

Return a random realisation of a connectivity matrix for

two sub populations of inhibitory and excitatory neurons

for each the weight is drawn from a different gaussian

distribution

’’’

# Parameters

mu_e = mu

N_e = round(N*f) # number of excitatory nodes

N_i = round(N*(1-f)) # number of inhibitory nodes

if f!=1 and f!=0:

mu_i = -mu_e*(f/(1-f))*(1/r) # mean so that balance is

respected

elif f==1:

mu_i=-100

assert (N==N_e)

elif f==0:

mu_i = -mu

assert (N==N_i)

assert (N_e == int(N_e)), "Proportion of nodes is ill defined"

N_e = int(N_e)

N_i = int(N_i)

J_e = np.random.randn(N,N_e)*(g/np.sqrt(N))+mu_e/np.sqrt(N)

J_i = np.random.randn(N,N_i)*(g/np.sqrt(N))+mu_i/np.sqrt(N)

J = np.append(J_e,J_i,axis=1)

off_diag = np.ones((N,N))- np.identity(N) # matrix with 0 on the

diagonal, 1 all else

J = J*off_diag # no self-connection

return J

def dynamics(N,f,mu,r,g,time):

’’’

Compute the dynamics over #time time-steps
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Gives a binary img of the dynamics and the mean activity

over time (except for a transient time = 10% time)

’’’

J = connectivity_matrix(N,f,mu,r,g)

neuron_av=0 # Average activity over the neurons

x0 = np.random.choice([0,1],size=N) # Initial condition

x = np.zeros((N,time)) # Network state over time

x[:,0]=x0

for t in range(1,time):

x[:,t] = vector_theta_fct(np.dot(J,x[:,t-1]))

neuron_av = np.sum(x[:,int(time*10/100):],axis=0)/N

# Dynamics img

plt.matshow(x, cmap=’Greys’)

plt.savefig(’Dynamics.png’)

plt.close()

# Mean (neuron) activity vs time

plt.figure()

plt.plot(range(int(time*10/100),time),neuron_av,’-’)

plt.title(’Average activity of the network over time’)

plt.xlim([0,time])

plt.ylim([-0.01,1.01])

plt.savefig(’Averaged_activity.png’)

plt.close()

return x

A.2 Attractor search

import numpy as np

from dynamics import connectivity_matrix

from dynamics import vector_theta_fct

# Parameters

N = 10

f = 1

mu = 0

r = 1
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g = 1

# Attractors

def base_10(boolean_list):

boolean_list = list(boolean_list)

N = len(boolean_list)

number = 0

n = N-1

for bit in boolean_list:

if bit==0:

number += 0

elif bit==1:

number += pow(2,n)

else:

print(’Wrong representation’)

n -= 1

return number

def base_2(number, N):

"""

Puts a base 10 number into a list of N binary numbers

"""

N_10 = number+1

base = N-1

binary_list = []

while base >= 0:

if N_10 > 2**base:

N_10 -= 2**base

binary_list.append(1)

else:

binary_list.append(0)

base -= 1

return np.array(binary_list)

def find_attractor_size(x):

’’’

From the vector of the index of the trajectory,

find the attractor size
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’’’

imax = x.shape[0]-1 #index of the last state, which is also the

first state of the attractor from this trajectory

j = 0

for i in range(imax):

if x[i] == x[imax]:

j = i

break

return (imax - j)

def find_attractors():

’’’

Find the attractors for a given realisation of the network.

Fully sample the space for N <= 16.

For 16 < N <=20, sampled randomly with 2^16 initial conditions.

Returns

basin_size = vector with S+1 entries, S is the total number

of attractors

each entry corresponds to the basin size of the associated

attractor

attractor_size = vector with S+1 entries

each entry is the size of the attractor (= number of

states within the attractor)

’’’

label_basin = np.zeros(pow(2,N),dtype=int) # for each

configuration, label the basin number it is a part of

basin_size = -10 # this will become a vector with S+1 entries,

S being the total number of basins

attractor_size = -10 # same as basin size

i=0 # Number of found basins

# Connectivity matrix

J = connectivity_matrix(N,f,mu,r,g)

start=0

if 16<N<=20:

rangeinitcond = np.random.randint(0,pow(2,N),pow(2,16)) #50

initial conditions

elif N<=16:

rangeinitcond = range(pow(2,N)) # all possible initial

conditions

else:

print(’System size is too big’)
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for m in rangeinitcond:

if label_basin[m]==0: # State has not been visited yet

trajectory_index = np.array([m]) #Will become a vector

with the index of the visited state along the trajectory

label_basin[m] = i+1

state_0 = base_2(m,N)

state_1 = vector_theta_fct(np.dot(J,state_0)) # Evolve 1

time step, new state

l_1 = base_10(state_1) # Label of the new state

trajectory_index = np.append(trajectory_index,l_1)

n_l1 = label_basin[l_1]

while n_l1==0: # Continue to evolve time step and label in

basin i+1 until reach an already visited state

label_basin[l_1] = i+1

state_0 = state_1

state_1 = vector_theta_fct(np.dot(J,state_0))

l_1 = base_10(state_1)

trajectory_index = np.append(trajectory_index,l_1)

n_l1 = label_basin[l_1]

if n_l1 == i+1: # This is a new attractor

basin_size =

np.append(basin_size,trajectory_index.shape[0]-1)

s = find_attractor_size(trajectory_index)

attractor_size = np.append(attractor_size, s)

i += 1

elif n_l1 < i+1: # This is an already known attractor

basin_size[n_l1] += trajectory_index.shape[0]-1 # Add

the new trajectory to the basin size

for changeindex in

trajectory_index[:trajectory_index.shape[0]-1]:

# Relabel the states of the trajectory

label_basin[changeindex] = n_l1

else:

print(’Something went wrong’)

start +=1

assert (np.sum(basin_size!=pow(2,N))), ’Phase space is not

covered entirely’

attractor_size = np.delete(attractor_size,0)

basin_size = np.delete(basin_size,0)

return basin_size, attractor_size
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A.3 Hamming Distance

import numpy as np

import random

from dynamics import connectivity_matrix

from dynamics import vector_theta_fct

from attractors import base_10, base_2

# Parameters

numrea = 50

time = 100

N = 100

f = 1

mu = 0

r = 1

g = 1

repeat = 100 # number of replicas

d = 1 # initial hamming distance

def hamming_distance(x,y):

’’’

Hamming distance, not normalised

’’’

return sum(x!=y)

def dynamics_hamming_distance():

’’’ Compute the dynamics and time evolution of the hamming

distance

for a number = repeat of pairs of initial conditions that differ

from

a number of spin d. This is for one realisation. ’’’

# Parameters

J = connectivity_matrix(N,f,mu,r,g)

hamming_dist = np.zeros(time)

for n in range(repeat):

# Randomly choose one initial configuration

# Flip randomly one spin from that to get the second

configuration

x0_1 = np.random.choice([0,1],size=N)
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x0_2 = np.copy(x0_1)

spinflips = random.sample(range(N),d)

x0_2[spinflips] = (x0_2[spinflips]+1)%2

# Initialise the hamming distance

dist = np.zeros(time)

dist[0] = hamming_distance(x0_1, x0_2)

# Compute the dynamics

x_1 = np.zeros((N,time))

x_2 = np.zeros((N,time))

x_1[:,0]=x0_1

x_2[:,0]=x0_2

for t in range(1,time):

x_1[:,t] = vector_theta_fct(np.dot(J,x_1[:,t-1]))

x_2[:,t] = vector_theta_fct(np.dot(J,x_2[:,t-1]))

dist[t] = hamming_distance(x_1[:,t], x_2[:,t])

hamming_dist[:] += dist

hamming_dist[:] /= repeat

# Return matrix of time evolution of hamming distance averaged

# over pair of initial conditions, each for a different initial

# hamming distance.

return hamming_dist

def main_hamming_distance():

# average the hamming distance over realisations

hamming_dist = np.zeros(time)

for repeat in range(numrea):

dist = dynamics_hamming_distance()

hamming_dist += dist

np.savetxt(’Data/HD.txt’,hamming_dist/numrea)

#New hamming distance

def distance_state_attractor(x,s):

# x is a binary vector, s is a set of binary vectors

s = np.array(s)

if len(s)==1:
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dist = np.sum(x!=s)

else:

dist = min(np.sum(x!=s,axis=1))

return dist

def distance_attractor_attractor(s,t):

#s and t are two different set of binary vectors

s = np.array(s)

t = np.array(t)

dist = list()

for i in range(len(s)):

dist.append(distance_state_attractor(s[i],t))

return min(dist)

def main_new_vs_old_hd():

’’’

Run the dynamics for a pair of one hamming distance neighbours.

Stop when one of them is on an attractor => switch to

hd-state-attractor.

When both are on an attractor, stop and compute the

attractor-attractor distance

Repeat over #numinit number of initial pairs, for the same

realisation.

Maximum of #time number of time steps.

Compare with the results of hamming distance over time

’’’

# Parameters

N = 20

f = 0.5

mu = 0

r = 1

g = 1

numinit = 10

time = 100

J = connectivity_matrix(N,f,mu,r,g)

# Record time-evolution

av_attra_hd = np.zeros(time)

av_state_hd = np.zeros(time)

for n in range(numinit):
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state_hd = list()

attractor_hd = list()

d = 1 #initial hamming distance

# Randomly choose one initial configuration

# Flip randomly one spin from that to get the second

configuration

x0_1 = np.random.choice([0,1],size=N)

x0_2 = np.copy(x0_1)

spinflips = random.sample(range(N),d)

x0_2[spinflips] = (x0_2[spinflips]+1)%2

# Initialise the hamming distance

state_hd.append(hamming_distance(x0_1, x0_2))

attractor_hd.append(hamming_distance(x0_1, x0_2))

i = [0,0] # for each replica, denotes if the attractor is

found yet or not

k = 1 # time index

traj_1 = np.array([-1,base_10(x0_1)])

traj_2 = np.array([-2,base_10(x0_2)])

for t in range(time):

# Update one-time step

x_1 = vector_theta_fct(np.dot(J,x0_1))

x_2 = vector_theta_fct(np.dot(J,x0_2))

# Compute the old HD

state_hd.append(hamming_distance(x_1, x_2))

# Express the base10 value of each state

s_1 = np.array(base_10(x_1))

s_2 = np.array(base_10(x_2))

if i==[0,0]: # early time, none of the replica is in an

attractor

attractor_hd.append(hamming_distance(x_1, x_2))

#Check if they are already visited:

if (any(traj_1 == s_1)):

# get the index for which this is true == ind

ind = int(np.where(traj_1 == s_1)[0][0])

attractor_1 = list()

# Construct the attractor

for j in range(ind,k+1):

attractor_1.append(base_2(traj_1[j],N))

# Compute the new HD state-attractor
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for j in range(ind,k+1):

attractor_hd[j] =

distance_state_attractor(base_2(traj_2[j],N),

attractor_1)

i[0] = 1

if (any(traj_2 == s_2)):

# get the index for which this is true == ind

ind = int(np.where(traj_2 == s_2)[0][0])

attractor_2 = list()

for j in range(ind,k+1):

attractor_2.append(base_2(traj_2[j],N))

if i[0] ==0: # need this condition in case the two

fell in their attractor at the same time-step, in

which case i[0] has change value

for j in range(ind,k+1):

attractor_hd[j] =

distance_state_attractor(base_2(traj_1[j],N),

attractor_2)

elif i[0] ==1 :

for j in range(ind,k+1):

attractor_hd[j] =

distance_attractor_attractor(attractor_2,

attractor_1)

i[1] = 1

elif i==[1,0]: # the first replica settled in its

attractor, not the other

attractor_hd.append(hamming_distance(x_1, x_2))

#Check if second replica are already visited:

if (any(traj_2 == s_2)):

# get the index for which this is true == ind

ind = int(np.where(traj_2 == s_2)[0][0])

attractor_2 = list()

for j in range(ind,k+1):

attractor_2.append(base_2(traj_2[j],N))

for j in range(ind,k+1):

attractor_hd[j] =

distance_attractor_attractor(attractor_2,

attractor_1)

i[1] = 1
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elif i==[0,1]: # the second replica settled in its

attractor, not the other

attractor_hd.append(hamming_distance(x_1, x_2))

#Check if they are already visited:

if (any(traj_1 == s_1)):

# get the index for which this is true == ind

ind = int(np.where(traj_1 == s_1)[0][0])

attractor_1 = list()

for j in range(ind,k+1):

attractor_1.append(base_2(traj_1[j],N))

for j in range(ind,k+1):

attractor_hd[j] =

distance_attractor_attractor(attractor_2,

attractor_1)

i[0] = 1

elif i==[1,1]: # both replicas are cycling in their

attractor

attractor_hd.append(attractor_hd[k-1]) # both replicas

have settled in their attractor, this distance

doesn’t evolve any more

# Append state to trajectory

traj_1 = np.append(traj_1,s_1)

traj_2 = np.append(traj_2,s_2)

# Initialize the state

x0_1 = x_1

x0_2 = x_2

k += 1

if i!=[1,1]:

print(’WARNING: Didnt find the two attractors’)

print(’i = ’, i)

av_attra_hd += np.delete(np.array(attractor_hd),0)

av_state_hd += np.delete(np.array(state_hd),0)

return av_state_hd/repeat, av_attra_hd/repeat
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A.4 Canonical specific heat

One can simplify the expression of the entropy for simulations. By replacing
3.6 in 3.8, one has

S(T ) = −
∑
X

1

Z(T )
· P (X)1/T · (1/T ln(P (X))− log2(Z(T )))

=
ln(Z(T ))

Z(T )

∑
X

(P (X)1/T )− 1

Z(T )

∑
X

(1/TP (X)1/T log2(P (X)))

Using the definition of the partition function Z(T ) 3.6, it simplifies further

S(T ) = log2(Z(T ))− 1

Z(T ) · T
∑
X

(P (X)1/T log2(P (X)))

import numpy as np

import numpy_indexed as npi

from dynamics import dynamics

# Parameters

N = 100

f = 1

mu = 0

r = 1

g = 1

time = 100

numrea = 2 # number of realisations

Nsubs = [5,10] # set of system subsizes

fake_temps = np.arange(0.025,2.5,0.025) # artificial temperature

def proba_distribution(data,N_sub):

’’’

From the time evolution of a network (data), return the

probability distribution of each configuration of random subset

of size N_sub over the whole dynamics (neurons and time)

At each time step from p to T_comp, compute the frequency

of patterns of Nsub nodes. Every new time step, compare

the result to the ones of the preceding time step; add the

patterns that are new, and add the corresponding frequencies

to the ones that are already saved.
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’’’

# Parameters

N = data.shape[0] # Total system size

T_comp = data.shape[1] # Total computational time

p = int(T_comp/10) # Transient time, not taken into account

if N_sub > N:

N_sub = N

# Unique pattern matrix for time = p (0)

pat_0 = np.zeros((1,N_sub))

for n in range(pow(2,N_sub)):

rand_sub = np.random.randint(0,N,N_sub)

sub_data = data[rand_sub,p]

pat_0 = np.append(pat_0,np.reshape(sub_data,(1,N_sub)),

axis=0)

pat_0 = np.delete(pat_0,0,axis=0) # Shape 2^Nsub x Nsub

unique_0 = npi.count(pat_0,axis=0)

for t in range(1,T_comp-p,1):

# Unique pattern matrix for time = 1

pat_1 = np.zeros((1,N_sub))

for n in range(pow(2,N_sub)):

rand_sub = np.random.randint(0,N,N_sub)

sub_data = data[rand_sub,p+t]

pat_1 = np.append(pat_1,np.reshape(sub_data,(1,N_sub)),

axis=0)

pat_1 = np.delete(pat_1,0,axis=0) # Shape 2^Nsub x Nsub

unique_1 = npi.count(pat_1,axis=0)

# Initialise "unique" with the largest matrix between pat_1

and pat_0

if unique_1[1].shape > unique_0[1].shape:

unique = unique_1[0]

num_app = unique_1[1]

temp = unique_0[0]

temp_app = unique_0[1]

else:

unique = unique_0[0]

num_app = unique_0[1]

temp = unique_1[0]
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temp_app = unique_1[1]

# doublons.shape=(2, number of doublons); doublons[0]

correspond to index in the first ("unique") matrix

doublons =

np.array(np.all((unique[:,None,:]==temp[None,:,:]),axis=-1).nonzero())

# Add the visited state number for the doublons

for d in range(doublons.shape[1]):

num_app[doublons[0,d]] += temp_app[doublons[1,d]]

# Find the index of temp that are not doublons

index = -10

num = np.arange(0,temp_app.shape[0],1)

for i in range(temp_app.shape[0]):

if not np.any(num[i]==doublons[1]):

index = np.append(index,num[i])

index = np.delete(index,0)

# Add the new config to the "unique" matrix

# Add for each new config the associate frequence

for i in index:

unique = np.append(unique,

np.reshape(temp[i,:],(1,N_sub)), axis=0)

num_app = np.append(num_app, temp_app[i])

# Reset the new matrix as the "0" matrix and loop over time

unique_0 = (unique,num_app)

Proba = num_app/(T_comp*pow(2,N_sub))

return Proba

def canonical_analysis(data,N_sub):

’’’

Compute the canonical entropy and specific heat from

empirical probability distribution, and fake temperature

Return the entropy and specific heat for each temperature value

This is for one realisation of the network and one size of

subsystem (Nsub)

’’’

# Compute the proba distribution
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Proba = proba_distribution(data,N_sub)

Proba = -np.sort(-Proba)

# Initialization

entropy = np.zeros(fake_temps.shape[0])

spec_heat = np.zeros(fake_temps.shape[0]-1)

t=0

for fake_temp in fake_temps:

zeta_t = 0 # Partition function

sum_proba =0

for config in range(Proba.shape[0]):

zeta_t += pow(Proba[config],1/fake_temp)

sum_proba +=

pow(Proba[config],1/fake_temp)*np.log2(Proba[config])

entropy[t] = np.log2(zeta_t) - 1/(zeta_t*fake_temp) *

sum_proba

if t>0:

# Specific heat, 2-point derivative taken in the middle of

the temperature interval

spec_heat[t-1] =

(entropy[t]-entropy[t-1])/(fake_temps[t]-fake_temps[t-1])

if zeta_t==0.:

print(’Warning, partition function = 0’)

t += 1

return entropy, spec_heat

def main_statistics():

’’’

Compute the entropy and specific heat for several

realisations of the network and several subsystem sizes.

Save the averaged entropy and specific heat for each system size.

’’’

av_entropy = np.zeros((len(Nsubs),fake_temps.shape[0])) # over

the realisations

av_spec_heat = np.zeros((len(Nsubs),fake_temps.shape[0]-1)) #

over the realisations

for rea in range(numrea):

# Dynamics

data = dynamics(N,f,mu,r,g,time)
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#Proba_list = list(np.zeros((len(Nsubs),1)))

entropy = np.zeros((len(Nsubs),fake_temps.shape[0]))

spec_heat = np.zeros((len(Nsubs),fake_temps.shape[0]-1))

nsub=0

for N_sub in Nsubs:

entropy[nsub], spec_heat[nsub] =

canonical_analysis(data,N_sub)

nsub+=1

av_entropy += entropy/numrea

av_spec_heat += spec_heat/numrea

np.savetxt(’Entropy.txt’, av_entropy)

np.savetxt(’Spec_heat.txt’, av_spec_heat)
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