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Preface

These lecture notes are an introduction to the emerging field of time parallel
time integration. They correspond to a course taught by the author at the
University of Geneva in fall 2018. The goal of the course was to introduce
graduate students to this exciting field of research, and the notes are unique in
three aspects:

1. They treat the four main classes of time parallel methods, namely shoot-
ing type methods, waveform relaxation methods, time parallel multigrid
methods and direct time parallel methods.

2. For each of the method classes, their historical development is carefully
traced, and a complete convergence proof is given for one of the most
modern variants of the methods.

3. The notes contain also runnable Matlab codes for the most representative
methods.

These notes should be useful to other teachers, because they allow the material
to be taught with very little preparation, and all arguments are self contained.
It is also possible to study the material independently and individually from
these notes, without taking a course.

Martin J. Gander, September 2018
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Chapter 1

Introduction

The integration methods introduced in this paper are to be regarded as
tentative examples of a much wider class of numerical procedures in
which parallelism is introduced at the expense of redundancy of compu-
tation.

Jörg Nievergelt, Parallel methods for integrating ordinary differential
equations, 1964

Parallel algorithms for solving initial value problems for differential
equations have received only marginal attention in the literature compared
to the enormous work devoted to parallel algorithms for linear algebra. It
is indeed generally admitted that the integration of a system of ordinary
differential equations in a step-by-step process is inherently sequential.

Philippe Chartier and Bernard Philippe, A Parallel Shooting Technique
for Solving Dissipative ODEs, 1993

La parallélisation qui en résulte se fait dans la direction temporelle ce
qui est en revanche non classique.a

Jacques-Louis Lions, Yvon Maday and Gabriel Turinici, Résolution d’EDP
par un schéma en temps “pararéel”, 2001

aThe resulting parallelisation is in the time direction, which is not
classical.

Time parallel time integration methods are currently an active field of re-
search for the solution of time dependent partial differential equations on mas-
sively parallel computers. These computers have so many processors, see Fig-
ure 1.1 for the fastest computers in November 2017, that often parallelization
in space saturates before all processors have effectively been used: for exam-
ple imagine the discretized problem has 10 million unknowns, and you have 10
million processors, then each processor can only do computational work on one
unknown, which leads to so little computation time that communication time
will completely dominate the overall computing time, and the super computer
will not effectively be used. When solving time dependent partial differential
equations, the time direction is usually not used for parallelization, because
the time evolution is perceived as being an entirely sequential process, treated
with time stepping methods, see the second quote above. But when paralleliza-
tion in space saturates, the time direction offers itself as a further direction for
parallelization. The time direction is however special, because of the causal-
ity principle obeyed by time dependent problems: the solution later in time is
determined by the solution earlier in time, and not the other way round. Al-
gorithms trying to use the time direction for parallelization must therefore be
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Figure 1.1: Fastest computers in the world from the Top 500 list in November
2017.

special, and take this very different property of the time dimension into account,
see the first quote above.

The present lecture notes are an introduction to the many attempts re-
searchers have made to overcome this causality principle over the last decades
and design nevertheless numerical methods which integrate time dependent
problems parallel in time. Its structure is based on the review article [33].
Time parallel methods can be classified into four different groups: methods
based on multiple shooting, methods based on waveform relaxation and domain
decomposition, space-time multigrid methods and direct time parallel methods.
We dedicate for each of these classes of methods a chapter in these lecture
notes, show how the methods in each class have been invented and developed
over time, and then give a detailed convergence analysis for one of the modern
representatives of each method class, including also a Matlab implementation.

To explain the methods in detail and analyze their performance, we focus
on model problems, which are introduced in this chapter together with simple
numerical discretizations of them. We start however by a typical example where
time parallelization could be beneficial, namely weather prediction, where the
result must be obtained before the weather event actually happens to be a
prediction.
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Figure 1.2: Picture of a current weather situation over Switzerland

1.1 Weather Prediction as an Example

They are less certain when the moon is not full. If the moon looks fiery,
it indicates breezy weather for that month, if dusky, wet weather; and,
whatever indications the crescent moon gives, are given when it is three
days old.

Theophrastus, c. 371 - c. 287 BC

One of the most familiar problems of interest to meteorologists is
weather forecasting. Mathematically this is an initial-value problem.
The atmosphere and its surroundings are governed by a set of phys-
ical laws which in principle can be expressed as a system of integro-
differential equations.

Edward N. Lorenz, On the prevalence of aperiodicity in simple systems,
1979

As it was already stated by Edward Lorenz, see the quote above, weather
prediction can be stated as an initial value problem of the form

∂tu(x, t) = L(u(x, t)) in Ω× (0, T ],
u(x, 0) = u0(x) in Ω,

B(u(x, t)) = g(x, t) on ∂Ω,
(1.1)

where ∂tu denotes the time derivative, often also denoted by u̇ or ut, L denotes a
spatial operator (in the model problems we will study for example the Laplacian,
∆ := ∂xx+∂yy +∂zz), B is a boundary operator (in the model problems we will
study often the identity, which leads to so called Dirichlet boundary conditions),
and the vector u contains for weather prediction three components for the wind
direction, and the temperature and also the pressure. If these are known at
time t = 0 (for example today, see Figure 1.2) to be u0 in the domain Ω
(representing for example Switzerland), then the evolution equations (1.1) allow
us to predict the weather evolution, provided we also get a prediction for the
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Figure 1.3: Computing weather prediction step by step.

weather evolution g on the boundary (from a European weather model on the
borders of Switzerland for example).

The weather prediction system (1.1) is an evolution problem: the solution
u(x, t+∆t) depends on the solution u(x, t) for any ∆t > 0, and thus one needs to
know u(x, t) to be able to compute u(x, t+∆t), and to compute u(x, t+2∆t) one
needs to know u(x, t+ ∆t), as indicated in Figure 1.3 It is therefore an entirely
sequential process to compute a weather prediction, or to solve an evolution
problem of the form (1.1) in general. With the massively parallel computers
available today, it is however not possible to use effectively all processors to
compute u(x, t+ ∆t) from u(x, t), there are simply too many processors. Time
parallelization is a research subject where one develops and analyzes methods
which can compute the entire solution u(x, t) for t ∈ (0, T ] and x ∈ Ω at once in
parallel, even though this seems at first not possible because of the sequential
nature of the problem in time.

We will study time parallel algorithms both for ordinary differential equa-
tions and partial differential equations, and we introduce now several model
problems that will be useful in what follows.

1.2 Ordinary Differential Equations (ODEs)

The first task was to find a suitable system of equations to solve. In
principle any nonlinear system might do, but a system with some re-
semblance to the atmospheric equations offered the possibility of some
useful by-products.

Edward N. Lorenz, On the prevalence of aperiodicity in simple systems,
1979

A general system of ordinary differential equations is given by

∂tu(t) = f(t,u(t)) t ∈ (0, T ],
u(0) = u0,

(1.2)

where the solution u(t) is a vector valued function, u : R −→ Rn, which we want
to compute in the time interval (0, T ], and the function f : (0, T ] × Rn −→ Rn
and the initial condition u0 ∈ Rn are given.
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Figure 1.4: Approximate solution of the Lorenz equations for one starting point
including the fixed points in red (left) and two close starting points (right)
leading to two distinct trajectories in blue and red.

Example 1.1 (Lorenz Equation). The Lorenz equations are named after Ed-
ward N. Lorenz, who in 1963 discovered that for a highly simplified model for
weather prediction, the solution depends in a very sensitive way on the initial
data. This discovery happened because he once in the evening stopped the elec-
tronic computations, noted the results on a sheet of paper to four significant
digits, and then started the computation the next day again, and then later re-
did the same computation, but without interruption, which led to very different
results. The Lorenz equations are a system of 3 ODEs, namely

ẋ = −σx+ σy x(0) = x0,
ẏ = −xz + rx− y y(0) = y0,
ż = xy − bz z(0) = z0,

(1.3)

where σ, r, b ∈ R are parameters. The fixed points of this system, i.e. when
ẋ = ẏ = ż = 0, can be easily computed by solving the non-linear system one
obtains by setting the time derivative terms to zero (see Problem 1.1, where also
their stability is studied):

1. x = y = z = 0,

2. x = y = ±
√
b(r − 1), z = r − 1.

We show in Figure 1.4 on the left the approximate solution one obtains for the
parameter choice σ = 10, r = 28, b = 8

3 , starting with the initial condition
x(0) = 20, y(0) = 5, z(0) = −5. We see that the trajectory is quickly drawn
into an attractor called the butterfly attractor for its shape with the two butterfly
wings. On the right in Figure 1.4 we show the same trajectory again in blue,
and another one that starts at a slightly different initial condition x(0) = 20.01,
y(0) = 5, z(0) = −5. We see that initially the trajectories are superposed, but
then they start to separate, and we stopped precisely at a point where the blue
one is going into the left wing of the butterfly, and the red one into the right
wing. Interpreting the left wing representing sunny weather and the right wing
stormy weather, Lorenz concluded that:

“Two states differing by imperceptible amounts may eventually evolve
into two considerably different states . . . If, then, there is any error
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whatever in observing the present state – and in any real system such
errors seem inevitable – an acceptable prediction of an instantaneous
state in the distant future may well be impossible. . . . In view of the
inevitable inaccuracy and incompleteness of weather observations,
precise very-long-range forecasting would seem to be nonexistent.”

This led to the famous saying that the flapping of the wings of a butterfly in
Europe can change the weather completely in the US.

But how did we compute these approximate solutions? We simply approxi-
mated the time derivative by a finite difference,

∂tu ≈
u(t+ ∆t)− u(t)

∆t
, (1.4)

which leads to two very simple, well known numerical methods for the general
system of ODEs (1.2), namely

• Forward Euler: un+1−un
∆t = f(tn,un),

• Backward Euler: un+1−un
∆t = f(tn+1,un+1),

which both permit to compute an approximate solution un+1 at time points
tn = n∆t starting with the initial condition u0

1. These recurrence relations
clearly indicate again the very much sequential nature of such type of problems:
one needs to know un before one can compute un+1!

Note that the Forward Euler method is much easier to use than the Backward
Euler method, one simply needs to evaluate the function f at the known point
(tn,un), whereas for Backward Euler, one needs to solve a system of equations
to advance, since the unknown new approximation un+1 appears both on the
left and in the function f on the right. We thus used for simplicity Forward Euler
to compute the approximate solution shown in Figure 1.4, which was achieved
with the Matlab commands:

sigma=10;r=28;b=8/3;

f=@(t,x) [sigma*(x(2)-x(1)); r*x(1)-x(2)-x(1)*x(3); x(1)*x(2)-b*x(3)];

T=30;N=30000;dt=T/N;

x=[20;5;-5];

for i=1:N

x(:,i+1)=x(:,i)+dt*f(i*dt,x(:,i)); % Forward Euler step

if mod(i,100)==0 % plot only every 100th

plot3(x(1,:),x(2,:),x(3,:),’-b’); % for animation speed

axis([-20 30 -30 40 -10 60]); view([-13,8]);

xlabel(’x’); ylabel(’y’); zlabel(’z’);

grid on

pause

end

end

hold on

xf=sqrt(b*(r-1)); yf=sqrt(b*(r-1)); zf=r-1;

plot3(xf,yf,zf,’or’); plot3(-xf,-yf,zf,’or’); % plot fixed points

plot3(0,0,0,’or’);

hold off

1One can also interpret the Forward and Backward Euler methods in terms of integration,
see [54, Section 10.3], and thus often talks about integrating evolution problems.
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While this simple script can easily be executed in Matlab, it is not the best way
to implement a numerical method like Forward Euler to be reused later, it is
much better to implement the Forward Euler solver as a function like the built
in Matlab ODE solvers using the same interface; see Problem 1.1 for a more
appropriate implementation that can be reused later as well.

There are some fundamental properties of numerical approximations of or-
dinary differential equations. The first one is the local truncation error, which
is the error the method makes after one step,

τ := ||u(∆t)− u1||, (1.5)

where any suitable vector norm can be chosen. For the Euler methods, the local
truncation error satisfies τ = O(∆t2), as one can see by Taylor expansion: for
example for Forward Euler, we get

τFE = ||u(∆t)− u1||
= ||u(0) + u′(0)∆t+O(∆t2)− (u0 + ∆tf(0,u0))||
= O(∆t2),

where we used the initial condition u(0) = u0 and the differential equation
u′(0) = f(0,u0) to cancel the terms; for Backward Euler, see Problem 1.2. The
global truncation error is the error the method makes after many steps,

E := ||u(T )− uN ||, N∆t = T. (1.6)

For numerical methods for solving ordinary differential equations, the global
truncation error is one order less than the local truncation error, see [54, Theo-
rem 10.2], so the global truncation error for the Euler methods is O(∆t). There
are much better methods available for solving numerically ordinary differential
equations, like Runge-Kutta methods or linear multistep methods, for an easy
to read introduction, see [54, Chapter 10], and for a thorough treatment the
authoritative reference in the field [61, 62].

There is an important test equation which we will often use, the Dahlquist
test equation,

u̇ = λu, u(0) = u0, λ ∈ C. (1.7)

This equation is important for the understanding of many algorithms, since
any system of linear ODEs with a diagonalizable matrix can be understood by
studying (1.7) for the eigenvalues of the matrix. The solution of (1.7) is simply

u(t) = u0e
λt, (1.8)

as one can see by inspection. Hence solutions are growing, if <(λ) > 0, and
decaying if <(λ) < 0. What happens when we try to solve the Dahlquist test
equation with Forward Euler ? We get

un+1 = un + ∆tλun = (1 + ∆tλ)un =: RFE(z)un,

where we set z := ∆tλ ∈ C and RFE(z) is the stability function of Forward
Euler. Now if |RFE(z)| is less than one, then the discrete approximate solutions
are decaying to zero, and the set z where this happens, which is called the
region of absolute stability of Forward Euler, is a disc in the complex plane, as
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Figure 1.5: Region of absolute stability of Forward Euler (left) and Backward
Euler (right).

shown in Figure 1.5 on the left, see also Problem 1.2. This implies that if for a
problem with <(λ) < 0, i.e. the exact solution is decaying to zero, ∆t is chosen
such that z = λ∆t lies in the region of absolute stability of Forward Euler, then
also the numerical approximation decays to zero and does the physically correct
thing for the system which is approximated. If however ∆t is too large, then
the approximate solution will be growing, while the exact one is decaying, a
completely incorrect behavior for the approximation.

Now for Backward Euler applied to the Dahlquist test equation We get

un+1 = un + ∆tλun+1 =⇒ un+1 =
1

1−∆tλ
un =: RBE(z)un.

Again if |RBE(z)| is less than one, then the discrete approximate solutions are
decaying to zero, and the set z where this happens, the region of absolute
stability of Backward Euler, is the complement of a disc in the complex plane,
as shown in Figure 1.5 on the right, see also Problem 1.2. This implies that
for any problem with <(λ) < 0, i.e. the exact solution is decaying to zero,
the numerical approximation produced by Backward Euler also decays to zero
and does the physically correct thing for the system which is approximated.
This is why Backward Euler is a much more stable method than Forward Euler,
approximate solutions might even go to zero for problems where <(λ) > 0,
except if the time step is small enough. This is however in practice less relevant,
since the systems one considers are either dissipative and solutions are decaying,
or they are conservative systems, with eigenvalues on the imaginary axis.

1.3 Partial Differential Equations (PDEs)

There is a myriad of partial differential equations, and new ones are
discovered by modeling every day.

Martin J. Gander and Felix Kwok, Numerical Analysis of Partial Differ-
ential Equations using Maple and Matlab, 2018.

The partial differential equations we are interested in here are of the form of
the weather prediction system (1.1), and we will in particular study the following
equations for their time parallel solution.
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Figure 1.6: One dimensional model of a nail in between two ice cubes

The Heat Equation

The heat equation is a parabolic partial differential equation (see Problem 1.3
for a classification of PDEs), discovered and studied by Joseph Fourier in 1822,
when he invented the Fourier transform to solve it, see for example [44, Section
1.4]. It describes the evolution of the temperature u(x, t) of an object repre-
sented by its domain Ω ⊂ Rd, where d = 1, 2, 3 is the dimension, and is given
by

∂tu(x, t) = ∆u(x, t) + f(x, t) in Ω× (0, T ],
u(x, 0) = u0(x) in Ω,
u(x, t) = g(x, t) on ∂Ω× (0, T ],

(1.9)

where u0 : Ω −→ R is the initial temperature distribution in the object, the
temperature on the boundary of the object is given by the function g : ∂Ω ×
(0, T ] −→ R, and f : Ω× (0, T ] −→ R represents a heat source in the domain.

Example 1.2. Imagine for example a nail of length L in between two ice cubes,
as depicted in Figure 1.6, which is the original example Fourier led to the inven-
tion of Fourier series. We assume that the nail is thin enough so that we can
consider it to be one dimensional. The ice cubes, which touch the nail at both
ends, define the boundary conditions of the problem, the nail’s temperature at
its extremities equals zero. Assuming that the initial temperature of the nail is
u0(x) = 20 degrees, the equation describing the temperature distribution in the
nail as a function of time is the one dimensional heat equation

∂tu(x, t) = ∂xxu(x, t) in (0, L)× (0, T ],
u(x, 0) = u0(x) in (0, L),
u(0, t) = 0 in (0, T ],
u(L, t) = 0 in (0, T ].

(1.10)

The temperature of the nail is only influenced by the ice cubes at both ends
and the initial condition, there is no source term f in the equation. While
Fourier found a closed form solution of this equation, see Problem 1.5, the
heat equation can in general not be solved analytically. A simple numerical
method to obtain an approximate solution is the method of finite differences, see
for example [44, Chapter 2]: one introduces a mesh in space with grid points
xj := j∆x, j = 0, 1, . . . , J , with mesh size ∆x := L/J , and approximates the
Laplace operator using a finite difference approximation, i.e.

∂xxu(x, t) ≈ u(x+ ∆x, t)− 2u(x, t) + u(x−∆x, t)

∆x2
, (1.11)
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Figure 1.7: Heat equation solutions using Forward Euler. Top row: snapshots
of the approximate solution of the nail between the ice cubes at t = 0.001,
t = 0.01 and t = 0.1 using ∆x = 0.01 and ∆t = 0.00005. Bottom row: results
when using ∆t = 0.000050505 . . ..

which is a second order approximation in space, see Problem 1.4. This leads to
the system of ordinary differential equations

∂tuj(t) =
uj+1(t)− 2uj(t) + uj−1(t)

∆x2
,

where uj(t) ≈ u(xj , t) and is called the method of lines, an approximation of the
temperature is computed along lines in time only, and the initial temperature is
set to uj(0) = u0(xj). One can then use any method to approximately integrate
in time. For example with Forward Euler, we obtain the time stepping equation

un+1
j − unj

∆t
=
unj+1 − 2unj + unj−1

∆x2
, (1.12)

and with Backward Euler, we obtain

un+1
j − unj

∆t
=
un+1
j+1 − 2un+1

j + un+1
j−1

∆x2
. (1.13)

Note that in the Backward Euler case, we have to solve a system of linear equa-
tions at each time step, which is not needed in the Forward Euler case. Both
these fully discrete methods are second order in space, and first order in time.

We show in Figure 1.7 in the first row three snapshots of the solution we
obtain when solving the heat equation using the explicit method (1.12) using
∆x = 0.01 and ∆t = 0.00005. We see how the nail is cooling down from the
endpoints, and the temperature profile is approaching a sine function, reminding
us of the great discovery of Fourier. In the second row we show the same sim-
ulation, but now using a slightly larger time step ∆t = 0.000050505 . . .. We see
that the solution profile develops wiggles which later in time completely dominate
and lead to an incorrect solution. For Forward Euler, the time step ∆t needs to
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Figure 1.8: Heat equation solutions using Backward Euler. Top row: snapshots
of the approximate solution of the nail between the ice cubes at t = 0.001,
t = 0.01 and t = 0.1 using ∆x = 0.01 and ∆t = 0.000050505 . . .. Bottom row:
results when using ∆t = 0.001.

be small enough for the solution to be physically correct, see also Problem 1.6.
The results were computed with the following Matlab statements:

N=1980; % N number of time steps

%N=2000; % N number of time steps

J=100; % J number of spatial steps

e=ones(J-1,1); % N=2000 limit for J=100, T=1/10

dx=1/J; % finite difference Laplacian

A=spdiags([e -2*e e],[-1 0 1],J-1,J-1)/dx^2;

T=1/10;

dt=T/N;

u=20*e; % initial temperature

for n=1:N

u(:,n+1)=u(:,n)+dt*A*u(:,n); % Forward Euler Step

plot(0:dx:1,[0;u(:,n+1);0]);

axis([0 1 0 21]); xlabel(’x’); ylabel(’u’);

pause

end;

Again for later use, it is better to implement a heat equation solver encap-
sulated in a function HeatEquationFE.m which can be called independently, see
Problem 1.6.

The stability situation is completely different for the numerical approxima-
tion of the heat equation using Backward Euler (1.13) shown in Figure 1.8. In
the first row we show the three snapshots corresponding to the bottom row of
Figure 1.7 and we see that there is now no instability forming. In the second
row, we show the much larger time step case ∆t = 0.001 so only one time step
is needed to get to the first snapshot, ten to get to the second and hundred to
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Figure 1.9: A string fixed between two walls.

get to the last, and still the method is stable; the solution is physically correct
for an arbitrary large time step. We see however also by comparing the second
row of Figure 1.8 to the first row, that using a large time step introduces more
diffusion, the solution is decaying faster and has a smoother shape over shorter
time spans. Comparing the last pictures in each row however, the difference in
shape becomes less pronounced, only the height of the solution is a little less with
the larger time step.

The Wave Equation

Jean-Baptiste le Rond d’Alembert studied the model of a vibrating string in his
seminal paper from 1747, for an introduction, see [44, Section 1.6]. The corre-
sponding so called wave equation is of interest in higher spatial dimensions as
well, in two dimensions it models a vibrating membrane, and in three dimen-
sions for example a pressure wave in air. The second order wave equation is a
hyperbolic partial differential equation, see Problem 1.3, and is given by

∂ttu(x, t) = c2∆u(x, t) + f(x, t) in Ω× (0, T ],
u(x, 0) = u0(x) in Ω,
ut(x, 0) = ũ0(x) in Ω,
u(x, t) = g(x, t) on ∂Ω× (0, T ],

(1.14)

where u0 : Ω −→ R is the initial position of the vibrating object, and ũ0 : Ω −→
R is its initial velocity. The function g : ∂Ω × (0, T ] −→ R gives the position
of the vibrating object on the boundary, and f : Ω × (0, T ] −→ R represents a
body force acting on the object.

Note that we need two initial conditions, because the equation contains a
second order time derivative. An analytic solution of the wave equation can be
found using separation of variables, as seen in the case of the heat equation, see
problem 1.8 for the case in one dimension.

Example 1.3. The vibration of a string fixed between two walls, see Figure 1.9,
follows in a first approximation the one dimensional wave equation

∂ttu(x, t) = ∂xxu(x, t) in (0, L)× (0, T ],
u(x, 0) = u0(x) in (0, L),

∂tu(x, 0) = 0 in (0, L),
u(0, t) = 0 in (0, T ],
u(L, t) = 0 in (0, T ],

(1.15)

where we assume that the initial velocity of the string is zero, and its initial
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position is like when one pulls the string on a guitar for example,

u0(x) =

{
x if 0 < x < L

2 ,
L− x if L

2 ≤ x < L.
(1.16)

D’Alembert found a closed form solution for certain situations in one spatial
dimension, see Problem 1.8, but in general the wave equation can only be solved
numerically. To do so, one can for example also use the same finite difference
approximation in time which we used in space for the Laplacian in (1.11) which
leads to the numerical approximation

un+1
j − 2unj + un−1

j

∆t2
=
unj+1 − 2unj + unj−1

∆x2
, (1.17)

and we need the values at t = 0,

u0
j = u(xj , 0),

and also at t = ∆t to start the three step recurrence (1.17). This value we
obtain using the initial velocity ũ in (1.15) which represents a time derivative,
and again a finite difference, namely a Forward Euler step,

u1
j − u0

j

∆t
= ũ(xj),

which would equal zero in our example of the string we pulled, before letting it
go, since the initial velocity is then zero. This discretization is second order in
space and time (except for the starting step in time).

Now if you have ever played a string instrument, you will have seen that
the string, once you let it go, very quickly will oscillate at the lowest possible
frequency, again a sine mode. Using for L = 1, ∆x = ∆t = 0.02, we show in
Figure 1.10 that this is not at all the case for this simplest model of a string:
the string vibrates indeed, but it keeps the initial shape at the extrema, and one
can let the simulation run as long as one wants. If we choose a smaller time
step, ∆t = 0.01, we obtain the results shown in Figure 1.11. We still see that
there is no sine shape developing. These results were obtained with the simple
Matlab commands

N=500; % 500 limit for M=50 and T=10

M=50;

e=ones(M-1,1);

L=1;

dx=L/M;

T=10;

dt=T/N;

x=0:dx:L;

for j=1:length(x) % guitar initial condition

if x(j)<L/2 u(j,1)=x(j); else u(j,1)=L-x(j); end;

u(j,2)=u(j,1)+dt*0; % ut0=0 here

end;

u(:,1)=0.6*exp(-100*(x-0.3).^2);

u(:,1)=ones(size(u(:,1)));

u(end,1:N+1)=1

u(:,2)=u(:,1); % other initial condition
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Figure 1.10: Wave equation solutions. Snapshots of the approximate solution
of the string using the classical wave equation at t = 0, 0.1, 0.5, 1, 2, 3.
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Figure 1.11: Wave equation solutions using a smaller time step. Snapshots
of the approximate solution of the string using the classical wave equation at
t = 0, 0.1, 0.5, 1, 2, 3.
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Figure 1.12: Wave equation solutions with a different initial condition. Snap-
shots of the approximate solution of the string using the classical wave equation
at t = 0, 0.1, 0.2, 0.3, 0.4, 0.5.

for n=2:N

plot(x,u(:,n));

%axis([0 1 -0.6 0.6]);

xlabel(’x’);ylabel(’u’);

(n-1)*dt

pause

u(2:end-1,n+1)=2*u(2:end-1,n)-u(2:end-1,n-1)...

+dt^2/dx^2*(u(1:end-2,n)-2*u(2:end-1,n)+u(3:end,n));

end;

For a better encapsulated implementation of the wave equation solver which we
will also use later, see Problem 1.8.

Starting with another initial condition,

u0(x) = 0.6e−100(x−0.3)2

, ũ0(x) = 0,

which is more commonly used to illustrate the wave equation, we obtain again
with the original mesh steps ∆x = ∆t = 0.02 the result in Figure 1.12. We
see that the initial Gaussian splits into two waves, one moves to the left and
the other moves to the right, then the one that moved to the left is reflected at
the boundary and also moves to the right, typical wave propagation behavior.
So why does this wave equation not reproduce faithfully the motion of a string?
There is an important damping term missing in the equation: if we add the term
∂xxtu to the wave equation, namely

∂ttu(x, t) = ∂xxu(x, t) + γ∂xxtu(x, t), (1.18)

then we obtain with the damping parameter γ = 0.01 for the same experiment
corresponding to Figure 1.11 the result shown in Figure 1.13. Now the string
modeled by this damped equation quickly approaches the sine wave as one is used
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Figure 1.13: Specially damped wave equation (1.18) solutions for the same
setting as Figure 1.11. Snapshots of the approximate solution of the string at
t = 0, 0.1, 0.5, 1, 2, 3.

from looking at a musical instrument. While the author of this book discovered
this damping term when preparing a lecture on this subject because the string did
not oscillate as it was supposed to, people simulating musical instruments are
well aware of this term, see for example the PhD thesis by Grégoire Derveaux
[19, Section 1.2.2], directed by Patrick Joly, who was also instrumental in ob-
taining the first complete numerical simulation of the grand piano by partial
differential equations [15], with which he can play Chopin (the simulation of
one second of sound of the complete piano model takes on a 300 CPU parallel
computer about one day!).

The Transport Equation

The transport equation, also called the advection equation, is probably the sim-
plest hyperbolic partial differential equation, and often studied in one spatial
dimension,

∂tu(x, t) + a∂xu(x, t) = f(x, t) in (0, L)× (0, T ],
u(x, 0) = u0(x) in (0, L),
u(0, t) = g(t) in (0, T ],

(1.19)

where a > 0 is the transport speed. For f = 0, the solution is of the form

u(x, t) = G(x− at)

as one can see by inspection:

∂tu(x, t) + a∂xu(x, t) = G′(x− at)(−a) + aG′(x− at) = 0.

Hence this equation simply transports the initial condition u0(x) to the right,
and similarly for the boundary condition g(t), as illustrated in Figure 1.14.
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Figure 1.14: Characteristics shown in dashed for the transport equation.

This shows that for the transport equation, one can not impose a boundary
condition on the right for a > 0, the solution is entirely determined by the
values transported there from the initial and boundary condition.

Even though this equation is simple enough to have a closed form solution,
it is instructive to study numerical methods for it using finite differences. To
do so, we introduce the finite difference operators

D+
∆xu

n
j :=

unj+1−u
n
j

∆x , D−∆xu
n
j :=

unj −u
n
j−1

∆x ,

D+
∆tu

n
j :=

un+1
j −unj

∆t , D−∆tu
n
j :=

unj −u
n−1
j

∆t .
(1.20)

We have then four possibilities to discretize the transport equation (1.19):

Forward Euler Upwind: (D+
∆t + aD−∆x)unj = f(xj , tn)

Backward Euler Upwind: (D−∆t + aD−∆x)un+1
j = f(xj , tn+1)

Forward Euler Downwind: (D+
∆t + aD+

∆x)unj = f(xj , tn)

Backward Euler Downwind: (D−∆t + aD+
∆x)un+1

j = f(xj , tn+1)

These schemes are often depicted by the simple diagrams shown in Figure 1.15.
Now which of these schemes should one use ?

This is best illustrated with a simple example: we solve the transport equa-

tion with a = 1 and initial condition u0 = e−120(x−0.3)2

using the mesh spacing
∆t = ∆x = 1/40. We show in Figure 1.16 the exact solution indicated by a solid
line, and the numerical approximations obtained at the grid points with circles.
We see that Forward Euler Upwind in the top row is actually an exact scheme
for this case. Backward Euler Upwind in the second row is also working, but the
solution gets diffused. Forward Euler Downwind in the third row does not work
at all, the solution seems to explode (note the different scale on the u-axis), and
Backward Euler Downwind in the last row seems to work, but there are points
missing, the matrix that needs to be inverted is actually singluar there. So the
schemes looking downwind are not very useful. We obtained these results using
Matlab implementations of the four schemes: for example for the top row, we
used
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Figure 1.15: Diagrams for the finite difference schemes for the transport equa-
tion.
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Figure 1.16: Snapshots of the exact solution (solid line) of the transport equation
with a = 1 at t = 0.1, 0.2, 0.3, and four numerical approximations with ∆x =
∆t = 1/40: from top row to bottom row: Forward Euler Upwind, Backward
Euler Upwind, Forward Euler Downwind, and Backward Euler Downwind.
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f=@(x,t) zeros(size(x)); % zero right hand side

u0=@(x) exp(-120*(x-0.3).^2); % initial condition

g=@(t) zeros(size(t)); % boundary condition

[u,x,t]=TransportFEUpwind(f,u0,g,0,1,40,0.5,20);

PlotTransport(u,x,t,u0);

where we now implemented the Forward Euler Upwind solver as a function for
later use,

function [u,x,t]=TransportFEUpwind(f,u0,ua,a,b,J,T,N);

% TRANSPORTFEUPWIND solves the 1d transport equation

% [u,x,t]=TransportFEUpwind(f,u0,ua,a,b,J,T,N); solves the 1d

% transport equation u_t+u_x=f in (a,b)x(0,T) with right hand side

% function f and given intial condition u0, given boundary

% condition ua at a using upwind finite differences in space with

% J+1 mesh points and forward Euler in time up to T using N

% meshpoints in time.

dx=(b-a)/J;

dt=T/N;

x=(a:dx:b)’;

t=(0:dt:T);

u(1,1:N+1)=ua(t);

u(1:J+1,1)=u0(x);

for n=1:N,

u(2:J+1,n+1)=u(2:J+1,n)-dt/dx*(u(2:J+1,n)-u(1:J,n))+dt*f(x(2:J+1),n*dt);

end;

and we also implemented a function to visualize the solution,

function PlotTransport(u,x,t,u0);

% PLOTTRANSPORT plots an numerical and exact transport solution

% PlotTransport(u,x,t,u0); plots a numerical solution in u on the

% space grid in x and time grid in t (colums of u are space),

% representing an approximate solution for an advection equation,

% and also the exact solution from the initial condition is plotted

% if given by the initial condition function u0.

ma=max(max(u));

mi=min(min(u));

a=x(1);

b=x(length(x));

xx=(a:(b-a)/500:b)’;

for n=1:size(u,2)

if nargin==4

plot(x,u(:,n),’o’,xx,feval(u0,xx-t(n)),’-’,’LineWidth’,2,’Markersize’,10);

else

plot(x,u(:,n),’o’)

end

xlabel(’x’);ylabel(’u’);

t(n)

pause

end;

We next perform the same set of experiments using the same spatial step
∆x = 1/40, but a smaller time step ∆t = 1/60, and we are only using the
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Figure 1.17: Snapshots of the exact solution (solid line) of the transport equation
with a = 1 at t = 0.1, 0.2, 0.3, and two numerical approximations with ∆x =
1/40 and ∆t = 1/60: top row: Forward Euler Upwind; bottom row: Backward
Euler Upwind.

upwind schemes now, since the downwind schemes are not working properly, as
we will explain below. We show in Figure 1.17 the corresponding results. We
see that now also Forward Euler Upwind in the top row is diffusive, it is not
exact any more. Backward Euler Upwind in the bottom row is however even
more diffusive.

We finally use now a larger time step ∆t = 1/30. We show in Figure 1.18
the corresponding results. We see that now Forward Euler Upwind in the top
row is now producing a growing solution, but Backward Euler Upwind in the
bottom row is still working.

The main tool to understand these different behaviors was developed by
Courant, Friedrich and Levy in 1928, and it is now called the CFL condition.
Courant, Friedrich and Levy made the important observation that if the domain
of dependence of the numerical scheme does not include the domain of depen-
dence of the exact solution, then it can not converge. To understand what this
means for the transport equation, let us start with the Forward Euler Upwind
Scheme illustrated in Figure 1.19. The domain of dependence of the solution
in the case of the transport equation is given by the characteristic shown in
dashed, along which the solution is transported. We see on the left that if the
ratio of ∆t to ∆x satisfies the condition that

∆t

∆x
≤ 1

a
which means a

∆t

∆x
≤ 1, (1.21)

then the domain of dependence of the numerical scheme, i.e. where the numer-
ical scheme is taking information from, is including the domain of dependence
of the transport equation, i.e. the characteristic, and so in that situation, ac-
cording to the CFL condition (1.21) for Forward Euler Upwind, the scheme can
converge when ∆t and ∆x are refined, respecting the CFL condition (1.21). We
also see that if the mesh sizes are chosen such that we are exactly on the CFL,
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Figure 1.18: Snapshots of the exact solution (solid line) of the transport equation
with a = 1 at t = 0.1, 0.2, 0.3, and two numerical approximations with ∆x =
1/40 and ∆t = 1/30: top row: Forward Euler Upwind; bottom row: Backward
Euler Upwind.
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Figure 1.19: Forward Euler Upwind scheme, on the left with a ratio of ∆t to
∆x such that the domain of dependence of the transport equation represented
by the characteristic in dashed is included in the domain of dependence of the
numerical scheme shown in magenta, and on the right with a ratio of ∆t to ∆x
such that the characteristic is not included in the domain of dependence of the
numerical scheme.
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Figure 1.20: Snapshot in time of the solution using Forward Euler Upwind
under mesh refinement (circles coarsest, dots finest, solid line exact) satisfying
the CFL condition on the left, and two snapshots at different points in time
when not satisfying the CFL condition in the middle and on the right.
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Figure 1.21: Snapshot in time at t = 0.1, 0.2, 0.3 of the solution using For-
ward Euler Upwind not satisfying the CFL condition with a less regular initial
condition.

a∆t
∆x = 1, then the left point lies exactly on the characteristic, and since the only

information of the exact solution comes along the characteristics, the scheme
can be exact, as we observed in the numerical experiments in the top row of
Figure 1.16. This also explains the name ’upwind’: the scheme looks into the
direction where the information (the wind) is coming from.

On the right in Figure 1.19, we show an example where the ratio of ∆t
to ∆x does not satisfy the CFL condition (1.21) for Forward Euler Upwind,
i.e. ∆t

∆x > 1
a , and then the scheme can not converge when ∆t and ∆x are

refined keeping this ratio, since the scheme can never capture the information
that is coming along the characteristic, the mesh points used can not see the
characteristic, since they are not looking far left enough.

We show in Figure 1.20 on the left a snapshot of the solution at t = 0.5
with a = 1 when we refine the mesh satisfying the CLF condition, i.e. ∆x =
1
40 ,

1
80 ,

1
160 and ∆t = 1

60 ,
1

120 ,
1

240 , i.e. ∆t
∆x = 2

3 < 1, and we see that the Forward
Euler Upwind scheme converges. In the middle and on the right, we show two
snapshots of the solution at t = 0.1, 0.4333 with a = 1 when we refine the mesh
not satisfying the CLF condition, i.e. ∆x = 1

40 ,
1
80 ,

1
160 and ∆t = 1

30 ,
1
60 ,

1
120 ,

i.e. ∆t
∆x = 4

3 > 1, and we see that the Forward Euler Upwind scheme then
does not converge, there is an instability forming on the left of the wave that is
transported. This instablity is even more spectacular if the initial condition is
less regular, as shown in Figure 1.21.

Two situations are shown for Backward Euler Upwind in Figure 1.22. We see
that the domain of dependence of this scheme always includes the characteristic
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Figure 1.22: Backward Euler Upwind scheme, whose domain of dependence of
the numerical scheme shown in magenta always includes the domain of depen-
dence of the solution given by the dashed characteristic.
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Figure 1.23: Snapshots in time as in as in Figure 1.20 but now for Backward
Euler Upwind under mesh refinement with ∆t

∆x = 2
3 < 1 on the left, and two

snapshots at different points in time with ∆t
∆x = 3

2 > 1 in the middle and on the
right. We see that this scheme does not have to satisfy a CFL condition.

shown in dashed, which is the domain of dependence of the exact solution, and
thus this scheme does not have a CFL condition on the mesh sizes, it is always
satisfied. We illustrate this in Figure 1.23, where we see that both with ∆t

∆x < 1

and ∆t
∆x > 1 the scheme converges.

Now what happens to the downwind schemes ? We show in Figure 1.24 ex-
ample configurations for the Forward and Backward Euler Downwind schemes.
We see that it is not possible for the downwind schemes to include the charac-
teristics in the domain of dependence of the numerical scheme, they are looking
into the wrong direction, and hence they can not be convergent when the mesh
is refined according to the CFL criterion.

Advection Reaction Diffusion Equation

Advection reaction diffusion equations are combinations of the terms we have
seen in the earlier partial differential equations, namely

∂tu(x, t) + a · ∇u(x, t) = ν∆u(x, t)− ηu(x, t) + f(x, t) in Ω× (0, T ],
u(x, 0) = u0(x) in Ω,
u(x, t) = g(x, t) on ∂Ω× (0, T ].

(1.22)
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Figure 1.24: Forward and Backward Euler Downwind schemes, on the left with
a ratio of ∆t to ∆x equal to one, and on the right for a larger ∆t. It is
not possible to include the characteristic in the domain of dependence of these
numerical schemes in magenta, and thus they can not converge according to the
CFL criterion.
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Here the vector a represents the transport direction, which could depend on
space and time, and even on the solution u itself (e.g. in the case of the Navier
Stokes equations), ν > 0 is the diffusion coefficient, and η is the reaction coef-
ficient of the linear reaction term in this model, and f(x, t) is a source term,
which could also depend on the solution u itself to model non-linear reaction
terms.

1.4 Historical Overview
Remarkably few methods have been proposed for the parallel integration
of ordinary differential equations. In part this is because the problems
do not have much natural parllelism.

C. W. (Bill) Gear, Parallel Methods for Ordinary Differential Equations,
1988

We have seen in the previous section that evolution problems are inherently
sequential in nature, a fact that appears even more clearly when one uses time
stepping schemes to numerically integrate them: one can only calculate the next
time step, once the present time step has been calculated, and there is nothing
parallel at first sight when looking at such a process.

Nevertheless many people have been inventing and studying parallel meth-
ods to solve such evolution equations over the past five decades; we show a
classification of important such inventions into four categories in Figure 1.25.
On the left we find the methods with iterative character, and on the right the
direct time parallel solvers. More to the middle in the figure are the large scale
parallel methods, and more to the left and right are the small scale parallel
methods useful for multicore architectures. The four main classes of space-time
parallel methods are identified in Figure 1.25 using color:

1. methods based on multiple shooting are shown in magenta,

2. methods based on domain decomposition and waveform relaxation are
shown in red,

3. methods based on multigrid are shown in blue,

4. and direct time parallel methods are shown in black.

There have also been three overview publications, shown in green in Figure 1.25,
namely the paper by Gear [55], the book by Burrage [14], and the overview by
Gander [33].

We give now a brief introduction to the underlying mathematical methods
for the four main classes of methods, which will again illustrate that in principle
they can not be applied directly in a useful way to obtain time parallelization.
We use as our model problem a semilinear partial differential equation in one
spatial dimension,

∂xxu(x) = f(u(x)) in (0, L),
u(0) = g0,
u(L) = gL,

(1.23)

for an illustration of the solution, see Figure 1.26.
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Figure 1.25: An overview of the four main categories of time parallel methods
with contributions over the last five decades.
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Figure 1.26: Sketch of the solution of the semilinear model problem (1.23).
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Figure 1.27: First iterates of a shooting method for the semilinear model prob-
lem (1.23).

Shooting Methods

The idea of shooting methods is to transform the semilinear boundary value
problem (1.23) which has to match two boundary values into a simpler initial
value problem of the form

∂xxu(x) = f(u(x)) in (0, L),
u(0) = g0,

∂xu(0) = U,
(1.24)

which one can easily solve numerically using for example Forward or Backward
Euler, or a better numerical method of Runge-Kutta or linear multistep type.
However now one has to choose the so called shooting parameter U in such a
way to hit the target gL at x = L. If one tries a U which is too big, the first
attempt u1(x) will overshoot the target, as illustrated in Figure 1.23. One can
then lower the shooting parameter U and will probably undershoot with the
second attempt u2(x), and then correct again until one hits the target, which
explains the name shooting method. Mathematically, this means that we have
to find a shooting parameter U such that the corresponding solution u(x, U)
satisfies u(L,U) = gL (hits the target), i.e. we have to solve the non-linear
equation

F (U) := u(L,U)− gL = 0.

This is usually done using Newton’s method (see Problem 1.10). For a compre-
hensive treatement of shooting methods, see [67].

Now the problems we are interested in for time parallelization are however
already initial value problems of the form (1.24), there is no target at the final
time to hit, and so it is not at all clear how shooting type techniques can be
applied to initial value problems. We will see in Chapter 2 that the idea of
multiple shooting is needed to do so.

Domain Decomposition

There are several types of domain decomposition methods; we will use here the
classical alternating Schwarz method which Schwarz invented to close a gap in
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Figure 1.28: First few alternating Schwarz iterates for the semilinear model
problem (1.23).

the proof of the Riemann Mapping Theorem in Riemanns PhD thesis; for more
on this historical development, see [32, 52]. To explain the alternating Schwarz
method for the semilinear model problem (1.23), we decompose the domain
Ω = (0, L) into two overlapping subdomains Ω1 := (0, β) and Ω2 := (α,L),
α < β, and then compute for iteration index k = 1, 2, . . .

∂xxu
k
1(x) = f(uk1(x)) in Ω1, ∂xxu

k
2(x) = f(uk2(x)) in Ω2,

uk1(0) = g0, uk2(L) = gL,

uk1(β) = uk−1
2 (β), uk2(α) = uk1(α),

(1.25)

and one needs a starting value u0
2(β), for example u0

2(β) = 0, to start the
alternating Schwarz method. A sketch of the first iterates of the alternating
Schwarz method is shown in Figure 1.28. We see that the method converges,
and one can imagine that the convergence speed is getting faster, if the overlap
β−α is increasing, and slower when the overlap is decreasing. And if the overlap
is zero, α = β, the method stagnates, since the initial guess u0

2(β) will never
be corrected, and thus the iterates stay zero there. There is also a parallel
Schwarz method, it suffices on subdomain Ω2 to replace the boundary condition
at x = α by uk2(α) = uk−1

1 (α) (also taking the previous iteration, and not the
just computed one). Starting then with two initial guesses, both subdomains
can be solved in parallel at each iteration, which becomes interesting in the
case of many subdomains for parallel computing. For more information about
domain decomposition methods presented in this classical iterative form at the
PDE level, see [88].

Again however the problems we are interested in for time parallelization
are initial value problems of the form (1.24), and using an alternating Schwarz
method would just solve once on the first subdomain, following by a solve on the
second subdomain, and then be done, since on the right there is no boundary
value to be satisfied. To use domain decomposition methods for time paral-
lelization, one needs to combine the domain decomposition in space with an
iteration in space-time of waveform relaxation type, as we will see in Chapter
3.
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Multigrid

While multigrid methods can also be used for nonlinear problems of the form
(1.23), we consider for simplicity here the linear model problem

∂xxu(x) = f(x) in (0, L),
u(0) = 0,
u(L) = 0.

(1.26)

We discretize this problem with a finite difference approximation, see (1.11) on a
grid xj := jh, j = 0, 1, . . . , J+1, with mesh size h = L

J+1 , and use for simplicity

J = 2l − 1, because we will also need a coarser mesh with mesh size 2h. We
then get a sparse linear system of equations to solve for approximate solution
values uj ≈ u(xj),

Au :=
1

h2


−2 1

1 −2
. . .

. . .
. . . 1
1 −2




u1

u2

...
uJ

 =


f1

f2

...
fJ

 =: f , (1.27)

where we set fj := f(xj). Such sparse linear systems can be solved by stationary
iterative methods, see [54, Chapter 11] for an introduction to such methods.
Several classes of such stationary iterative methods can be obtained by forming
a matrix splitting of the system matrix into its lower triangular, diagonal and
upper triangular part, A = L + D + U , with D = −2

h2 I where I denotes the
identity, and

L =
1

h2

 1
. . .

1

 , U =
1

h2


1

. . .

1

 . (1.28)

Starting with an initial guess u0 for the solution, the Jacobi method would
compute for k = 0, 1, . . .

Duk+1 = −(L+ U)uk + f , (1.29)

while the Gauss-Seidel method, would compute for k = 0, 1, . . .

(L+D)uk+1 = −Uuk + f . (1.30)

Multigrid methods use either of those methods as an important component only,
not as a solver, since Stiefel already noticed in 1952 that these methods used
as iterative solvers are very effective for the first few iteration steps, but then
become extremely slow2. This is also the case for the so called damped Jacobi
method, which is obtained be rewriting the Jacobi method multiplying through
by D−1 and then using that L+ U = A−D,

uk+1 = −D−1(L+ U)uk +D−1f = uk +D−1(f −Auk),

2Stiefel 1952: “sodass der positive Residualberg mit dem Löffel statt mit einer Bagger-
maschine abgetragen wird!”
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Figure 1.29: Error after one, two and three damped Jacobi steps with damping
parameter ω = 1 (top row), ω = 2

3 (middle row), ω = 1
2 (bottom row)

and then adding the damping parameter ω,

uk+1 = uk + ωD−1(f −Auk). (1.31)

We show in Figure 1.29 how the error u − uk looks like when damped Jacobi
is applied our model problem (1.27) starting with a random initial guess and
using a zero right hand side. We see that for damping parameter ω = 1, the
error remains very oscillatory, but for damping parameter ω = 2

3 , and also for

ω = 1
2 the error becomes rapidly a smooth function, and its maximum does not

decrease much when iterating further (just try it to see Stiefel’s observation).
These plots were obtained with the Matlab commands

l=4;

J=2^l-1; % number of grid points

e=ones(J,1);

h=1/(J+1);

x=0:h:1;

A=1/h^2*spdiags([e -2*e e],[-1 0 1],J,J); % discrete Laplacian

w=1; % damping parameter

rng(’default’); u=rand(J,1); % always same random

for i=1:20

plot(x,[0;u;0],’-’);

xlabel(’x’);ylabel([’error iter = ’ num2str(i-1)])

axis([0 1 -0.1 1])

u=u+w*h^2/2*A*u; % u is the error, f=0
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Figure 1.30: Error before and after the coarse correction for the first, second and
third two grid iterations with two damped Jacobi steps used as a presmoother
with damping parameter ω = 2

3 .

pause

end;

The key idea of multigrid is to use the fact that after a few damped Jacobi
iterations (or Gauss-Seidel even without damping), the error is smooth and
can thus be well represented with less grid points. One can thus restrict the
approximate solution to a coarser grid, solve for a correction on the coarser grid
where it is much cheaper, since the problem is much smaller, and then prolongate
this correction by interpolation to the fine grid and add it to obtain a more
accurate approximation on the fine grid. We illustrate this process in Figure
1.30. We see that the error after two damped Jacobi iterations in blue is very
efficiently reduced by the coarse correction, the error after the coarse correction
being shown in red, and after three two grid iterations, there is virtually no
error left. These results were produced with the Matlab commands

l=4;

J=2^l-1;

e=ones(J,1);

h=1/(J+1);

x=0:h:1;

A=1/h^2*spdiags([e -2*e e],[-1 0 1],J,J);

Jc=2^(l-1)-1; % coarse grid size

P=sparse(J,Jc); % prolongation by interpolation

for j=1:Jc

P(2*j,j)=1; P(2*j-1,j)=0.5; P(2*j+1,j)=0.5;

end;

R=0.5*P’; % restriction

Ac=R*A*P; % coarse matrix by Galerkin

nu=2; % number of smoothing steps

rng(’default’); u=rand(J,1); % use same random initial guess

w=2/3; % Jacobi damping parameter

for n=1:3

for i=1:nu

u=u+w*h^2/2*A*u; % Jacobi damping step

end;

plot(x,[0;u;0],’-’); % plot before coarse correction

xlabel(’x’);ylabel([’error iter = ’ num2str(i)])

axis([0 1 -0.1 1])

rc=R*(-A*u); % compute residual, f=0

u=u+P*(Ac\rc); % solve coarse problem

hold on
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plot(x,[0;u;0],’-r’);

legend(’before coarse’,’after coarse’)

hold off

pause

end;

But how should one solve the coarse problem ? We used backslash in Matlab
in our two grid example, but this is not really justified, since in this example
the coarse problem is still half the size of the fine problem, and thus about as
hard to solve as the original one. The multigrid idea is to apply this process
recursively: instead of solving the coarse problem, one applies again just a few
smoothing steps, and then restricts to an even coarser problem, and so on, until
the coarse problem is so small that one can solve it directly; for more information
on multigrid methods, see the excellent books [60, 9, 99]. Multigrid methods
have as a natural parallel component the Jacobi smoother, so one could imagine
to use this idea also for time parallelization. In Chapter 4, we will see that
the naive application of this idea in time will not be successful, but certain
modifications lead to very succesful time parallel methods.

Direct solver

With direct solvers, one tries to solve the system of equations in space-time
directly, not by iteration. If we take for example the initial value problem

∂tu = f(t, u) in (0, T ], u(0) = u0, (1.32)

and discretize it with Forward Euler using the time grid tn = n∆t, n =
0, 1, . . . , N , we obtain

un+1 = un + ∆tf(tn, un),

which one would normally just solve by forward substitution :

u1 = u0 + ∆tf(t0, u0)
u2 = u1 + ∆tf(t1, u1)
u3 = u2 + ∆tf(t2, u2)

...
...

...

(1.33)

One could however also collect all these equations into a big system of equations,
letting u := (u1, u2, . . . , uN )T , and then try to solve at once this system, namely

F(u) =


u1 − u0 −∆tf(t0, u0)
u2 − u1 −∆tf(t1, u1)

...
uN − uN−1 −∆tf(tn−1, uN−2)

 = 0. (1.34)

While it is not clear how to solve this non-linear system by a direct method3, in
the linear case, when f(t, u) = au+ g(t), the global system (1.34) also becomes

3Nonlinear systems must in general be solved by iterative methods, for example Newton’s
method (see Problem 1.10).
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linear,
1−∆ta
−1 1−∆ta

. . .
. . .

−1 1−∆ta




u1

u2

...
uN

 =


∆tg(t0) + u0

∆tg(t1)
...

∆tg(tN−1)

 .

(1.35)
A direct solution strategy for this linear system is to use Gaussian elimination,
for an easy to read introduction to such direct linear solvers, see [44, Chapter 3],
and for an authoritative treatement of the subject [57]. In our case however, the
system is already triangular, so it is like Gaussian elimination has alrady been
performed on it, and it does not seem that there would be a usefull direct parallel
solution strategy possible using many processors for such evolution systems
that can do better that just forward substitution with one processor. We will
nevertheless see in Chapter 5 such direct time parallel methods.

1.5 Problems

Problem 1.1. Study of the Lorenz equations:

1. Compute the fixed points of the Lorenz system (1.3) and the stability prop-
erties of each fixed point by studying the eigenvalues of the linearized sys-
tem at the fixed points.

2. Implement a generic solver called ForwardEuler to solve systems of ODEs
using the header

function [t,y]=ForwardEuler(f,tspan,y0,n);

% FORWARDEULER solves system of ODEs using the Forward Euler method

% [t,y]=ForwardEuler(f,tspan,y0,n) solves dy/dt=f(t,y) with initial

% value y0 on the time interval tspan doing n steps of Forward Euler

3. Solve the Lorenz system approximately using Forward Euler for the initial
conditions in Section 1.2 to reproduce the results in Figure 1.4.

4. Compute the local truncation error numerically for the same initial con-
dition using a smaller and smaller time step. Plot the error as a function
of the size of the time step using a log log plot. Can you see second order?

5. Repeat the same experiment for the global truncation error, using as many
time steps as needed for a short fixed time interval. Can you see first
order?

Problem 1.2. Properties of Forward and Backward Euler:

1. Show that the local truncation error of Backward Euler is O(∆t2).

2. Compute the regions of absolute stabiliy of Forward and Backward Euler.

3. Choose in the Dahlquist test equation (1.7) λ = 1 and a ∆t = −1 or
∆t = −3 and draw the solution of Forward Euler together with the exact
solution. Can you explain what you observe ?
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4. Repeat the same experiment with Backward Euler. Explain your observa-
tion.

Problem 1.3. For semilinear second order partial differential equations (PDEs)
of the form

auxx + buxy + cuyy = f(x, y, u, ux, uy), (1.36)

there is a classification of the PDE based on the discriminant b2 − 4ac:

• b2 < 4ac: elliptic PDE,

• b2 > 4ac: hyperbolic PDE,

• b2 = 4ac: parabolic PDE.

Show that the Poisson equation ∆u = f is an elliptic PDE, the wave equation
(1.14) is a hyperbolic PDE, and the heat equation (1.9) is a parabolic PDE.

Problem 1.4. Using Taylor expansions, show that the finite difference approx-
imation (1.11) of the Laplacian is second order accurate.

Problem 1.5. Following the historical discovery of Fourier, solve the one di-
mensional heat equation (1.10) modeling the evolution of the temperature in a
nail using separation of variables.

Problem 1.6.

Compute the stability condition on the size of the time step for the heat equation
when using the numerical approximation (1.12) involving Forward Euler. Hint:
compute the eigenvalues of the discrete Laplacian and then use the Dahlquist
test equation.

Problem 1.7. Implementation and testing of a heat equation solver:

1. Implement a heat equation solver based on the numerical method involving
Forward Euler in (1.12) in Matlab using the header

function u=HeatEquationFE(f,tspan,xspan,u0,gl,gr);

% HEATEQUATIONFE solve heat equation with Forward Euler

% u=HeatEquationFE(f,Tspan,xspan,u0,gl,gr); solves the heat equation

% with forcing function f on the domain [xspan(1),xspan(2)] and

% initial condition in the vector u0 whose length determines the

% number of spatial gridpoints, and Dirichlet boundary conditions in

% the vectors gl and gr whose length determines the number of grid

% points in time using backward Euler on the time interval

% tspan. The corner points are taken from the initial condition, not

% the boundary condition. The output matrix u contains the solution

% in time and space.

2. Repeat the experiments which led to the results in Figure 1.7 using your
heat equation solver.

3. Repeat the same steps for the case when using Backward Euler for the time
discretization.

Problem 1.8. Solutions of the wave equation utt = c2uxx.
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1. (D’Alembert’s method). Use the factorization of the wave operator ∂tt −
c2∂xx into (∂t + c∂x)(∂t − c∂x) to show that the solution u of the wave
equation can be written in the form u(x, t) = f(ct+ x) + g(ct− x).

Interpret this solution for a string of infinite length, with initial condition
u(x, 0) = e−x

2

and ut(x, 0) = 0, and provide a drawing explaining your
interpretation.

2. (Separation of variables) Set u(x, t) = a(x)b(t) in order to find a solution
of the wave equation in the interval (0, L) with homogeneous boundary
conditions.

3. What are the fundamental differences with the solution of the heat equation
studied in Problem 1.5?

4. Solve the equation with initial condition u(x, 0) = sin(x), ut(x, 0) = 0,
and wave speed c = 1 on the interval (0, π) and homogeneous boundary
conditions.

Problem 1.9. Implement a wave equation solver based on the numerical method
seen in this chapter in Matlab using the header

function u=WaveEquation(f,L,tspan,u0,u0t,n);

% WAVEEQUATION solve wave equation in one dimension

% u=WaveEquation(f,L,tspan,u0,u0t,n); solves the wave equation with

% forcing function f on the domain [0,L] with the vectors u0 and u0t as

% initial conditions and zero boundary conditions using n steps of

% a centered scheme in space and time on the time interval tspan.

Test your method on the examples in Section 1.3. Can you also add the damping
term needed for the correct behavior of the string in Figure 1.13?

Problem 1.10. Newton’s method is the method of choice for solving non-linear
systems f(x) = 0, where f : Rn −→ Rn is a twice continuously differentiable
function. The classical Newton method starts with an initial guess x0 for the
solution x and then one computes for k = 0, 1, . . .

xk+1 = xk − [f ′(xk)]−1f(xk),

where f ′ denotes the Jacobian of the function f .

1. Show that if Newton’s method converges, the limit is a zero of the function
f .

2. Show using a Taylor expansion that the local convergence of Newton’s
method is quadratic.
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Chapter 2

Multiple Shooting Type
Methods

Initial value methods are seldom advocated in the literature, but we find
them extremely practical and theoretically powerful. A modification,
called parallel shooting, is introduced to treat those ’unstable’ cases (with
rapidly growing solutions) for which ordinary shooting may be inade-
quate.

Herbert B. Keller, Numerical Methods For Two-Point Boundary-Value
Problems, 1968

In addition to the two types of parallelism mentioned above, we wish
to isolate a third which is analogous to what Gear has more recently
called parallelism across the time. Here it is more appropriately called
parallelism across the steps. In fact, the algorithm we propose is a
realization of this kind of parallelism. Without discussing it in detail
here, we want to point out that the idea is indeed that of multiple shooting
and parallelism is introduced at the cost of redundancy of computation.

Alfredo Bellen and Marino Zennaro, Parallel Algorithms for Initial-Value
Problems for Difference and Differential Equations, 1989

Time parallel methods based on multiple shooting solve evolution problems
in parallel using a decomposition of the space-time domain in the time direction,
as shown in Figure 2.1. An iteration is then defined, which only uses solutions

T0 := 0

TN := T

T1

T2

T3

x

t

Ω

Figure 2.1: Decomposition of the space-time domain in time for multiple shoot-
ing type methods
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Figure 2.2: Maximal speed of electronic components reached 40 years after
the prediction of Nievergelt (taken from a talk of Bennie Mols at the VINT
symposium 12.06.2013)

in the time subdomains, to obtain an approximate solution over the entire time
interval (0, T ). The first ideas underlying this approach are more than 50 years
old [86], as we will see in the next section, and there was no idea of iteration
yet. These types of algorithms have however attracted great attention more
recently, with the advent of massively parallel computers, and the introduction
of the Parareal algorithm [74] which we will study in detail in Section 2.3.

2.1 Idea of Nievergelt in 1964

For the last 20 years, one has tried to speed up numerical computation
mainly by providing ever faster computers. Today, as it appears that one
is getting closer to the maximal speed of electronic components, emphasis
is put on allowing operations to be performed in parallel. In the near
future, much of numerical analysis will have to be recast in a more
’parallel’ form.

Jörg Nievergelt, Parallel methods for integrating ordinary differential
equations, 1964

Nievergelt was the first to consider a pure time decomposition for the parallel
solution of evolution problems [86]. Over fifty years ago he had the visionary idea
that our processors for computing will reach a maximum speed, see the quote
above, and this indeed happened, about 40 years after Nievergelt’s prediction,
see Figure 2.2.

The goal of the method of Nievergelt is to parallelize the numerical integra-
tion of an ordinary differential equation, a process which, according to Niev-
ergelt, “by all standard methods, is entirely serial”. To describe the method,
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Figure 2.3: Idea of Nievergelt to compute first a coarse approximation (red), and
then many fine ones in parallel starting from blue points in the neighborhood

we consider the ordinary differential equation1

∂tu(t) = f(t, u(t)) t ∈ (0, T ],
u(0) = u0.

(2.1)

Nievergelt first partitions the time interval (0, T ] into subintervals (Tn−1, Tn],
n = 1, . . . , N , 0 = T0 < T1 < T2 < . . . < TN = T , and then introduces the
following direct time parallel solver:

1. Compute a rough prediction U0
n of the solution u(Tn) at each interface

(see Figure 2.3 in red), for example using Forward Euler

U0
n+1 − U0

n

∆T
= f(Tn, U

0
n), U0

0 = u0,

where we assumed for simplicity that the subintervals are all equal, ∆T =
T
N , Tn = n∆T .

2. Then, for a certain number Mn of starting points un,1, . . . , un,Mn
at Tn

in the neighborhood of the approximate solution U0
n (see Figure 2.3 in

blue), compute accurate (we assume here for simplicity exact) trajecto-
ries un,m(t) in parallel on the corresponding interval (Tn, Tn+1], and also
u0,1(t) on the first interval [T0, T1] starting at u0.

3. Set U1
1 := u0,1(T1) and compute sequentially for each n = 1, . . . , N the

interpolated approximation by

• finding the index m such that U1
n ∈ [un,m, un,m+1],

• determining p such that U1
n = pun,m + (1 − p)un,m+1, i.e. p =

U1
n−un,m+1

un,m−un,m+1
,

• setting the next interpolated value at Tn+1 to U1
n+1 := pun,m(Tn+1)+

(1− p)un,m+1(Tn+1).

1We use a superscript on the initial value u0 here to avoid confusion with the solution
u0(t) that appears later in the algorithm.
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If the accurate numerical solution in step 2 is substantially more expensive than
the search and interpolation in step 3, then the method of Nievergelt permits
the approximate solution of this evolution problem in less time than computing
sequentially, provided one has enough processors available so that the parallel
computing time on each interval is small enough. Nievergelt thus breaks the
sequential nature of the problem with his idea! For linear problems, the method
of Nievergelt has a further interesting property:

Theorem 2.1 (Nievergelt’s Method for Linear Problems). For scalar linear
ordinary differential equations,

∂tu(t) = au(t) + f(t) t ∈ (0, T ],
u(0) = u0 (2.2)

the method of Nievergelt computes the exact solution, U1
n = u(Tn) for n =

1, 2, . . . , N , and it suffices to choose Mn = 2, i.e. only to compute two trajecto-
ries on each time interval to interpolate from.

Proof. It suffices to prove that if un,1(t) and un,2(t) are two solutions of the
linear problem (2.2) on the time interval (Tn, Tn+1) with initial conditions
un,1(Tn) = α and un,2(Tn) = β, then a third solution v(t) with initial con-
dition v(Tn) = pα + (1 − p)β for any p ∈ R satisfies v(Tn+1) = pun,1(Tn+1) +
(1− p)un,2(Tn+1). By linearity, the linear combination pun,1(t) + (1− p)un,2(t)
is also solution of (2.2) with initial condition pun,1(Tn) + (1 − p)un,2(Tn) =
pα+ (1−p)β = v(Tn), and hence by uniqueness we must have v(t) = pun,1(t) +
(1− p)un,2(t), which implies v(Tn+1) = pun,1(Tn+1) + (1− p)un,2(Tn+1).

In the non-linear case, there is however an additional error due to interpola-
tion, and Nievergelt defined a class of ODEs for which this error remains under
control if one uses Backward Euler for the initial guess with a coarse step ∆T ,
and also Backward Euler for the accurate solver with a much finer step ∆t.
He also addressed the question on how to choose Mn and the location of the
starting points un,m in the neighborhood. He then concluded by saying

“The integration methods introduced in this paper are to be re-
garded as tentative examples of a much wider class of numerical
procedures in which parallelism is introduced at the expense of re-
dundancy of computation. As such, their merits lie not so much
in their usefulness as numerical algorithms as in their potential as
prototypes of better methods based on the same principle. It is be-
lieved that more general and improved versions of these methods will
be of great importance when computers capable of executing many
computations in parallel become available.”

What a visionary statement: the method proposed is inefficient compared to
any standard serial integration method, but when many processors are available,
one can compute an approximate solution faster than with just one processor,
something which seemed so far not really possible. This is the typical situation
for time parallel time integration methods: the goal is not necessarily perfect
scalability or efficiency, it is to obtain the solution faster than sequentially.

The method of Nievergelt is however difficult to generalize to systems of
ordinary differential equations: one would need many points in a cloud to be
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sure to cover the accurate trajectory, and for partial differential equations this
would be virtually impossible. There is an important further idea needed. The
method of Nievergelt is in fact a direct method, and we will see more such
methods in Chapter 5, but it is the natural precursor of the methods based on
multiple shooting we will see in this section, which are iterative in nature.

2.2 Multiple Shooting Methods in Time

We study different modifications of a class of parallel algorithms, ini-
tially designed by A. Bellen and M. Zennaro for difference equations
and called ’across the steps’ methods by their authors, for the purpose
of solving initial value problems in ordinary differential equations on a
massively parallel computer

Philippe Chartier and Bernard Philippe, A Parallel Shooting Technique
for Solving Dissipative ODEs, 1993

The first to try to design an iterative method to compute better and bet-
ter approximations of the solution of an evolution problem starting with an
initial guess were Alfredo Bellen and Marino Zennaro in [5], who worked on
discretized problems given by recurrence relations, and Philippe Chartier and
Bernard Philippe [16], who worked on ordinary differential equations, see the
quote above. More details on this historical development can be found in [33,
Sections 2.2 and 2.3].

The idea is to adapt a shooting method, which was developed for the solution
of boundary value problems, as we have seen in Section 1.4, to the case of systems
of initial value problems of the form

∂tu(t) = f(t,u(t)) t ∈ (0, T ],
u(0) = u0.

(2.3)

The problem is that there is no target to hit in the case of the initial value
problem (2.3), so one has to introduce intermediate targets [5, 16, 68], as in the
case of sensitive boundary value problems treated with multiple shooting: as
in the method of Nievergelt, one splits the time interval (0, T ] into subintervals
(Tn−1, Tn], n = 1, . . . , N , with 0 = T0 < T1 < T2 < . . . < TN = T , and solves
the original problem (2.3) now on the subintervals,

∂tun(t) = f(t,un(t)) t ∈ (Tn, Tn+1],
un(Tn) = Un.

for n = 0, 1, . . . , N − 1. (2.4)

This is however only possible if we know the starting point Un of the solution
for each interval, Un = u(Tn). These values are called shooting parameters, and
they must satisfy the system of equations

U0 = u0(0) = u0,
U1 = u0(T1) = u0(T1,U0),
U2 = u1(T2) = u1(T2,U1),

...
...

UN = uN−1(TN ) = uN−1(TN ,UN−1),

(2.5)

since the solution of the underlying ordinary differential equation (2.1) is con-
tinuous. Collecting the the shooting parameters Un in the vector of vectors
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U := (U0,U1, . . . ,UN )T , one can determine their values by solving the non-
linear system of equations

F(U) :=


U0 − u0

U1 − u0(T1,U0)
U2 − u1(T2,U1)

...
UN − uN−1(TN ,UN−1)

 = 0. (2.6)

If we apply Newton’s method to this system, like in the classical shooting
method, to determine the shooting parameters, we start with an initial guess
U0 and then compute for k = 0, 1, 2, . . .

Uk+1 = Uk −
[
F′(Uk)

]−1
F(Uk), (2.7)

where the Jacobian is given by (I denotes the identity)

F′(Uk) =


I

− ∂u0

∂U0
(T1,U

k
0) I

− ∂u1

∂U1
(T2,U

k
1) I

. . .
. . .

− ∂uN−1

∂UN−1
(TN ,U

k
N−1) I

 .
(2.8)

Multiplying the Newton iteration (2.7) by the Jacobian matrix on both sides,
we find the recurrence relation

Uk+1
0 = u0,

Uk+1
1 = u0(T1,U

k
0) +

∂u0

∂U0
(T1,U

k
0)(Uk+1

0 −Uk
0),

Uk+1
2 = u1(T2,U

k
1) +

∂u1

∂U1
(T2,U

k
1)(Uk+1

1 −Uk
1),

...

Uk+1
N = uN−1(TN ,U

k
N−1) +

∂uN−1

∂UN−1
(TN ,U

k
N−1)(Uk+1

N −Uk
N−1),

or in more compact form

Uk+1
0 = u0,

Uk+1
n+1 = un(Tn+1,U

k
n) + ∂un

∂Un
(Tn+1,U

k
n)(Uk+1

n −Uk
n), n = 0, 1, 2, . . . N − 1.

(2.9)
To use this method, we need to compute also the derivatives of the solution
with respect to the shooting parameters. Taking a derivative of the underlying
ordinary differential equation (2.4) with respect to the initial condition Un, and
denoting the derivative of the trajectory by Vn(t) := ∂un

∂Un
(t,Un), we obtain for

Vn(t), which is a matrix if (2.3) is a system,

∂tVn(t) =
∂f

∂un
(t,un(t,Un))Vn(t) t ∈ (Tn, Tn+1],

Vn(Tn) = I,
(2.10)
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where I is the identity matrix. Note that this system of ordinary differential
equations is linear, and it has to be solved coupled with the original systems
(2.4), since its solution depends on un(t,Un).

Following in the footsteps of Chartier and Philippe, we prove now that (2.9)
converges locally quadratically.

Theorem 2.2 (Quadratic Convergence). If the function f(t,u(t)) in the IVP
(2.3) is twice continuously differentiable in its second argument, then the multi-
ple shooting method (2.9) converges locally quadratically, i.e.

||U−Uk+1|| ≤ 1

2
||[F′(Uk)]−1||||F′′(Uk)|| ||U−Uk||2 +O(||U−Uk||3), (2.11)

where F′(U) denotes the Jacobian of F(U) defined in (2.6) and F′′(U) the
bilinear map representing the second derivative of F(U).

Proof. We expand F(U) around the iteration Uk,

F(U) = F(Uk)+F′(Uk)(U−Uk)+
1

2
F′′(Uk)(U−Uk,U−Uk)+O(||U−Uk||3),

(2.12)
which is possible because of the assumption on the differentiability of f , see e.g.
(2.10). From Newton’s method (2.7), we have

0 = F(Uk) + F′(Uk)(Uk+1 −Uk) (2.13)

If U is the solution, we have F(U) = 0 in (2.12), and hence subtracting (2.13)
from (2.12), we obtain

0 = F′(Uk)(U−Uk)− F′(Uk)(Uk+1 −Uk) +
1

2
F′′(Uk)(U−Uk,U−Uk)

+O(||U−Uk||3)

= F′(Uk)(U−Uk+1) +
1

2
F′′(Uk)(U−Uk,U−Uk) +O(||U−Uk||3).

Solving for (U−Uk+1) and taking norms then leads to (2.11).

In addition to the usual locally quadratic convergence, the multiple shooting
method for IVPs (2.9) has however also another, more unusual convergence
behavior:

Theorem 2.3 (Finite Step Convergence). If U0
0 = u0, then the multiple shoot-

ing method (2.9) has the property that

Uk
n = u(Tn) if k ≥ n, (2.14)

i.e. Uk
n coincides with the exact solution from iteration index k = n onward.

Proof. The proof is by induction in the time direction: for n = 0, we have by
assumption U0

0 = u0, and Uk+1
0 = u0 for k = 0, 1, 2, . . . by the multiple shooting

method (2.9), so the initial value is always exact. So suppose that Uk
n = u(Tn)

for k ≥ n. For n+ 1, we have from the multiple shooting method (2.9) that

Uk+1
n+1 = un(Tn+1,U

k
n) +

∂un
∂Un

(Tn+1,U
k
n)(Uk+1

n −Uk
n). (2.15)
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Now to show that Uk+1
n+1 = u(Tn+1) for k+1 ≥ n+1, we note that k+1 ≥ n+1

implies that k ≥ n, and hence we have already by the induction hypothesis
that Uk

n = u(Tn), and also Uk+1
n = u(Tn), and introducing this into (2.15), the

second term cancels because of the difference, and we obtain

Uk+1
n+1 = un(tn+1,u(Tn)) = u(Tn+1),

which concludes the proof.

The computation of the Jacobian terms in the multiple shooting method
(2.9) is feasible for small systems, but becomes prohibitively expensive when the
systems become larger. A further idea is thus needed to make this algorithm
practical.

2.3 The Parareal Algorithm

We describe how long-term solar system orbit integration could be imple-
mented on a parallel computer. The interesting feature of our algorithm
is that each processor is assigned not to a planet or a pair of planets but
to a time-interval. Thus, the 1st week, 2nd week, . . . , 1000th week of
an orbit are computed concurrently. The problem of matching the input
to the (n + 1)-st processor with the output of the n-th processor can be
solved efficiently by an iterative procedure. Our work is related to the
so-called waveform relaxation methods. . .

Prasenjit Saha, Joachim Stadel and Scott Tremaine, A parallel integration
method for solar system dynamics, 1997

On propose dans cette Note un schéma permettant de profiter d’une
architecture parallèle pour la discrétisation en temps d’une équation
d’évolution aux dérivées partielles. Cette méthode, basée sur un schéma
d’Euler, combine des résolutions grossières et des résolutions fines et
indépendantes en temps en s’inspirant de ce qui est classique en espace.
La parallélisation qui en résulte se fait dans la direction temporelle ce
qui est en revanche non classique. Elle a pour principale motivation les
problèmes en temps réel, d’où la terminologie proposée de ’pararéel a

Jacques-Louis Lions, Yvon Maday and Gabriel Turinici, Résolution d’EDP
par un schéma en temps “pararéel”, 2001

The author, working with Stefan Vandewalle on understanding the
Parareal algorithm, November 7, 2002.

aWe propose in this note a scheme which permits the use of a
parallel architecture for the time discretization of an evolution partial
differential equation. This scheme, based on an Euler discretization,
combines coarse solves, and fine independent solves in time, inspired
by what is classically done in space. The resulting parallelization is
in the time direction, which is in contrast not classical. The main
motivation are problems that need to be solved in parallel in real
time, hence we call the method ’parareal’.

Saha, Stadel and Tremaine [90], see the quote above, cite the work by Bellen
and Zennaro [5] and Nievergelt [86] as sources of inspiration, but in addition
mention also the relation of their algorithm to waveform relaxation which we
will see in Chapter 3. They introduce a key new feature in the multiple shoot-
ing algorithm, namely to approximate the Jacobian terms by certain differences,

45



computed for a simpler model of the planetary system, including only the inter-
action with the sun, instead of all the other planets, for more details, see [33,
Section 2.4]. Independently of previous work, except for the work of Chartier
and Philippe [16], Lions, Maday and Turninici discovered the same algorithm,
coming however from a virtual control approach in [74], and their algorithm,
which they called parareal, see the quote above, sparked tremendous interest in
the research community for the time parallel solution of ordinary and partial
differential equations. Lions, Maday and Turinici explain their algorithm on
the simple scalar model problem 2 represented by the Dahlquist test equation
(1.7) and using Backward Euler, see [33, Section 2.5]. They then generalize
their results to the heat equation, where they obtain a simulated speedup of a
factor 8 with 500 processors, and to a semi-linear advection diffusion problem,
where a variant of the algorithm is proposed by linearization about the previous
iterate, since the parareal algorithm was only defined for linear problems. Here,
the speedup factor obtained is 18.

We now introduce the parareal algorithm in modern notation, directly for
solving the non-linear problem

∂tu(t) = f(t,u(t)) t ∈ (0, T ],
u(0) = u0.

(2.16)

The algorithm is defined using two propagation operators:

1. G(t2, t1,u1) is a coarse approximation3 to the solution u(t2) of (2.16) with
initial condition u(t1) = u1,

2. F(t2, t1,u1) is a more accurate approximation4 of the solution u(t2) of
(2.16) with initial condition u(t1) = u1.

As in the case of Nievergelt, the time interval (0, T ] of the IVP (2.16) is par-
titioned into subintervals (Tn−1, Tn], n = 1, . . . , N , 0 = T0 < T1 < T2 < . . . <
TN = T . The parareal algorithm then starts with an initial coarse approxima-
tion U0

n at the time points T0, T1, T2, . . . , TN , typically obtained using G,

U0
0 := u0; U0

n+1 := G(Tn+1, Tn,U
0
n), (2.17)

and then computes for k = 0, 1, . . . the correction iteration

Uk+1
0 := u0,

Uk+1
n+1 := F(Tn+1, Tn,U

k
n) + G(Tn+1, Tn,U

k+1
n )−G(Tn+1, Tn,U

k
n),

(2.18)

where n = 0, 1, . . . , N − 1. An illustration of the initialization of the parareal
algorithm and the first correction iteration is shown in Figure 2.4. We see the
initial coarse approximation from (2.17) computed using G in red, and from each
of these points an expensive solution using the fine propagator F is then com-
puted for (2.18), shown in blue. Note that all these expensive fine computations
can be performed in parallel, so the bulk load of the work, namely the accurate
fine solutions, are fully parallelized. The parareal algorithm then only uses the

2“Pour commencer, on expose l’idée sur l’exemple simple” (to start, we explain the idea
on a simple example)

3G stands for ’grossier’, which means coarse in French.
4F stands for ’fine’
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Figure 2.4: Initial guess of parareal computed with the coarse propagator G
in red, and first parallel fine solutions computed with the fine propagator F in
blue.

end value of each blue trajectory to combine it with the red dot according to
(2.18), together with a coarse updating step using G(Tn+1, Tn,U

k+1
n ). This last

step is sequential in time, since it needs the value Uk+1
n at time point Tn but

iteration index k + 1 to compute Uk+1
n+1. Since this last step only involves the

coarse solver G, it is however much cheaper than the fine solver, and hence
speedup in parallel is possible. The parareal algorithm is thus very similar to
the algorithm proposed by Saha, Stadel and Tremaine [90], the only difference
being that the Jacobian approximation does not come from a simpler model,
but from a coarser discretization, see [33, Section 2.4] for more details.

We now show that the parareal algorithm has the same finite step conver-
gence property as multiple shooting in time, but convergence is naturally to the
approximate trajectory defined by the fine solver F, not to the exact solution.

Theorem 2.4 (Finite Step Convergence). Like for multiple shooting (2.9), the
parareal algorithm (2.17), (2.18) has the property that

Uk
n = F(Tn, 0,u

0) if k ≥ n, (2.19)

i.e. Uk
n coincides with the fine approximation from iteration index k = n on-

ward.

Proof. Like for multiple shooting, the proof is by induction in the time direction:
for n = 0, we have by the initialization (2.17) and the first step in (2.18) that
the initial value is always the same as the one used for the fine solution. So
suppose that Uk

n = F(Tn, 0,u
0) for k ≥ n. For n+ 1, we have from the parareal

algorithm (2.18) that

Uk+1
n+1 = F(Tn+1, Tn,U

k
n) + G(Tn+1, Tn,U

k+1
n )−G(Tn+1, Tn,U

k
n). (2.20)

Now to show that Uk+1
n+1 = F(Tn+1, 0,u

0) for k+ 1 ≥ n+ 1, since k+ 1 ≥ n+ 1
implies that k ≥ n, we have by the induction hypothesis that Uk+1

n = Uk
n =

F(Tn, 0,u
0), and introducing this into (2.20), the second and third term cancel,

and we obtain

Uk+1
n+1 = F(Tn+1, Tn,F(Tn, 0,u

0)) = F(Tn+1, 0,u
0),
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which concludes the proof.

Note that even though Theorem 2.4 shows that the parareal algorithm will
always converge, convergence after N iterations is too late to make the algorithm
useful in a parallel environment, since then it will have executed the fine solver
in parallel in each iteration once, which means overall N times sequentially
with the N iterations, and thus one could also just have applied the fine solver
sequentially N times with one processor to reach the same result; in other words
no speedup is then achieved any more with the parareal algorithm.

We now show that the parareal algorithm is in fact a multiple shooting
method with a very special approximation of the Jacobian term in the multiple
shooting method 2.9.

Theorem 2.5 (Parareal is an Approximate Multiple Shooting Method). The
parareal algorithm (2.18) with an exact fine solver is a multiple shooting method
(2.9) with an approximation of the derivative terms stemming from the Jacobian
in Newton’s method by a difference of trajectories computed on a coarser grid.

Proof. Recall the multiple shooting method (2.9),

Uk+1
n+1 = un(Tn+1,U

k
n) +

∂un
∂Un

(Tn+1,U
k
n)(Uk+1

n −Uk
n). (2.21)

If we expand the exact solution un(Tn+1,U
k+1
n ) about Uk

n in a Taylor series,

un(Tn+1,U
k+1
n ) = un(Tn+1,U

k
n)+

∂un
∂Un

(Tn+1,U
k
n)(Uk+1

n −Uk
n)+O(||Uk+1

n −Uk
n||2),

we see that we obtain the derivative term in the multiple shooting method (2.21)
up to a higher order term as the difference of two solutions,

∂un
∂Un

(Tn+1,U
k
n)(Uk+1

n −Uk
n) = un(Tn+1,U

k+1
n )−un(Tn+1,U

k
n)+O(||Uk+1

n −Uk
n||2).

One could therefore define an approximate multiple shooting method, which we
denote by tilde, replacing the derivative in the multiple shooting method by a
difference,

Ũk+1
n+1 = un(Tn+1, Ũ

k
n) + un(Tn+1, Ũ

k+1
n )− un(Tn+1, Ũ

k
n).

This method would however not be of much interest, since the first and last
term on the right hand side cancel, and one thus sequentially integrates the
problem using the middle term. The parareal algorithm (2.18) remedies this by
replacing the last two terms on the right hand side using a coarse approximation
of the solution.

We now present a very general convergence result for the parareal algorithm
applied to the non-linear initial value problem (2.16), which contains accurate
estimates of the constants involved. For simplicity, we assume that all the time
subintervals are of the same length, Tn+1−Tn = ∆T := T

N , n = 0, 1, . . . , N − 1.

Theorem 2.6 (Parareal Convergence Estimate). Let F denote the exact so-
lution of (2.16), and let G be an approximate solution of order p with local
truncation error bounded by C3∆T p+1, and satisfying the Lipschitz condition

‖G(t+ ∆T, t,v)−G(t+ ∆T, t,w)‖ ≤ (1 + C2∆T )‖v −w‖. (2.22)
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If the difference between the approximate solution given by G and the exact
solution represented by F can be expanded for ∆T small5,

F(Tn, Tn−1, x)−G(Tn, Tn−1, x) = cp+1(x)∆T p+1+cp+2(x)∆T p+2+. . . , (2.23)

where the cj, j = p+1, p+2, . . . are continuously differentiable, then, at iteration
k of the parareal algorithm (2.17)-(2.18), we have the bound

‖u(Tn)−Uk
n‖ ≤

C3

C1

(C1∆T p+1)k+1

(k + 1)!
(1 + C2∆T )n−k−1

k∏
`=0

(n− `)(2.24)

≤ C3

C1

(C1Tn)k+1

(k + 1)!
eC2(Tn−Tk+1)∆T p(k+1), (2.25)

where the constant C1 is related to the cj, see (2.27) in the proof.

Proof. Since F represents the exact solution of (2.16), we have the identity

u(Tn+1) = F(Tn+1, Tn,u(Tn)),

and subtracting from this the parareal algorithm (2.18),

Uk+1
n+1 := F(Tn+1, Tn,U

k
n) + G(Tn+1, Tn,U

k+1
n )−G(Tn+1, Tn,U

k
n),

we obtain when adding and subtracting G(Tn+1, Tn,u(Tn))

u(Tn+1)−Uk+1
n+1 = F(Tn+1, Tn,u(Tn))−G(Tn+1, Tn,u(Tn))

−
(
F(Tn+1, Tn,U

k
n)−G(Tn+1, Tn,U

k
n)
)

+ G(Tn+1, Tn,u(Tn))−G(Tn+1, Tn,U
k+1
n ),

where we have reordered the terms to put those together we will now estimate.
Using the expansion (2.23) for the first two lines on the right hand side, we
obtain

u(Tn+1)−Uk+1
n+1 = cp+1(u(Tn))∆T p+1 + cp+2(u(Tn))∆T p+2 + . . .

−
(
cp+1(Uk

n)∆T p+1 + cp+2(Uk
n)∆T p+2 + . . .

)
(2.26)

+ G(Tn+1, Tn,u(Tn))−G(Tn+1, Tn,U
k+1
n ).

Since the cj , j = p + 1, p + 2, . . . are continuously differentiable, there exists a
constant C1 such that

||(cp+1(u(Tn))− cp+1(Uk
n))∆T p+1 + (cp+2(u(Tn))− cp+2(Uk

n))∆T p+2 + . . . ||
≤||(cp+1(u(Tn))− cp+1(Uk

n))||∆T p+1 + ||(cp+2(u(Tn))− cp+2(Uk
n))||∆T p+2 + . . .

≤C1∆T p+1||u(Tn)−Uk
n||.

(2.27)
We can thus take norms in (2.26), and using (2.27) and the Lipschitz condition
(2.22), we obtain

‖u(Tn+1)−Uk+1
n+1‖ ≤ C1∆T p+1‖u(Tn)−Uk

n‖+ (1 + C2∆T )‖u(Tn)−Uk+1
n ‖.

5This is possible if the right hand side function f in (2.16) is smooth enough, and G is a
Runge Kutta method for example.
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To obtain a bound on the error ‖u(Tn+1) −Uk+1
n+1‖ we thus can study the re-

currence relation with equality,

ek+1
n+1 = αekn + βek+1

n , e0
n+1 = γ + βe0

n, (2.28)

where we set α := C1∆T p+1, β := 1 + C2∆T and γ := C3∆T p+1, and the
initialization in (2.28) is obtained from the initialization (2.17) of the parareal
algorithm again by adding and subtracting G(Tn+1, Tn,u(Tn)), and using the
assumption on the local truncation error of G and the Lipschitz assumption
(2.22),

||u(Tn+1)−U0
n+1|| = ||u(Tn+1)−G(Tn+1, Tn,U

0
n)||

= ||u(Tn+1)−G(Tn+1, Tn,u(Tn)) + G(Tn+1, Tn,u(Tn))−G(Tn+1, Tn,U
0
n)||

≤ C3∆T p+1 + (1 + C2∆T )||u(Tn)−U0
n||.

To study the double recurrence relation (2.28) in n and k, generating functions
are useful, as we now show: multiplying (2.28) by ζn+1 and summing over n,
we find for the first recurrence on the left

∞∑
n=0

ek+1
n+1ζ

n+1 = α

∞∑
n=0

eknζ
n+1 + β

∞∑
n=0

ek+1
n ζn+1 = αζ

∞∑
n=0

eknζ
n + βζ

∞∑
n=0

ek+1
n ζn.

Now since ek0 = ||u(0) − Uk
0 || = 0 by (2.17), we can start summing at n = 1

on the right and see that the so called generating function ρk(ζ) :=
∑∞
n=1 e

k
nζ
n

satisfies the recurrence relation

ρk+1(ζ) = αζρk(ζ) + βζρk+1(ζ).

This recurrence relation in k can now easily be resolved, and we get

ρk+1(ζ) =
αζ

1− βζ
ρk(ζ) =

αk+1ζk+1

(1− βζ)k+1
ρ0(ζ). (2.29)

To find ρ0(ζ), we multiply also the initialization in (2.28) on the right by ζn+1

and sum in n,
∞∑
n=0

e0
n+1ζ

n+1 = γζ

∞∑
n=0

ζn + βζ

∞∑
n=0

e0
nζ
n.

Summing the geometric series represented by the first sum on the right, we thus
find

ρ0(ζ) = γ
ζ

1− ζ
+ βζρ0(ζ),

which implies that

ρ0(ζ) =
γζ

(1− ζ)(1− βζ)
.

Inserting this result into (2.29), we finally obtain for the generating function

ρk(ζ) = γαk
ζk+1

(1− ζ)(1− βζ)k+1
,

and the power series coefficients of this function bound the error of the parareal
algorithm. To compute the power series expansion, it is convenient to replace
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the factor 1−ζ in the denominator by 1−βζ, which only increases the coefficients
in the power series of ρk(ζ), because

1

1− ζ
= 1 + ζ + ζ2 + . . . and

1

1− βζ
= 1 + βζ + β2ζ2 + . . . , and β ≥ 1,

and we thus consider the modified generating function

ρ̃k(ζ) = γαk
ζk+1

(1− βζ)k+2
,

We now use the general binomial series formula

1

(1− z)b+1
=

∞∑
j=0

(
b+ j

j

)
zj ,

which gives in our case

1

(1− βζ)k+2
=

∞∑
j=0

(
k + 1 + j

j

)
βjζj .

Therefore, the power series expansion of the modified generating function is

ρ̃k(ζ) = γαk
∞∑
j=0

(
k + 1 + j

j

)
βjζk+1+j = γαk

∞∑
n=k+1

(
n

n− k − 1

)
βn−k−1ζn,

and we see that the expansion coefficients for n ≤ k are zero, as we have seen
in the finite step convergence result in Theorem 2.4. Now using that(

n

n− k − 1

)
=

(
n

k + 1

)
=

1

(k + 1)!

k∏
`

(n− `),

we obtain

ρ̃k(ζ) =
γαk

(k + 1)!

∞∑
n=k+1

k∏
`

(n− `)βn−k−1ζn.

The n-th coefficient ekn thus satisfies for n > k the bound

ekn ≤
γαk

(k + 1)!
βn−k−1

k∏
`

(n− `),

and we see that this bound also contains the zero bound for n ≤ k because
of the product term which vanishes for k > n. Since the error of parareal is
bounded by ekn, we finally obtain using the values of α, β and γ that

||u(Tn)−Uk
n|| ≤

γαk

(k + 1)!
βn−k−1

k∏
`

(n− `)

=
C3∆T p+1Ck1 ∆T (p+1)k

(k + 1)!
(1 + C2∆T )n−k−1

k∏
`=0

(n− `)

=
C3

C1

(C1∆T p+1)k+1

(k + 1)!
(1 + C2∆T )n−k−1

k∏
`=0

(n− `),
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which is the first result in the theorem. To obtain the second estimate, it suffices
to use the bound that follows from the Taylor expansion of the exponential
function

(1 + C2∆T )n−k−1 ≤ eC2∆T (n−k−1) = eC2(Tn−Tk+1),

and an over-estimation of the product term,

(C1∆T p+1)k+1
k∏
`=0

(n− `) ≤ ∆T p(k+1)(C1∆T )k+1nk+1 = ∆T p(k+1)(C1Tn)k+1.

Theorem 2.6 contains the main convergence properties of the parareal al-
gorithm: looking in (2.24) on the right, the product term is initially growing,
for k = 0, 1, 2 we get the products n, n(n − 1), n(n − 1)(n − 2) and so on, but
as soon as k = n the product contains the factor zero, and the method has
converged, as we have seen in Theorem 2.4. Next, looking in (2.25), we see that
the method’s order increases at each iteration k by p, the order of the coarse
propagator, as already shown by Lions, Maday and Turinici in their proposition
for the Euler method. We have however also a precise estimate of the constant
in front in (2.25), and this constant contracts faster than linear, since it is an
algebraic power of C1T divided by k! (the exponential term is not growing as the
iteration k progresses). This division by k! is the typical convergence behavior
found in waveform relaxation algorithms, which we will see in more detail in
Chapter 3.

It is very easy to apply the parareal algorithm to a problem for which one
has already a numerical method to solve it, one simply has to call the numerical
method asking for a lot of accuracy to obtain F, and with little accuracy to
obtain G. Here is an implementation in Matlab of the parareal algorithm:

function U=Parareal(F,G,T,u0,N,K);

% PARAREAL implementation of the parareal algorithm

% U=Parareal(F,G,T,u0,N,K); applies the parareal algorithm with fine

% solver F(t0,t1,ut0) and coarse solver G(t0,t1,ut0) on [0,T] with

% initial condition u0 at t=0 using N equidistant coarse time points

% doing K iterations. The output U{k} contains the parareal

% approximations at the coarse time points for each iteration k.

dT=T/N; TT=0:dT:T; % coarse time mesh

U{1}(1,:)=u0;

for n=1:N % initial guess with G

Go(n+1,:)=G(TT(n),TT(n+1),U{1}(n,:));

U{1}(n+1,:)=Go(n+1,:); % keep Go for parareal

end;

for k=1:K % parareal iteration

for n=1:N

Fn(n+1,:)=F(TT(n),TT(n+1),U{k}(n,:)); % parallel with F

end;

U{k+1}(1,:)=u0;

for n=1:N

Gn(n+1,:)=G(TT(n),TT(n+1),U{k+1}(n,:)); % sequential with G

U{k+1}(n+1,:)=Fn(n+1,:)+Gn(n+1,:)-Go(n+1,:); % parareal update

end;
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Go=Gn; % keep for next iteration

end;

We now test the parareal algorithm on the Lorenz equations (1.3). For this we
need a numerical solver for ODEs, for example using Forward Euler:

function [t,u]=ForwardEuler(f,tspan,u0,N);

% FORWARDEULER solves system of ODEs using the Forward Euler method

% [t,u]=ForwardEuler(f,tspan,u0,N) solves du/dt=f(t,u) with initial

% value u0 on the time interval tspan doing N steps of Forward

% Euler. Returns the solution in time and space in the matrix u, and

% also the corresponding time points in the column vector t.

dt=(tspan(2)-tspan(1))/N;

t=(tspan(1):dt:tspan(2))’;

u(1,:)=u0(:); % colon to make column vector

for n=1:N,

u(n+1,:)=u(n,:)+dt*f(t(n),u(n,:));

end;

In order to obtain the fine and coarse solver needed for parareal, the numerical
Forward Euler solver just needs to take the arguments of F(t1, t0, u0) of the fine
solver, or G(t1, t0, u0) of the coarse solver, which is best achieved by using a
numerical wrapper, i.e. a routine which calls the Forward Euler solver with the
arguments needed and only returns the result at the final time:

function u=SForwardEuler(f,t0,t1,u0,n);

[t,u]=ForwardEuler(f,[t0 t1],u0,n);

u=u(end,:);

We can now solve the Lorenz equations with the parareal algorithm using the
Matlab commands

sigma=10;r=28;b=8/3; % Lorenz rhs

f=@(t,x) [sigma*(x(2)-x(1)) r*x(1)-x(2)-x(1)*x(3) x(1)*x(2)-b*x(3)];

MF=10; MG=1; % F and G time steps

F=@(t0,t1,u0) SForwardEuler(f,t0,t1,u0,MF); % fine solver F

G=@(t0,t1,u0) SForwardEuler(f,t0,t1,u0,MG); % coarse solver G

K=20; u0=[20;5;-5]; T=5; N=500; % parareal parameters

U=Parareal(F,G,T,u0,N,K); % solve with parareal

[t,u]=ForwardEuler(f,[0 T],u0,MF*N); % fine solution

TT=0:T/N:T; % coarse time mesh

for k=1:K % plot fine

plot3(u(:,1),u(:,2),u(:,3),’-b’... % solution and

,U{k}(:,1),U{k}(:,2),U{k}(:,3),’.’); % parareal iterate

axis([-20 30 -30 40 -10 60]); view([-13,8]);

xlabel(’x’); ylabel(’y’); zlabel(’z’);

grid on

pause

end

We show in Figure 2.5 the initial coarse approximation and the first eight
parareal iterations as dotted lines, together with the fine solution as a solid
line. We see that the initial coarse approximation is for a large part in the
wrong wing of the butterfly attractor, but as the parareal iterations progress,
the approximation converges, and after eight iterations a good approximation is
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Figure 2.5: Parareal initial approximation and iterations k = 1, 2, . . . , 8 shown
as dotted lines when solving the Lorenz equations; the converged fine solution
is shown as a solid line.
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Figure 2.6: Error in the maximum norm of the parareal iterates when solving
the Lorenz equations.

obtained. Since we used N = 500 coarse time intervals and thus 500 ’processors’,
with eight iterations we computed the equivalent of eight fine approximations
sequentially, and obtained an accurate solution corresponding to applying the
fine solution with one processor sequentially 500 times. If we do not count the
cost of the coarse propagation and communication, this would correspond to
a speedup of 500/8 ≈ 60. We finally show in Figure 2.6 the maximum error
in each parareal iteration when solving the Lorenz equations. We see that in
this example, for the first five iterations there is no contraction, but then the
convergence is superlinear, as predicted by Theorem 2.6. For more numerical
experiments, see [35].

In order to understand the convergence of the parareal algorithm when ap-
plied to partial differential equations, it is useful to study the convergence prop-
erties of the parareal algorithm when applied to the Dahlquist test equation
(1.7), which is

∂tu = λu, u(0) = u0, λ ∈ C. (2.30)

In that case, one can obtain two different convergence estimates, depending on
if solutions are growing or not.

Theorem 2.7. If one applies the parareal algorithm to (2.30) with equal time
intervals Tn+1−Tn = ∆T , exact fine solver F (Tn+1, Tn, v) = veλ∆T and coarse
solver G(Tn+1, Tn, v) = vRG(λ∆T ) where RG is the stability function of G, then
for an arbitrary initialization U0

n satisfying U0
0 = u0, we have the estimate

max
1≤n≤N

|u(Tn)− Ukn | ≤
|eλ∆T −RG(λ∆T )|k

k!
Rn−k−1

0

×
k∏
`=1

(N − `) max
1≤n≤N

|u(Tn)− U0
n|,

(2.31)

where R0 := |RG(λ∆T )| if |RG(λ∆T )| > 1, and otherwise R0 = 1.
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Proof. As in the proof of Theorem 2.6, we have

u(Tn+1)− Uk+1
n+1 = F(Tn+1, Tn,u(Tn))−G(Tn+1, Tn,u(Tn))

−
(
F(Tn+1, Tn,U

k
n)−G(Tn+1, Tn,U

k
n)
)

+G(Tn+1, Tn,u(Tn))−G(Tn+1, Tn,U
k+1
n )

= u(Tn)
(
eλ∆T −RG(λ∆T )

)
−Ukn

(
eλ∆T −RG(λ∆T )

)
+RG(λ∆T )

(
u(Tn)− Ukn

)
=

(
eλ∆T −RG(λ∆T )

) (
u(Tn)− Ukn

)
+RG(λ∆T )

(
u(Tn)− Uk+1

n

)
.

Let α :=
∣∣eλ∆T −RG(λ∆T )

∣∣ and β := |RG(λ∆T )| if |RG(λ∆T )| > 1, and
otherwise6 β := 1. We then obtain like in the proof of Theorem 2.6 from
the coefficients ekn of the generating function ρk(ζ) :=

∑∞
n=1 e

k
nζ
n a bound on

|u(Tn)− Ukn |, where

ρk(ζ) =
αkζk

(1− βζ)k
ρ0(ζ). (2.32)

But now, since the initial guess of the algorithm was arbitrary, we only know
that

ρ0(ζ) =

∞∑
n=1

e0
nζ
n =

∞∑
n=1

|u(Tn)− Ukn |ζn.

Since however the initial guess U0
m for m > N has no influence on the conver-

gence of the Ukn for n ≤ N by the definition of the parareal algorithm7, we can
for the proof choose for all m > N that |u(Tm)−Ukm| ≤ max1≤n≤N |u(Tn)−Ukn |,
and we thus obtain

ρ0(ζ) ≤ max
1≤n≤N

|u(Tn)− U0
n|
∞∑
n=1

ζn. (2.33)

Now we can sum the last series, which is a geometric series,

∞∑
n=1

ζn = ζ

∞∑
n=0

ζn =
ζ

1− ζ
,

and overestimating 1
1−ζ by 1

1−βζ using that β ≥ 1 as in the proof of Theorem

2.6, we obtain, when inserting ρ0 from (2.33) into (2.32) that the power series
coefficients of

ρ̃k(ζ) :=
αkζk+1

(1− βζ)k+1
max

1≤n≤N
|u(Tn)− U0

n|

form a bound for the error |u(Tn)−Ukn | for 1 ≤ n ≤ N . Using again the binomial
series

1

(1− βζ)k+1
=

∞∑
j=0

(
k + j

j

)
(βζ)j ,

6We need β ≥ 1 for the overestimate below.
7Here really causality of the evolution problem is used: things later in time can not influence

things earlier in time
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we obtain

ρ̃(ζ) = αk
∞∑
j=0

(
k + j

j

)
βjζj+k+1 max

1≤n≤N
|u(Tn)− Ukn |,

and using the change of variables k+ j + 1 = n which implies j = n− k− 1, we
obtain for a summation of powers ζn

ρ̃(ζ) = αk
∞∑

n=k+1

(
n− 1

n− k − 1

)
βn−k−1ζn max

1≤n≤N
|u(Tn)− U0

n|. (2.34)

Now since(
n− 1

n− k − 1

)
=

(
n− 1

k

)
=

(n− 1)!

k!(n− k − 1)!
=

1

k!
(n−1)(n−2) · · · (n−k) =

1

k!

k∏
`=1

(n−`),

we obtain from (2.34) the bound ekn = 0 for n ≤ k, and for n ≥ k + 1

ekn ≤
αk

k!
βn−k−1

k∏
`=1

(n− `) max
1≤n≤N

|u(Tn)− U0
n|,

which gives the zero bound also for k ≥ n and thus is the relevant bound for all
k. Introducing the values of α and β, we obtain that the error of the parareal
algorithm is bounded by

|u(Tn)−Ukn | ≤
|eλ∆T −RG(λ∆T )|k

k!
|RG(λ∆T )|n−k−1

k∏
`=1

(n−`) max
1≤n≤N

|u(Tn)−U0
n|,

(2.35)

and we can further estimate the product term
∏k
`=1(n− `) ≤

∏k
`=1(N − `) for

1 ≤ n ≤ N . Taking the max over n then also on the left concludes the proof.

The result in Theorem 2.7 holds on bounded time windows [0, T ], T < ∞,
but it is even possible to obtain a convergence result on unbounded time windows
[0,∞), provided solutions are not growing, as we show now.

Theorem 2.8. Under the same assumptions of Theorem 2.7, if <(λ) ≤ 0 such
that the solution remains bounded, and ∆T is such that G is in its region of
absolute stability, |RG(λ∆T )| < 1, then the parareal algorithm applied to the
Dahlquist test equation satisfies for all time the estimate

sup
n>0
|u(Tn)− Ukn | ≤

(
|eλ∆T −RG(λ∆T )|

1− |RG(λ∆T |

)k
sup
n>0
|u(Tn)− U0

n|. (2.36)

Proof. As in the proof of Theorem 2.31, we arrive at∣∣u(Tn+1)− Uk+1
n+1

∣∣ ≤ ∣∣eλ∆T −RG(λ∆T )
∣∣ ∣∣u(Tn)− Ukn

∣∣
+|RG(λ∆T )|

∣∣u(Tn)− Uk+1
n

∣∣
≤

∣∣eλ∆T −RG(λ∆T )
∣∣ sup
n>0

∣∣u(Tn)− Ukn
∣∣

+|RG(λ∆T )| sup
n>0

∣∣u(Tn)− Uk+1
n

∣∣ ,
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where we used that solutions remain bounded to take the sup on the right. We
can thus also take the sup on the left, and using that Uk+1

0 = u(T0) := u0 by
the definition of the parareal algorithm (2.18), we can include the index zero on
the left as well. We thus obtain

(1− |RG(λ∆T )|) sup
n>0

∣∣u(Tn)− Uk+1
n

∣∣ ≤ ∣∣eλ∆T −RG(λ∆T )
∣∣ sup
n>0

∣∣u(Tn)− Ukn
∣∣ ,

which implies the result by induction.

We now test the parareal algorithm on the Dahlquist test equation. We use
the same implementation that we used for systems of ODEs earlier, but we need
now a numerical solver for the Dahlquist test equation, for example

function [t,u]=DahlquistBE(la,tspan,u0,N);

% DAHLQUISTBE solves Dahlquist’s test equation using Backward Euler

% u=DahlquistBE(la,tspan,u0,N); solves Dahlquist’s test equation on

% the time interval tspan using N steps of Backward Euler starting

% with u0 and giving the result in u

dt=(tspan(2)-tspan(1))/N;

t=(tspan(1):dt:tspan(2))’;

u(1,1)=u0;

for n=1:N

u(n+1,1)=u(n,1)/(1-dt*la);

end;

Like for systems of ODEs, we need a wrapper routine to define the coarse and
fine propagators G(t1, t0, u0) and F(t1, t0, u0) which only return the final value
at time t1, and we use

function u=SDahlquistBE(la,t0,t1,u0,n);

[t,u]=DahlquistBE(la,[t0 t1],u0,n);

u=u(end);

We can now solve the Dahlquist test equations with the parareal algorithm,
and compare the convergence to the theoretical error bounds, using the Matlab
commands

la=-1; f=@(t,x) la*x; % Dahlquist rhs

MF=20; MG=1; % F and G time steps

F=@(t0,t1,u0) SDahlquistBE(la,t0,t1,u0,MF); % fine solver F

G=@(t0,t1,u0) SDahlquistBE(la,t0,t1,u0,MG); % coarse solver G

u0=1; K=10; T=1; N=10; % parareal parameters

U=Parareal(F,G,T,u0,N,K); % apply parareal

[t,u]=DahlquistBE(la,[0 T],u0,MF*N); % fine solution

for k=1:K+1

err(k)=max(abs(u(1:MF:end)-U{k})); % compute error

end

DT=T/N; R0=abs(1/(1-la*DT)); if R0<1, R0=1; end; % compute error bounds

errsup(1)=err(1); errlin(1)=err(1);

for k=1:K

errsup(k+1)=err(1)*abs(exp(la*DT)-1/(1-la*DT))^k/factorial(k)...

*R0^(N-k-1)*prod(N-(1:k));

errlin(k+1)=err(1)*(abs(exp(la*DT)-1/(1-la*DT))/(1-abs(1/(1-la*DT))))^k;

end

58



0 1 2 3 4 5 6

k

10
-15

10
-10

10
-5

10
0

e
rr

o
r

parareal error

superlinear bound

linear bound

0 1 2 3 4 5 6

k

10
-15

10
-10

10
-5

10
0

e
rr

o
r

parareal error

superlinear bound

linear bound

0 2 4 6 8 10

k

10
-8

10
-6

10
-4

10
-2

10
0

e
rr

o
r

parareal error

superlinear bound

linear bound

0 2 4 6 8 10

k

10
-8

10
-6

10
-4

10
-2

10
0

e
rr

o
r

parareal error

superlinear bound

linear bound

Figure 2.7: Measured error max1≤n≤N |u(Tn) − Ukn | for the parareal algorithm
applied to the Dahlquist test equation with λ = −1 for T = 0.25, 1, 10, 50,
together with the theoretical superlinear and linear error bounds from Theorem
2.7 and Theorem 2.8.

semilogy(0:K,err,’--’,0:K,errsup,’-’,0:K,errlin,’-’)

xlabel(’k’); ylabel(’error’);

legend(’parareal error’,’superlinear bound’,’linear bound’)

which also compute the error bounds from Theorem 2.7 and Theorem 2.8. We
show in Figure 2.7 in the top row that for short time windows [0, T ], the algo-
rithm is in its superlinear convergence regime, and the superlinear convergence
estimate from Theorem 2.7 is quite sharp. As the time window is increasing,
there is a transition to the linear convergence regime, see the bottom row in
Figure 2.7, and again the linear convergence estimate of Theorem 2.8 is quite
sharp. Similar results can also be obtained for growing solutions, where however
only the superlinear convergence regime holds, see Problem 2.5. We next test
also the case for the imaginary value λ = 2i in the Dahlquist test equation. The
results are shown in in Figure 2.8. We see that now, in the oscillatory case, for
short time windows [0, T ], the parareal algorithm still converges superlinearly,
see the top row of Figure 2.8, and the superlinear convergence estimate from
Theorem 2.7 is still quite sharp. The linear convergence estimate from Theorem
2.8 however already indicates problems of the parareal algorithm, which then
manifest themselves when the time window becomes longer, see the bottom
row of Figure 2.8. Convergence is lost, except for the convergence in a finite
number of steps from Theorem 2.4, as soon as the coarse propagator does not
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Figure 2.8: Measured error for the parareal algorithm applied to the Dahlquist
test equation with λ = 2i for T = 1, 5, 10, 20, together with the theoretical
superlinear and linear error bounds from Theorem 2.7 and Theorem 2.8.
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Figure 2.9: First four iterations of the parareal algorithm applied to the
Dahlquist test equation for imaginary λ = 2i. Top row: T = 5. Bottom
row: T = 10. We observe that convergence is hampered as soon as the coarse
solver does not resolve the oscillations any more.

resolve the oscillation any more, which we can see by looking at the snapshots
of the parareal iterations in Figure 2.9. For the parareal algorithm to work for
oscillatory problems, the coarse propagator must therefore already resolve the
oscillations in the problem. Here we observe for the first time a fundamental
difference in the convergence behavior of a time parallel time integration method
when applied to damped or oscillatory problems, and we will discover further
such differences in Chapters 3 and 4.

Using the results of Theorem 2.7 and Theorem 2.8 for the Dahlquist test
equation, we can obtain convergence estimates for linear partial differential
equations using Fourier analysis. For parabolic problems with a spectrum on or
close to the real negative half line like the heat equation, the experiments with
the Dahlquist test equation in Figure 2.7 indicate that parareal should perform
well. For hyperbolic problems however, with spectra on the imaginary axis, like
the wave or the transport equation, the experiments in Figure 2.8 and Figure
2.9 indicate that parareal will have convergence problems.

We start with the heat equation, as we have seen it for the simulation of the
temperature in a nail (1.10) in Chapter 1,

∂tu(x, t) = ∂xxu(x, t) in (0, π)× (0, T ],
u(x, 0) = u0(x) in (0, π),
u(0, t) = 0 in (0, T ],
u(π, t) = 0 in (0, T ].

(2.37)

We now expand the solution in a Fourier sine series8 as Fourier did, see Problem
1.5,

u(x, t) =

∞∑
ω=1

û(ω, t) sin(ωx).

This expansion satisfies the boundary conditions in (2.37) because the sine func-

8We chose the interval length to be L = π so we do not need to carry through the extra
constant L in the sine expansion.
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tions do so. When inserting this Ansatz into the heat equation (2.37), we obtain

∂tu =

∞∑
ω=1

∂tû(ω, t) sin(ωx) = ∂xxu = −
∞∑
ω=1

ω2û(ω, t) sin(ωx),

and since the sine functions form an orthogonal basis of L2, the Fourier coeffi-
cients must satisfy the equation

∂tû(ω, t) = −ω2û(ω, t),

a special case of the Dahlquist test equation (2.30). When applying the parareal
algorithm to the heat equation (2.37), each Fourier coefficient û(ω, t) converges
thus as predicted by Theorem 2.7 and Theorem 2.8, from which one can obtain
using the Parseval-Plancherel relation convergence estimates for the parareal
algorithm in the L2-norm:

Theorem 2.9. Let F (Tn+1, Tn, U
k
n) be the exact solution at Tn+1 of (2.37)

with u(Tn) = Ukn , and let G(Tn+1, Tn, U
k
n) be a coarse integrator with stability

function RG such that supx<0|ex − RG(x)| = ρs is finite. Then the parareal
algorithm applied to the heat equation satisfies on bounded time windows [0, T ]
the superlinear convergence bound

max
1≤n≤N

||u(tn)− Ukn ||2 ≤
ρks
k!

k∏
`=1

(N − `)CN0 , (2.38)

where || · ||2 denotes the spectral norm in space, and

CN0 :=

√√√√ ∞∑
ω=1

max
1≤n≤N

|û(Tn)− Û0
n|2,

with hat denoting the Fourier coefficients of the corresponding quantity.
If in addition the negative real axis belongs to the interior of the region of

absolute stability of G and limx→−∞ |RG(x)| < 1, then the parareal algorithm
applied to the heat equation also satisfies for all time the linear estimate

sup
n>0
||u(tn)− Ukn ||2 ≤ ρkl C∞0 , (2.39)

with a constant ρl depending only on the coarse propagator G.

Proof. The numerator in the superlinear bound (2.31) of Theorem 2.7 becomes

|e−ω
2∆T −RG(−ω2∆T )|k ≤ ρks ,

because G is A0-stable. We can thus square equation (2.35) in the proof of
Theorem 2.7 and sum over ω to obtain

∞∑
ω=1

|û(Tn)− Ûkn |2 ≤

(
ρks
k!

k∏
`=1

(n− `)

)2 ∞∑
ω=1

max
1≤n≤N

|û(Tn)− Û0
n|2,

where we used that |RG(−ω2∆T )|n−k−1 ≤ 1. We can now use Parseval-
Plancherel on the left, which states that the sum of the Fourier coefficients
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Figure 2.10: Left: Function whose maximum gives the bound ρs when parareal is
applied to the heat equation using Backward Euler for G. Right: Corresponding
function whose maximum gives the bound ρl.

equals the L2 norm of the function squared, and thus taking the square-root,
we obtain (2.38) when taking the max over 1 ≤ n ≤ N .

Similarly for the second result, it suffices to define from (2.36) in Theorem
2.8

ρl := sup
ω∈R

|e−ω2∆T −RG(−ω2∆T )|
1− |RG(−ω2∆T |

, (2.40)

which is a finite quantity because of the assumptions on G, and we thus obtain
from (2.36) for the Fourier coefficients for the squared quantities

sup
n>0
|û(Tn)− Ûkn |2 ≤ ρ2k

l sup
n>0
|û(Tn)− Û0

n|2. (2.41)

Summing the squares of the Fourier coefficients, we then obtain using (2.41)

sup
n>0

∞∑
ω=1

|û(Tn)− Ûkn |2 ≤
∞∑
ω=1

sup
n>0
|û(Tn)− Ûkn |2 ≤ ρ2k

l

∞∑
ω=1

sup
n>0
|û(Tn)− Û0

n|2,

which leads to the result when using again Parseval-Plancherel on the left.

Example 2.1. Suppose we use for the coarse propagator G Backward Euler.
Then the stability function is RG(z) = 1

1−z , and we thus obtain for the super-
linear bound (2.38) from Theorem 2.9

ρs = sup
x<0
|ex − 1

1− x
| = sup

x>0
|e−x − 1

1 + x
|.

This function is plotted in Figure 2.10 on the left. We plotted this function using
the following Maple commands, which also compute its maximum:

f:=exp(-x)-1/(1+x);

plot(abs(f),x=0..10,axes=boxed);

fp:=diff(f,x);

x:=fsolve(fp,x=2..4);

abs(f);

63



The maximum is found to be

ρs = 0.2036321888,

which shows that parareal applied to the heat equation using Backward Euler as
the coarse propagator will contract not only because of the superlinear term k!
in the denominator, but also geometrically from the numerator ρks .

For the linear bound (2.39) from Theorem 2.9, we compute from (2.40)

ρl = sup
ω∈R

|e−ω2∆T − 1
1+ω2∆T |

1− | 1
1+ω2∆T |

= sup
x>0

|e−x − 1
1+x |

1− | 1
1+x |

= sup
x>0

|(1 + x)e−x − 1|
x

.

This function is plotted in Figure 2.10 on the right using the following Maple
commands, which also compute its maximum:

f:=(exp(-x)*(1+x)-1)/x;

plot(abs(f),x=0..10);

fp:=diff(f,x);

x:=fsolve(fp,x=1..4);

abs(f);

The maximum is found to be

ρl = 0.2984256075

and hence when parareal is applied to the heat equation using Backward Euler as
the coarse propagator, it will contract uniformly over the infinite time interval
at the geometric rate ρkl !

These constants can be computed for any numerical method used as the coarse
propagator G, for more examples see Problem 2.6.

We now test the parareal algorithm on the heat equation (2.37). We can
use the same implementation that we used for systems of ODEs earlier, but we
need now a numerical solver for the heat equation, for example

function u=HeatEquationBE(f,tspan,xspan,u0,gl,gr);

% HEATEQUATIONBE solve heat equation with Backward Euler

% u=HeatEquationBE(f,Tspan,xspan,u0,gl,gr); solves the heat equation

% with forcing function f on the domain xspan and initial condition

% in the vector u0 whose length determines the number of spatial

% gridpoints, and Dirichlet boundary conditions in the vectors gl

% and gr whose length determines the number of grid points in time

% using backward Euler on the time interval tspan. The corner points

% are taken from the initial condition, not the boundary

% condition. The output matrix u contains the solution in time

% and space.

J=length(u0)-1; N=length(gl)-1; % determine grid

dt=(tspan(2)-tspan(1))/N; % mesh parameters

dx=(xspan(2)-xspan(1))/J;

x=(xspan(1):dx:xspan(2));

t=(tspan(1):dt:tspan(2))’;

u(1,:)=u0; % store initial and

u(2:N+1,1)=gl(2:end); u(2:N+1,J+1)=gr(2:end); % boundary data
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e=ones(J-1,1);

A=spdiags([e -2*e e],[-1 0 1],J-1,J-1)/dx^2; % set up Laplacian

for n=1:N,

rhs=u(n,2:end-1)+dt*feval(f,x(2:end-1),t(n+1)); % source function

rhs(1)=rhs(1)+dt/dx^2*gl(n+1); % boundary conditions

rhs(end)=rhs(end)+dt/dx^2*gr(n+1);

u(n+1,2:J)=((speye(J-1)-dt*A)\rhs’)’; % matrix solve

end;

Like for systems of ODEs, we need a wrapper routine to define the coarse and
fine propagators G(t1, t0, u0) and F(t1, t0, u0), and we use

function u=SHeatEquationBE(f,tspan,xspan,u0,gl,gr);

u=HeatEquationBE(f,tspan,xspan,u0,gl,gr);

u=u(end,:);

We can now solve the heat equations with the parareal algorithm using the
Matlab commands

f=@(x,t) x.^4.*(1-x).^4+10*sin(8*t); % heat source function

T=8; N=16; K=16; J=10; % parareal parameters

u0=zeros(J+1,1); % initial condition

MG=1; % MG no of coarse steps

gl=zeros(MG+1,1);gr=zeros(MG+1,1); % G boundary conditions

G=@(t0,t1,u0) SHeatEquationBE(f,[t0 t1],[0 1],u0,gl,gr); % G coarse solver

MF=10; % MF no of fine steps

gl=zeros(MF+1,1);gr=zeros(MF+1,1); % F boundary conditions

F=@(t0,t1,u0) SHeatEquationBE(f,[t0 t1],[0 1],u0,gl,gr); % F fine solver

U=Parareal(F,G,T,u0,N,K);

glf=zeros(MF*N+1,1); grf=zeros(MF*N+1,1);

u=HeatEquationBE(f,[0 T],[0 1],u0,glf,grf); % fine solution

dt=T/(MF*N);dT=T/N; dx=1/J; % mesh parameters

t=(0:dt:T)’; TT=(0:dT:T)’; x=0:dx:1; % for plotting

for k=1:K

up=[];

for n=1:N % reconstruct fine

up((n-1)*MF+1:n*MF+1,:)=HeatEquationBE(f,... % solution from

[(n-1)*dT n*dT],[0 1],U{k}(n,:),gl,gr); % parareal for plotting

end;

up(N*MF+1,:)=U{k}(end,:);

mesh(x,t,up); xlabel(’x’); ylabel(’t’); % plot parareal approx.

axis([0 1 0 T -1 1])

pause

mesh(x,t,u-up); xlabel(’x’); ylabel(’t’); % plot parareal error

err(k)=max(max(abs(u-up)));

pause

end

Here we used a source term that corresponds to alternating heating and cooling,
so the solution shows temperature changes in time between warm and cold. We
show in Figure 2.11 the solution of the heat equation example, the initial coarse
approximation of the parareal algorithm, and then the first two iterations as
well. We see that already the first parareal iteration at the bottom left gives
a very good approximation of the solution on the top right, and the second
iteration can not be distinguished by eye any more. We thus also plot the error
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Figure 2.11: Solution of the heat equation, initial coarse approximation and the
first two parareal iterations.
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Figure 2.12: Error in the initial coarse approximation and the first three parareal
iterations when solving the heat equation example.
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Figure 2.13: Left: error after the first parareal iteration (first panel in Figure
2.12) with a turned view to show its typical decay in each coarse time interval.
Right: Decay of the error in the maximum norm in time and L2 norm in space
of the parareal iterates when solving the heat equation.

in Figure 2.12. We see that the error decreases rapidly and uniformly over
the entire time interval, and we can also nicely see the finite step convergence
property, as the error from the initial line is becoming zero for one more coarse
time interval in each iteration. It is instructive to turn the view on the error
after the first iteration to understand why convergence of the parareal algorithm
for the heat equation works so well: we show this in Figure 2.13 on the left,
where one can clearly see that within each time interval, the parareal algorithm
benefits from a strong damping of the error due to the local solves. This leads
then to the rapid error decay shown on the right in Figure 2.13.

We next study the case of the transport or advection equation as we have seen
it in Section 1.3, and we consider it on an unbounded domain to not interrupt
a transport phenomenon at the boundary9, which can change the behavior of
the parareal algorithm, see [31]. We thus apply the parareal algorithm to the
problem

∂tu(x, t) + a∂xu(x, t) = 0 in R× (0, T ],
u(x, 0) = u0(x) in R.

(2.42)

Using a Fourier transform in space since the problem is now on R,

u(x, t) =
1√
2π

∫ ∞
−∞

eiωxû(ω, t)dω, û(x, t) =
1√
2π

∫ ∞
−∞

e−iωxu(x, t)dx,

we find that each Fourier mode û(ω, t) satisfies10

∂tû(ω, t) + iωaû(ω, t) = 0, û(ω, 0) = û0(ω),

again a special case of the Dahlquist test equation (2.30), and we notice that
for the hyperbolic transport equation, the corresponding λ lies indeed on the
imaginary axis. When applying the parareal algorithm to the transport equation

9We could also use periodic boundary conditions instead, as we will do in the numerical
experiments, which has the same effect.

10Notice how the spatial derivative just becomes a multiplication by iω, as one can see when
deriving the definition of the Fourier transform with respect to x.
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Figure 2.14: Function whose maximum gives the bound ρs when parareal is
applied to the transport equation using Backward Euler for G.

(2.42), each Fourier coefficient û(ω, t) converges thus as predicted by Theorem
2.7 and Theorem 2.8, from which one can obtain using the Parseval-Plancherel
relation convergence estimates for the parareal algorithm in the L2-norm:

Theorem 2.10. Let F (Tn+1, Tn, U
k
n) be the exact solution at Tn+1 of (2.42)

with initial condition u(Tn) = Ukn , and let G(Tn+1, Tn, U
k
n) be a coarse integrator

with stability function RG such that supx∈R|eix−RG(ix)| = ρs is bounded. Then
the parareal algorithm applied to the transport equation satisfies the superlinear
convergence bound

max
1≤n≤N

||u(tn)− Ukn ||2 ≤
ρks
k!

k∏
`=1

(N − `)CN0 , (2.43)

where || · ||2 denotes the spectral norm in space, and

CN0 :=

√√√√ ∞∑
ω=1

max
1≤n≤N

|û(Tn)− Û0
n|2,

with hat denoting the Fourier coefficients of the corresponding quantity.

Proof. We proceed as in the proof of Theorem 2.9, and the numerator in the
superlinear bound (2.31) of Theorem 2.7 leads to the quantity ρs.

Example 2.2. Suppose we use for the coarse propagator G again Backward
Euler. Then the stability function is RG(z) = 1

1−z , and we thus obtain for the
superlinear bound (2.43) from Theorem 2.10

ρs = sup
x∈R
|eix − 1

1− ix
|.

This function is plotted in Figure 2.14 using the following Maple commands
which also compute the maximum:
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f:=exp(I*x)-1/(1-I*x);

plot(abs(f),x=-10..10);

F:=simplify(evalc(abs(f)^2));

Fp:=factor(diff(F,x));

x:=fsolve(Fp,x=3..6);

evalf(abs(f));

The maximum is found at x = ±4.189896849 to be

ρs = 1.224353426,

which shows that parareal applied to the transport equation using Backward Euler
as the coarse propagator will contract only because of the superlinear term k!
in the denominator, the numerator ρks is now growing, in contrast to the heat
equation case! The constant ρs can be computed for any numerical method used
as the coarse propagator G, for more examples see Problem 2.7.

We now test the parareal algorithm on the transport equation numerically.
We use again the same implementation of parareal, but we need now a numerical
solver for the transport equation using periodic boundary conditions to emulate
the unbounded domain, for example

function u=TransportBE(f,a,tspan,xspan,u0,N);

% TRANSPORTBE solve periodic transport equation with Backward Euler

% u=TransportBE(f,a,Tspan,xspan,u0,N); solves the transport equation

% u_t+au_x=f on the domain [0,L] and initial condition in the vector

% u0 whose length determines the number of spatial gridpoints, and

% periodic boundary conditions with N grid points in time using

% backward Euler and upwind on the time interval tspan. The output

% matrix u contains the solution in space and time.

J=length(u0)-1; % determine grid

u(1,:)=u0; % store initial data

dt=(tspan(2)-tspan(1))/N; % mesh parameters

dx=(xspan(2)-xspan(1))/J;

x=(xspan(1):dx:xspan(2));

t=(tspan(1):dt:tspan(2))’;

e=ones(J,1);

A=spdiags([-e e],[-1 1],J,J)/(2*dx); % set up periodic centered

A(1,end)=-1/(2*dx); A(end,1)=1/(2*dx); % first derivative in x

for n=1:N,

rhs=u(n,1:end-1)+dt*feval(f,x(1:end-1),t(n+1)); % add source term

u(n+1,1:J)=((speye(J)+a*dt*A)\rhs’)’; % matrix solve

u(n+1,J+1)=u(n+1,1); % add periodic condition

end;

Like for systems of ODEs, we need a wrapper routine to define the coarse and
fine propagators G(t1, t0, u0) and F(t1, t0, u0), and we use

function u=STransportBE(f,a,tspan,xspan,u0,N);

u=TransportBE(f,a,tspan,xspan,u0,N);

u=u(end,:);

We can now solve the transport equations with the parareal algorithm using the
Matlab commands
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f=@(x,t) 0;

a=1;

T=4; N=16; K=16; J=20; % parareal parameters

dx=1/J; x=0:dx:1; % spatial mesh

u0=sin(2*pi*x); % initial condition

MG=1; % MG no of coarse steps

G=@(t0,t1,u0) STransportBE(f,a,[t0 t1],[0 1],u0,MG); % G coarse solver

MF=20; % MF no of fine steps

F=@(t0,t1,u0) STransportBE(f,a,[t0 t1],[0 1],u0,MF); % F fine solver

U=Parareal(F,G,T,u0,N,K);

u=TransportBE(f,a,[0 T],[0 1],u0,N*MF); % fine solution

dt=T/(MF*N);dT=T/N; t=(0:dt:T)’; TT=(0:dT:T)’;

for k=1:K

up=[];

for n=1:N % reconstruct fine

up((n-1)*MF+1:n*MF+1,:)=TransportBE(f,a,... % solution from

[(n-1)*dT n*dT],[0 1],U{k}(n,:),MF); % parareal for plotting

end;

up(N*MF+1,:)=U{k}(end,:);

mesh(x,t,up); xlabel(’x’); ylabel(’t’); % plot parareal approx.

axis([0 1 0 T -1 1])

pause

mesh(x,t,u-up); xlabel(’x’); ylabel(’t’); % plot parareal error

err(k)=max(max(abs(u-up)));

pause

end

We show in Figure 2.15 the solution of the transport equation example, the
initial coarse approximation of the parareal algorithm, and then the first two
iterations as well. We see that in strong contrast to the heat equation case,
the parareal algorithm does not produce good approximations to the transport
problem: the coarse solver can not transport the solution effectively over long
distance. We also plot the error in Figure 2.16, where we see that the error later
in time remains basically constant. We can also clearly see a phase error in
the parareal iteration, the signal does not connect properly between the coarse
time intervals used by the parareal algorithm, and again we see the finite step
convergence property, as the error from the initial line is becoming zero for one
more coarse time interval in each iteration. It is instructive again to turn the
view on the error after the first iteration to understand why convergence of the
parareal algorithm for the transport equation does not work well: we show this in
Figure 2.17 on the left, where one can clearly see that within each time interval,
the parareal algorithm does now in the case of transport not benefit from any
damping of the error due to the local solves, the error is just transported. This
leads then to the stagnation of the error shown on the right in Figure 2.17 for
transport speed a = 1, which corresponds to the situation on the left, and is
similar to the case of the Dahlquist equation shown in Figure 2.8, since there
are too many oscillations that are not resolved by the coarse solver.

2.4 Problems

Problem 2.1. Convergence of multiple shooting for linear initial value prob-
lems:
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Figure 2.15: Solution of the transport equation, initial coarse approximation
and the first two parareal iterations.
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Figure 2.16: Error in the initial coarse approximation and the first three parareal
iterations when solving the transport equation example.

71



1

x

0.5

-1

t

-0.5

04 3

0

2 1

0.5

0

1

0 5 10 15 20

k

10
-15

10
-10

10
-5

10
0

10
5

e
rr

o
r

parareal error a=0.25

parareal error a=0.5

parareal error a=1

Figure 2.17: Left: error after the first parareal iteration (first panel in Figure
2.16) with the view turned to show there is now no decay in each coarse time
interval due to the fine solver, the error is just transported. Right: Decay of the
error in the maximum norm of the parareal iterates when solving the transport
equation for three different transport speeds: a = 0.25, 0.5, 1.

1. Apply Newton’s method to the linear problem f(x) = Ax − f = 0. Show
that the method converges after one iteration.

2. Apply the multiple shooting method for initial value problems to the linear
system of ODEs

∂tu = Au, u(0) = u0.

Show that the method converges in one iteration as well.

Problem 2.2. The speedup S is defined be

S :=
Computing time of the sequential fine solver

Computing time of Parareal
.

Show that when Parareal is used with N coarse time intervals using K iterations,
the speedup is bounded by N

K .

Problem 2.3. Implement the Parareal algorithm and test it on the Lorenz
equations. Experiment with different fine and coarse time steps, and different
time intervals. Does the Parareal algorithm always produce speedup?

Problem 2.4. Generating functions were used by Euler to compute Bernoulli
numbers, which are useful to approximate for a given smooth function f : N −→
R the partial sums

Sn1 :=

n∑
i=1

f(i).

1. Using a Taylor expansion of f(i − 1) about i, show that the difference
Sn1 − Sn−1

0 = f(n)− f(0) can be expressed as a sum of derivatives at the
points i, and then derive the formula

n∑
i=1

f(i) =

∫ n

0

f(x)dx+
1

2!

n∑
i=1

f ′(i)− 1

3!

n∑
i=1

f ′′(i) +
1

4!

n∑
i=1

f ′′′(i)− . . .

(2.44)
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2. Replacing f successively by f ′, f ′′,. . . in (2.44), eliminate the sums con-
taining derivatives of f in i to obtain the formula

n∑
i=1

f(i) =

∫ n

0

f(x)dx−α(f(n)−f(0))+β(f ′(n)−f ′(0))−γ(f ′′(n)−f ′′(0))+. . .

(2.45)
Find the three relations to link the coefficients α, β, and γ.

3. The Bernoulli numbers Bi are defined by B0 = 1, α = B1/1!, β = B2/2!,
γ = B3/3!,. . . . Write the three relations which link the first Bi, and then
derive the general formula for all Bi. Hint: the binomial coefficients will
appear.

4. Consider the function v(ζ) whose Taylor coefficients are the Bernoulli
numbers Bi,

v(ζ) := 1 +
B1

1!
ζ +

B2

2!
ζ2 +

B3

3!
ζ3 +

B4

4!
ζ4 + . . . .

Find a power series g(ζ) such that v(ζ)g(ζ) = 1 and conclude that

v(ζ) =
ζ

eζ − 1
.

Problem 2.5. Experiment with parareal applied to the Dahlquist test equation
with λ that have positive real part. What convergence behavior do you observe?
Can you still use the linear bound from Theorem 2.8?

Problem 2.6 (Maple). Compute the universal constants ρs and ρl for the con-
vergence of the Parareal algorithm applied to the heat equation when using for
the coarse propagator the following methods:

1. the trapezoidal rule

2. the two stage SDIRK method

3. the three stage Radau IIA method

What do you observe?

Problem 2.7 (Maple). Compute the universal ρs for the superlinear conver-
gence of the Parareal algorithm applied to the transport equation when using for
the coarse propagator the following methods:

1. the trapezoidal rule

2. the two stage SDIRK method

3. the three stage Radau IIA method

What do you observe?

Problem 2.8. Apply the parareal algorithm to the heat equation for solving the
nail cooling problem (1.10).
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1. Experiment with different numbers of time steps for the coarse solver.
What do you observe?

2. Experiment with different numbers of time steps for the fine solver. What
do you observe?

3. Try to use also a Forward Euler implementation of the fine and/or coarse
solver. What do you observe?

Problem 2.9. Analysis of the convergence of the Parareal algorithm applied to
the one dimensional advection-reaction-diffusion equation (1.22) in one spatial
dimension on R,

∂tu(x, t) + a∂xu(x, t) = ν∂xxu(x, t)− ηu(x, t).

1. Use a Fourier transform to relate the advection-reaction-diffusion equation
to a Dahlquist equation.

2. Compute the corresponding superlinear convergence factor in Fourier.

3. Compute the corresponding linear convergence factor in Fourier.

4. Compute numerically for Backward Euler as the coarse solver and fixing
a = 1 and η = 0 the two coefficients ρs(ν) and ρl(ν) for ν = 1, 0.1, 0.01, 0.001.
What do you observe?

5. Repeat the experiment with η = 1, 10, 100.

6. Implement a numerical solver for the advection reaction diffusion problem
in Matlab, and test the Parareal algorithm on it. Do the numerical results
agree with your theoretical findings?
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Chapter 3

Waveform Relaxation and
Domain Decomposition

Les méthodes d’approximation dont nous faisons usage sont
théoriquement susceptibles de s’appliquer à toute équation, mais
elles ne deviennent vraiment intéressantes pour l’étude des propriétés des
fonctions définies par les équations différentielles que si l’on ne reste
pas dans les généralités et si l’on envisage certaines classes d’équationsa.

Émile Picard, Sur l’application des méthodes d’approximations successives
à l’étude de certaines équations différentielles ordinaires, 1883

Schwarz’s method presents some intriguing possibilities for numerical
methods.

Keith Miller, Numerical Analogs to the Schwarz Alternating Procedure,
1965

The spectacular growth in the scale of integrated circuits being designed
in the VLSI era has generated the need for new methods of circuit sim-
ulation. “Standard” circuit simulators, such as SPICE and ASTAP,
simply take too much CPU time and too much storage to analyze a
VLSI circuit.

Ekachai Lelarasmee and Albert E. Ruehli and Alberto L. Sangiovanni-
Vincentelli, The Waveform Relaxation Method for Time-Domain Analysis
of Large Scale Integrated Circuits, 1982

aThe approximation methods we will use can in theory be applied
to any type of equation, but they only become really interesting to
study functions defined by differential equations if one does not remain
in general terms and considers certain classes of equations.

Time parallel methods based on domain decomposition solve evolution prob-
lems in quite a different way in parallel compared to multiple shooting based
methods. The methods go back to the idea of successive approximations, which
Picard used to prove existence and uniqueness of solutions of ordinary differen-
tial equations [87], see the quote above. To be useful as computational methods,
one needs however an additional decomposition in space; a possible decompo-
sition of the space-time domain for such methods is shown in Figure 3.1. This
type of decomposition is very different from the time decomposition used for
multiple shooting methods in Figure 2.1: the decomposition is in space, not in
time. Spatial domain decomposition methods for computational purposes for
steady problems go back to the Schwarz alternating method, see Miller [81].
For a decomposition like in Figure 3.1, again an iteration is then used, which
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Figure 3.1: Decomposition of the space-time domain for time parallel methods
based on domain decomposition

computes only solutions on the local space-time subdomains Ωj . Since these
solutions are obtained over the entire so-called time window [0, T ] before ac-
curate interface values are available from the neighboring subdomains over the
entire time window, these methods are also time parallel in this sense. They
are known under the name waveform relaxation, since they were first proposed
to solve very large systems of ordinary differential arising in VLSI design by
Lelarasmee, Ruehly and Sangiovanni-Vincentelly in [72], who decomposed the
circuits into subcircuits similarly to the subdomains in Figure 3.1.

3.1 Method of Successive Approximations

La présente étude a pour but de donner une exposition succincte de
la méthode d’approximations successives de M. Picard en tant qu’elle
s’applique aux équations différentielles ordinairesa.

Ernest Lindelöf, Sur l’application des méthodes d’approximations succes-
sives à l’étude des intégrales réelles des équations différentielles ordinaires,
1894

Actually this method of continuing the computation is highly inefficient
and is not recommended.

William Edmund Milne, Numerical solution of differential equations, 1953

aThe goal of the present study is a concise presentation of the
method of successive approximations of M. Picard applied to ordinary
differential equations.

The roots of waveform relaxation type methods lie in the existence proofs
of solutions for ordinary differential equations of Picard [87] and Lindelöf [73].
Like the alternating Schwarz method invented by Schwarz to prove the Dirichlet
principle [93] and hence existence of solutions of Laplace’s equation on general
domains, Picard invented his method of successive approximations to prove the
existence of solutions of systems of ordinary differential equations like (2.3),
namely

∂tu(t) = f(t,u(t)) t ∈ (0, T ],
u(0) = u0,

(3.1)

where we assume that u : R −→ Rd, f : R × Rd −→ Rd and u0 ∈ Rd. In order
to study if a solution of such a non-linear problem exists, Picard first rewrote

76



the problem in integral form,

u(t) = u(0) +

∫ t

0

∂tu(τ)dτ = u0 +

∫ t

0

f(τ,u(τ))dτ. (3.2)

For the now called Picard iteration, one assumes that one has an inital approx-
imation u0(t) of the solution, and then computes for k = 0, 1, 2, . . .

uk+1(t) = u0 +

∫ t

0

f(τ,uk(τ))dτ. (3.3)

This transforms the problem of solving the ordinary differential equation (3.1)
into a sequence of problems using only quadrature, which was much easier to
handle at the time of Picard. Picard proved convergence of this iteration in [87],
which was sufficient to answer the existence question. It was Lindelöf however
a year later who gave the following convergence rate estimate in [73]:

Theorem 3.1 (Lindelöf 1894: Superlinear Convergence). If f is continuous in
both arguments, and uniformly Lipschitz with Lipschitz constant L in its second
argument for all t ∈ (0, T ],

||f(t,v)− f(t,w)|| ≤ L||v −w|| v,w ∈ Rd, (3.4)

then the sequence uk for k = 0, 1, 2, . . . defined by the Picard iteration (3.3)
converges for any u0(t) on bounded time intervals t ∈ [0, T ], and the iterates
satisfy the superlinear error estimate

||u− uk||T ≤
(LT )k

k!
||u− u0||T , (3.5)

where ||u||T := max0≤t≤T ||u(t)|| denotes the maximum norm in [0, T ].

Proof. We start by subtracting the Picard iteration (3.3) from the integral form
of the problem (3.2),

u(t)− uk(t) = u0 +

∫ t

0

f(τ,u(τ))dτ − u0 −
∫ t

0

f(τ,uk−1(τ))dτ

=

∫ t

0

f(τ,u(τ))− f(τ,uk−1(τ))dτ.

We can now take the norm on both sides, and use the Lipschitz condition on f ,

||u(t)− uk(t)|| ≤
∫ t

0

||f(τ,u(τ))− f(τ,uk−1(τ))||dτ

≤ L

∫ t

0

||u(τ)− uk−1(τ)||dτ.

Since this inequality also holds for k − 1, k − 2 and so on, we can introduce it
on the right, and obtain

||u(t)− uk(t)|| ≤ L

∫ t

0

L

∫ τ

0

||u(τ2)− uk−1(τ2)||dτ2dτ

≤ Lk
∫ t

0

∫ τ

0

· · ·
∫ τk−1

0

||u(τk)− u0(τk)||dτk . . . dτ2dτ.
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We can now take the maximum of the initial error ||u(τk)−u0(τk)|| in time out
of the integral, and then start integrating one integral after the other,

||u(t)− uk(t)|| ≤ Lk
∫ t

0

∫ τ

0

· · ·
∫ τk−1

0

dτk . . . dτ2dτ ||u− u0||t

= Lk
∫ t

0

∫ τ

0

· · ·
∫ τk−2

0

τk−1dτk−1 . . . dτ2dτ ||u− u0||t

= Lk
∫ t

0

∫ τ

0

· · ·
∫ τk−3

0

τ2
k−2

2
dτk−2 . . . dτ2dτ ||u− u0||t

= Lk
∫ t

0

∫ τ

0

· · ·
∫ τk−4

0

τ3
k−3

3!
dτk−3 . . . dτ2dτ ||u− u0||t

...

= Lk
∫ t

0

τk−1

(k − 1)!
dτ ||u− u0||t

=
Lktk

k!
||u− u0||t.

The expression on the right is monotonically increasing in t, so we can bound
it by setting t := T , and then taking the maximum in t on the left, (3.5)
follows.

We see in the convergence estimate (3.5) the same type of term appear
as in the parareal convergence estimate (2.25). This term is typical for the
convergence of waveform relaxation methods we will see next, and thus the
comment of Saha, Stadel and Tremaine in the quote at the beginning of Section
2.3 is justified. Like Milne pointed out however already in 1953, see the quote at
the beginning of this section, the Picard iteration is not a very efficient numerical
technique. We see in the next section that a spatial partitioning is a further
important ingredient needed.

3.2 Classical Waveform Relaxation
The Waveform Relaxation (WR) method is an iterative method for ana-
lyzing nonlinear dynamical systems in the time domain. The method, at
each iteration, decomposes the system into several dynamical subsystems,
each of which is analyzed for the entire given time interval.

Ekachai Lelarasmee and Albert E. Ruehli and Alberto L. Sangiovanni-
Vincentelli, The Waveform Relaxation Method for Time-Domain Analysis
of Large Scale Integrated Circuits, 1982

Waveform relaxation methods were invented in the research laboratory of
IBM in Yorktown Heights in 1982 for VLSI design by Lelarasmee, Ruehli and
Sangiovanni-Vincentelli [72]. The motivation for this method was the extremely
rapid growth of integrated circuits, which made it difficult to simulate a new
generation of circuits on the present generation computers, see the quote at the
beginning of this chapter. Lelarasmee, Ruehli and Sangiovanni-Vincentelli use
the concrete example of a MOS ring oscillator shown in Figure 3.2 to explain
how the waveform relaxation algorithm works. The reason why this circuit is
oscillating can be seen as follows: suppose the voltage at node v1 equals 5 volts.
Then this voltage is connected to the gate of the transistor to the right, which
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Figure 3.2: Original scan from [72] of the historical example of a MOS ring
oscillator, on which the waveform relaxation algorithm was illustrated
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Figure 3.3: Decomposition of the MOS ring oscillator circuit for the waveform
relaxation algorithm

will thus open, and hence the voltage at node v2 will be pulled down to ground,
i.e. 0 volts. This is however connected to the gate of the next transistor to the
right of v2, which will thus close, and v3 will be pulled up to 5 volts. These five
volts will now feed back to the gate of the transistor to the left of v1, which
will thus open, and then v1, which was by assumption at 5 volts, will be pulled
down to ground at 0 volts, and we see how the oscillation happens.

Using the laws of Ohm and Kirchhoff, the equations for such a circuit can
be written in form of a system of ordinary differential equations,

∂tv1(t) = f1(v1(t), v2(t), v3(t)), v1(0) = v0
1 ,

∂tv2(t) = f2(v1(t), v2(t), v3(t)), v2(0) = v0
2 ,

∂tv3(t) = f3(v1(t), v2(t), v3(t)), v3(0) = v0
3 .

(3.6)

The numerical solution of the simple system of ordinary differential equations
(3.6) does not pose any problem. If however the circuit is extremely large,
so that it does not fit any more into one single computer, a new idea for its
numerical solution is needed. The waveform relaxation algorithm is based on
the idea of decomposing the circuit into subcircuits, as shown in Figure 3.3
for the example of the MOS ring oscillator: one cuts the wires with which the
subcircuits are connected, and then puts small voltage sources on the wires that
were cut, which feed in the voltage that was calculated at the previous iteration.
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Figure 3.4: Historical convergence result for the MOS ring oscillator from [72]

This leads to the so called waveform relaxation iteration

∂tv
k
1 = f1(vk1 , v

k−1
2 , vk−1

3 ), vk1 (0) = v0
1 ,

∂tv
k
2 = f2(vk−1

1 , vk2 , v
k−1
3 ), vk2 (0) = v0

2 ,

∂tv
k
3 = f3(vk−1

1 , vk−1
2 , vk3 ). vk3 (0) = v0

3 ,

(3.7)

and one has to start with some initial guess of the solution, like in the Picard
iteration, v0

1(t), v0
3(t), v0

3(t), for which one could choose for example the constant
in time given by the initial condition1, v0

1(t) = v0
1 , v0

2(t) = v0
2 , v0

3(t) = v0
3 . Since

in the circuit simulation community signals along wires are called ’waveforms’,
this gave the algorithm the name Waveform Relaxation. We see in (3.7) that on
the right all neighboring waveforms have been relaxed to the previous iteration,
which results in a Jacobi type relaxation known in numerical linear algebra, see
for example [54, Section 11.3.2], which is entirely parallel. Naturally one could
also use a Gauss-Seidel type relaxation using always the newest information
already available from the left when solving the subsystems sequentially (see
[54, Section 11.3.3] for the linear algebra aequivalent),

∂tv
k
1 = f1(vk1 , v

k−1
2 , vk−1

3 ), vk1 (0) = v0
1 ,

∂tv
k
2 = f2(vk1 , v

k
2 , v

k−1
3 ), vk2 (0) = v0

2 ,
∂tv

k
3 = f3(vk1 , v

k
2 , v

k
3 ). vk3 (0) = v0

3 .

(3.8)

Does this iteration converge? We show in Figure 3.4 a historical numerical
convergence study for the MOS ring oscillator taken from [72]. We can see that
this circuit has the property that the waveform relaxation algorithm converges in
a finite number of steps: after the first iteration, the solution v1 is just a raising

1Note the slight abuse of notation, v0
1(t) is the initial guess, a function in time, and v0

1 is
the initial value of the corresponding problem component.
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signal, since all the feedbacks have been cut due to the waveform relaxation
algorithm. After the second iteration, the first feedback is restored and the
solution v1 is now raising and then decaying. After the third iteration, it is
raising, decaying and raising again, and we see the complete oscillating signal
after the fourth iteration, up to the time interval length considered. This can be
understood by the finite propagation speed of the information in this circuit2,
and we will see this again when looking at hyperbolic equations in the following
section. The convergence of waveform relaxation methods depends strongly on
the type of equations that are being solved.

To prove a convergence estimate for waveform relaxation, we start by giving
a general formulation of waveform relaxation algorithms for systems of ordinary
differential equations of the form (3.1),

∂tu(t) = f(t,u(t)) t ∈ (0, T ],
u(0) = u0,

(3.9)

To formulate a general waveform relaxation algorithm for (3.9), one needs a
partition function f̃(t,v,w) such that

f̃(t,v,v) = f(t,v) ∀v ∈ Rd, t ∈ (0, T ]. (3.10)

For an initial guess u0(t) of the solution u(t) of (3.9), the waveform relaxation
algorithm associated with the partition function (3.10) computes then for k =
0, 1, 2, . . .

∂tu
k+1(t) = f̃(t,uk+1(t),uk(t)) t ∈ (0, T ],

uk+1(0) = u0.
(3.11)

It is well known in the waveform relaxation community that the convergence of
(3.11) is similar to the convergence of the Picard iteration (3.3), but it is not
easy to find a detailed proof of this in the literature: the inventors of waveform
relaxation already obtained in 1985 a linear convergence estimate for Jacobi and
Gauss-Seidel variants, see e.g. [101]. Nevanlinna then studied in 1989 carefully
the linear case ∂tu+Au = f and waveform relaxation based on matrix splittings
A = M −N in [85],

∂tu
n +Mun = Nun + f .

He defined the kernel function k(t) := e−tMN using an integrating factor, and
under the global boundedness assumption |k|T ≤ C, proved that the linear

operator Ku(t) :=
∫ t

0
k(t− s)u(s)ds satisfies

|Kn|T ≤
(CT )n

n!
, (3.12)

like for the Picard iteration. In 1993, Bellen and Zennaro stated a convergence
theorem for the non-linear case based on two Lipschitz assumptions, which
contains however an extra exponential factor in addition to the term (??), but
instead of giving a proof, they just say: “By some standard analysis, we can
easily get. . . ”. In [66, page 178] a convergence estimate of the form (3.5) is
quoted under mild assumptions on the splitting function, with references to

2Quote from [72]: “Note that since the oscillator is highly non unidirectional due to the
feedback from v3 to the NOR gate, the convergence of the iterated solutions is achieved with
the number of iterations being proportional to the number of oscillating cycles of interest”
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[6, 13, 85] and the original paper by Lindelöf [73]. The reference [13, equation
(3.6)] contains the same result with the comment “it is easy to prove”. The result
(3.12) is also indicated in the book [100, Theorem 2.5.4, see also the page just
before], and linear convergence estimates using exponentially weighted norms
are also proved.

We show now how the result announced in [6, Theorem 2.1] with the extra
exponential term can be proved. To do so, we need the well known Gronwall
Lemma in integral form:

Lemma 3.2 (Gronwall Lemma (1919)). Let u(t), α(t) and β(t) be continuous
functions on [0, T ]. If β(t) ≥ 0 and

u(t) ≤ α(t) +

∫ t

0

β(s)u(s)ds ∀t ∈ [0, T ],

then

u(t) ≤ α(t) +

∫ t

0

α(s)β(s)e
∫ t
s
β(τ)dτds ∀t ∈ [0, T ].

Proof. See Problem 3.1.

Theorem 3.3. If the partition function f̃(t,v,w) is Lipschitz continuous in
both arguments uniformly for all t ∈ [0, T ],

||f̃(t,v1,w)− f̃(t,v2,w)|| ≤ L1||v1 − v2||,
||f̃(t,v,w1)− f̃(t,v,w2)|| ≤ L2||w1 −w2||,

(3.13)

then the waveform relaxation algorithm (3.11) satisfies the error estimate

||u− uk||T ≤ eL1T
(L2T )k

k!
||u− u0||T , (3.14)

where ||u||T := max0≤t≤T ||u(t)|| denotes again the maximum norm in [0, T ].

Proof. As in the proof of the Picard iteration in Theorem 3.1, we start by
subtracting the integral form of the waveform relaxation iteration (3.11) from
the integral form of the problem (3.9),

u(t)− uk(t) =

∫ t

0

f(s,u(s))− f̃(s,uk(s),uk−1(s))ds.

We now use that the partition function satisfies f(s,u(s)) = f̃(s,u(s),u(s)), and
adding and subtracting the term f̃(s,uk(s),u(s)), we get

u(t)− uk(t) =

∫ t

0

f̃(s,u(s),u(s))− f̃(s,uk(s),u(s))ds

+

∫ t

0

f̃(s,uk(s),u(s))− f̃(s,uk(s),uk−1(s))ds.

We can thus take the norm on both sides and use the Lipschitz conditions (3.13)
to obtain3

||u(t)− uk(t)|| ≤ L1

∫ t

0

||u(s)− uk(s)||ds+ L2

∫ t

0

||u(s)− uk−1(s)||ds.

3Note how similarly to the analysis of the Parareal algorithm, see (2.28), we find on the
left and on the right the same term at iteration k, but on the right it is integrated, whereas
in the Parareal algorithm analysis, it was at an earlier point in time.
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Setting β(t) := L1 and α(t) := L2

∫ t
0
||u(s) − uk−1(s)||ds, we can apply the

Gronwall Lemma 3.2 and obtain

||u(t)−uk(t)|| ≤ L2

∫ t

0

||u(s)−uk−1(s)||ds+L1L2

∫ t

0

∫ s

0

||u(τ)−uk−1(τ)||dτeL1(t−s)ds.

(3.15)
We now want to show by induction on k that the bound (3.14) holds. For k = 1,
we obtain by taking the maximum of the norms out of the integrals, estimating
s by its upper bound t, and integration

||u(t)− u1(t)|| ≤ L2

∫ t

0

||u(s)− u0(s)||ds+ L1L2

∫ t

0

∫ s

0

||u(τ)− u0(τ)||dτeL1(t−s)ds

≤ L2||u− u0||t
(
t+ L1

∫ t

0

seL1(t−s)ds

)
≤ L2||u− u0||t

(
t+ L1t

∫ t

0

eL1(t−s)ds

)
= L2||u− u0||t

(
t− t

(
1− eL1t

))
= L2te

L1t||u− u0||t.

We thus obtain for all t ∈ [0, T ] that

||u(t)− u1(t)|| ≤ L2te
L1t||u(t)− u0(t)||t ≤ L2Te

L1T ||u− u0||T ,

and we can thus take the maximum norm on the left as well, which concludes
the proof for k = 1. So assume that (3.14) holds for k − 1, and we show it for
k: inserting this induction hypothesis into (3.15), we obtain by again taking the
maximum of the norms out of the integrals, and then calculating without any
further approximation, switching the order of integration in the second term,
and then noting after integration that the two main terms cancel

||u(t)− uk(t)|| ≤ L2

∫ t

0

eL1s
(L2s)

k−1

(k − 1)!
||u− u0||sds

+L1L2

∫ t

0

∫ s

0

eL1τ
(L2τ)k−1

(k − 1)!
||u− u0||τdτeL1(t−s)ds

≤ L2||u− u0||t
(∫ t

0

eL1s
(L2s)

k−1

(k − 1)!
ds+ L1

∫ t

0

∫ s

0

eL1τ
(L2τ)k−1

(k − 1)!
dτeL1(t−s)ds

)
= L2||u− u0||t

(∫ t

0

eL1s
(L2s)

k−1

(k − 1)!
ds+ L1

∫ t

0

∫ t

τ

eL1(t−s)dseL1τ
(L2τ)k−1

(k − 1)!
dτ

)
= L2||u− u0||t

(∫ t

0

eL1s
(L2s)

k−1

(k − 1)!
ds−

∫ t

0

(
1− eL1(t−τ)

)
eL1τ

(L2τ)k−1

(k − 1)!
dτ

)
= L2||u− u0||teL1t

∫ t

0

(L2τ)k−1

(k − 1)!
dτ = eL1t

(L2t)
k

k!
||u− u0||t,

which concludes the proof by monotonicity in t of the right hand side as for the
case k = 1.

Note that the exponential term eL1T in this convergence estimate allows
for growing solutions in time of the system of ODEs. If there are no grow-
ing solutions, like with the boundedness assumption on the kernel function of
Nevanlinna, one can obtain the same result without this exponential term.

83



3.3 Waveform Relaxation Based on Domain De-
composition

Much of the current work in the application of domain decomposition
techniques has been in the area of elliptic partial differential equations,
with very little attention being given to hyperbolic equations [...] We
take as our model problem the Dirichlet initial/boundary value problem
for the one dimensional wave equation. We shall subdivide this problem
into problems on smaller subdomains and synthesize the global solution
out of the subdomain solutions, using the finite propagation speed and
superposition properties of solutions.

Juan Camilo Meza and William W. Symes, Domain Decomposition Algo-
rithms for linear Hyperbolic Equations, 1987

Motivated by the work of Bjørhus [8], we show how one can use overlap-
ping domain decomposition to obtain a waveform relaxation algorithm for
the semi-discrete heat equation which converges at a rate independent
of the mesh parameter.

The author, Overlapping Schwarz for linear and nonlinear parabolic prob-
lems, 1996

The waveform relaxation algorithms from the previous sections can be nat-
urally extended to partial differential equations, as it was shown in [27], see the
quote above. The idea is best explained for the simple model problem of the
one dimensional heat equation,

∂tu(x, t) = ∂xxu(x, t) + f(x, t) in Ω× (0, T ], Ω := (0, L),
u(x, 0) = u0(x) in Ω,
u(0, t) = g0(t) in (0, T ],
u(L, t) = gL(t) in (0, T ].

(3.16)

Like in the waveform relaxation algorithm, where the circuit was partitioned
into subcircuits, see Section 3.2, one partitions the domain Ω into overlapping
subdomains, say Ω1 = (0, β) and Ω1 = (α,L), α < β. The parallel Schwarz
waveform relaxation algorithm then computes for k = 0, 1, 2, . . .

∂tu
k+1
1 (x, t) = ∂xxu

k+1
1 (x, t) + f(x, t) in Ω1 × (0, T ],

uk+1
1 (x, 0) = u0(x) in Ω1,

uk+1
1 (0, t) = g0(t) in (0, T ],

uk+1
1 (β, t) = uk2(β, t) in (0, T ],

∂tu
k+1
2 (x, t) = ∂xxu

k+1
2 (x, t) + f(x, t), in Ω2 × (0, T ],

uk+1
2 (x, 0) = u0(x) in Ω2,

uk+1
2 (L, t) = gL(t) in (0, T ],

uk+1
2 (α, t) = uk1(α, t) in (0, T ],

(3.17)

and one needs an initial guess for the solution at x = α and x = β, i.e. u0
1(α, t)

and u0
2(β, t) to start the iteration. The alternating Schwarz waveform relaxation

algorithm is very similar, one just has to replace the last interface update in
(3.17) by

uk+1
2 (α, t) = uk+1

1 (α, t) in (0, T ],

but then the iteration can not be performed in parallel any more on the two
subdomains, one has to compute sequentially first the left and then the right
subdomain and so on. Note that then one also needs only an initial guess for
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Figure 3.5: Solution of the heat equation model problem over a long time interval
T = 5 (left) and a short time interval T = 0.1 (right).

the first solve on the left at x = β, namely u0
2(β, t), since the right subdomain

then already uses the newly computed value from the left.
The name Schwarz waveform relaxation comes from the fact that the de-

composition is overlapping like in the classical overlapping Schwarz method for
steady problems, and time dependent problems are solved in each iteration like
in waveform relaxation.

We start with a numerical experiment: we run the parallel Schwarz waveform
relaxation method on a domain of length L := 1 with zero initial and boundary
conditions, and source function f(x, t) := x4(1−x)4 +10 sin(8t), which emulates
something like an air conditioning device alternating between heating and cool-
ing. We show in Figure 3.5 the solution over a long time interval T = 5 (left)
and also over a short time interval T = 0.1 (right). We discretized the heat
equation with centered finite differences in space with mesh size ∆x := 0.05,
and used Backward Euler in time with N = 200 time steps for two different time
interval length T , as shown in the Matlab commands we used for performing
these computations, including HeatEquationBE from Section 2.3:

f=@(x,t) x.^4.*(1-x).^4+10*sin(8*t); % heat source function

T=5; N=200; K=20; J=20; % WR parameters

a=9;b=11; % index starting at j=0

dt=T/N; dx=1/J; % mesh parameters

t=(0:dt:T)’; x=0:dx:1; % for plotting

u0=zeros(J+1,1); % initial condition

gl=zeros(N+1,1); gr=zeros(N+1,1); % boundary conditions

u=HeatEquationBE(f,[0 T],[0 1],u0,gl,gr); % monodomain solution

mesh(x,t,u); xlabel(’x’); ylabel(’t’); % plot solution

Over the long time interval, we see many cycles of heating and cooling, and over
the short time interval we see only the beginning of the first heating cycle. We now
compute these solutions using the Schwarz waveform relaxation algorithm and the
subdomain parameters α := 0.45, β := 0.55. We show in Figure 3.6 the first iterations
and corresponding errors of the parallel Schwarz waveform relaxation algorithm for the
long time interval T = 5, starting with an initial guess equal to zero on the interfaces,
obtained with the Matlab commands

u1=zeros(N+1,b+1); u2=zeros(N+1,J-a+1); % zero initial guess

for k=1:K % parallel Schwarz WR

u1n=HeatEquationBE(f,[0 T],[0 b*dx],u0(1:b+1),gl,u2(:,b-a+1));
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Figure 3.6: Iterations of the parallel Schwarz waveform realxation algorithm
(left) and associated errors (right) for iterations n = 1, 2, 3, 4 on the long time
interval T = 5.
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u2n=HeatEquationBE(f,[0 T],[a*dx 1],u0(a+1:end),u1(:,a+1),gr);

figure(1) % plot WR solution

mesh(x(1:b+1),t,u1n); xlabel(’x’); ylabel(’t’);

hold on; mesh(x(a+1:end),t,u2n); hold off;

axis([0 1 0 T -1 1])

err1=u(:,1:b+1)-u1n; err2=u(:,a+1:end)-u2n;

figure(2) % plot WR error

mesh(x(1:b+1),t,err1); xlabel(’x’); ylabel(’t’);

hold on; mesh(x(a+1:end),t,err2); hold off

axis([0 1 0 T -1 1])

err(k)=max([max(max(err1)) max(max(err2))]);

u1=u1n; u2=u2n;

pause

end

We see that the method converges as the iterations progress, and the error seems to
be uniformly distributed in time from 0 to T = 5. We also see that the error decays
linearly in space from the interfaces toward the boundaries of the domain. We next
show in Figure 3.7 the first iterations and corresponding errors of the parallel Schwarz
waveform relaxation algorithm for the short time interval, T = 0.1. We see that the
error is not uniformly distributed in the time interval, the error early in the time
interval is much smaller than later, and convergence also seems to be faster than over
the long time interval. The plots of the error as a function of iteration in Figure 3.8
confirms this. One might think that this unequal error distribution in the short time
interval case is due to the solution to be computed being small there, but we will see in
our analysis that this is not the case. Furthermore, we also observe that the Schwarz
waveform relaxation algorithm over the long time interval converges linearly, while it
seems to converge superlinearly over the short time interval.

To show that the Schwarz waveform relaxation algorithm applied to the heat equa-
tion has two different convergence regimes, depending on the length of the time win-
dow [0, T ] on which one computes the solution, we introduce the error ekj (x, t) :=
u(x, t)− ukj (x, t), which satisfies the homogeneous partial differential equation

∂te
k
j = ∂t(u(x, t)− ukj (x, t)) = ∂xxu(x, t) + f(x, t)− ∂xxukj (x, t)− f(x, t) = ∂xxe

k
j (x, t).

The initial condition for the error is zero,

ekj (x, 0) = u(x, 0)− ukj (x, 0) = u0(x)− u0(x) = 0,

and also on the original boundaries of the domain the error vanishes,

ek1(0, t) = u(0, t)− uk1(0, t) = g0(t)− g0(t) = 0,

and
ek2(L, t) = u(L, t)− uk2(L, t) = gL(t)− gL(t) = 0.

To prove convergence of the parallel Schwarz waveform relaxation algorithm (3.17),
we thus have to prove that the iteration for the error,

∂te
k+1
1 (x, t) = ∂xxe

k+1
1 (x, t) in Ω1 × (0, T ],

ek+1
1 (x, 0) = 0 in Ω1,

ek+1
1 (0, t) = 0 in (0, T ],

ek+1
1 (β, t) = ek2(β, t) in (0, T ],

∂te
k+1
2 (x, t) = ∂xxe

k+1
2 (x, t), in Ω2 × (0, T ],

ek+1
2 (x, 0) = 0 in Ω2,

ek+1
2 (L, t) = 0 in (0, T ],

ek+1
2 (α, t) = ek1(α, t) in (0, T ],

(3.18)
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Figure 3.7: Iterations of the parallel Schwarz waveform realxation algorithm
(left) and associated errors (right) for iterations n = 1, 2, 3, 4 on the short time
interval T = 0.1.
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Figure 3.8: Error as a function of the iteration when the Schwarz waveform
relaxation algorithm is used over a long time interval T = 5 (left) and a short
time interval T = 0.1 (right).

converges to zero. To do so, we introduce the steady state problems associated with
(3.18), namely

∂xxẽ
k+1
1 (x, t) = 0 in Ω1,

ẽk+1
1 (0) = 0,

ẽk+1
1 (β) = ||ek+1

1 (β, ·)||t,

∂xxẽ
k+1
2 (x) = 0, in Ω2,

ẽk+1
2 (L) = 0,

ẽk+1
2 (α) = ||ek+1

2 (α, ·)||t.

(3.19)

We then need the next two Lemmas to prove convergence of the Schwarz waveform
relaxation algorithm.

Lemma 3.4. The errors of the Schwarz waveform relaxation algorithm (3.18) are
bounded by the steady state solutions (3.19); we have for j = 1, 2

|ek+1
j (x, t)| ≤ ẽk+1

j (x) ∀x ∈ Ωj , t ∈ [0, T ]. (3.20)

Proof. The difference dj(x, t) := ẽk+1
j (x) − ek+1

j (x, t) satisfies, using that ẽk+1
j does

not depend on time, and the homogeneous heat equation satisfied by ek+1
j ,

∂tdj(x, t) = ∂t(ẽ
k+1
j (x)− ek+1

j (x, t)) = −∂tek+1
j (x, t) = −∂xxek+1

j (x, t)

= ∂xx(ẽk+1
j (x)− ek+1

j (x, t)) = ∂xxdj(x, t),

which is again a homogeneous heat equation. In addition, we have on the initial
line dj(x, 0) = 0, and on the boundary d1(0, t) = 0 and d1(β, t) = ||ek+1

1 (β, ·)||t −
ek+1

1 (β, t) ≥ 0. Hence by the maximum principle of the heat equation, we must have
d1(x, t) ≥ 0 in Ω1× [0, T ], and similarly d2(x, t) ≥ 0 in Ω2× [0, T ]. On the other hand,
the sum d̃j(x, t) := ẽk+1

j (x) + ek+1
j (x, t) satisfies using the same argument as above

also a homogeneous heat equation,

∂td̃j(x, t) = ∂xxd̃j(x, t),

and again on the initial line dj(x, 0) = 0, and on the boundary d1(0, t) = 0 and
d1(β, t) = ||ek+1

1 (β, ·)||t + ek+1
1 (β, t) ≥ 0. Hence by the maximum principle of the heat

equation, we must also have d̃1(x, t) ≥ 0 in Ω1 × [0, T ], and similarly d̃2(x, t) ≥ 0 in
Ω2 × [0, T ]. We therefore have

dj(x, t) = ẽk+1
j (x)− ek+1

j (x, t) ≥ 0,

d̃j(x, t) = ẽk+1
j (x) + ek+1

j (x, t) ≥ 0,
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which implies that
−ẽk+1

j (x) ≤ ek+1
j (x, t) ≤ ẽk+1

j (x),

and thus the bound in modulus.

Lemma 3.5. The solutions of (3.19) satisfy

ẽk+1
1 (α) =

α

β
||ek+1

1 (β, ·)||t and ẽk+1
2 (β) =

L− β
L− α ||e

k+1
2 (α, ·)||t. (3.21)

Proof. The solutions of the steady problems (3.19) are simply the affine functions

ẽk+1
1 (x) =

x

β
||ek+1

1 (β, ·)||t and ẽk+1
2 (x) =

L− x
L− α ||e

k+1
2 (α, ·)||t,

as one can see by inspection, and thus the result follows by evaluating at x = α and
x = β.

We can now prove our first convergence estimate of the parallel Schwarz waveform
relaxation method applied to the heat equation. This result was first proved in [28].

Theorem 3.6 (Linear Convergence Estimate). For any 0 < α < β < L, the parallel
Schwarz waveform relaxation algorithm (3.17) converges, and satisfies the convergence
estimate

sup
t∈[0,T ]
x∈Ωj

|u(x, t)− u2k
j (x, t)| ≤

(
α(1− β)

β(1− α)

)k
sup
t∈[0,T ]

|u(Γj , t)− u0
j (Γj , t)|, (3.22)

where Γ1 := β and Γ2 := α.

Proof. Using Lemma 3.4 and Lemma 3.5, we obtain

||ek+1
1 (α, ·)||t = sup

t∈[0,T ]

|ek+1
1 (α, t)| ≤ ẽk+1

1 (α) =
α

β
||ek+1

1 (β, ·)||t,

||ek+1
2 (β, ·)||t = sup

t∈[0,T ]

|ek+1
2 (β, t)| ≤ ẽk+1

2 (β) =
L− β
L− α ||e

k+1
2 (α, ·)||t.

Now from the transmission conditions in the parallel Schwarz waveform relaxation
algorithm for the errors (3.18), we have ek+1

1 (β, t) = ek2(β, t) and ek+1
2 (α, t) = ek1(α, t),

and therefore

||ek+1
1 (α, ·)||t ≤

α

β
||ek2(β, ·)||t ≤

α

β

L− β
L− α ||e

k−1
1 (α, ·)||t,

||ek+1
2 (β, ·)||t ≤

L− β
L− α ||e

k
1(α, ·)||t ≤

α

β

L− β
L− α ||e

k−1
2 (β, ·)||t.

Now using again the transmission conditions ek+2
2 (α, t) = ek+1

1 (α, t) and ek+2
1 (β, t) =

ek+1
2 (β, t) on the left, and ek2(α, t) = ek−1

1 (α, t) and ek1(β, t) = ek−1
2 (β, t) on the right,

we obtain by induction

||e2k
2 (α, ·)||t ≤

(
α

β

L− β
L− α

)k
||e0

2(α, ·)||t,

||e2k
1 (β, ·)||t ≤

(
α

β

L− β
L− α

)k
||e0

1(β, ·)||t.

We can then conclude using again the maximum principle, which implies for j = 1, 2
that the error inside the subdomains is smaller than on the interfaces,

sup
t∈[0,T ]
x∈Ωj

|e2k
j (x, t)| ≤ ||e2k

j (Γj , ·)||T ,

with Γ1 := β and Γ2 := α.
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To prove superlinear convergence, we first need another auxiliary result which
bounds the errors on the bounded subdomains by simpler error functions on unbounded
subdomains.

Lemma 3.7. Let ek+1
j be the errors of the Schwarz waveform relaxation algorithm

(3.18). Then these errors are bounded by

|ek+1
j (x, t)| ≤ ēk+1

j (x, t),

where the functions ēk+1
j (x, t) are solutions of problems on unbounded domains which

tend to zero as x goes to ±∞,

∂tē
k+1
1 (x, t) = ∂xxē

k+1
1 (x, t) in (−∞, β)× (0, T ],

ēk+1
1 (x, 0) = 0 in (−∞, β),

ēk+1
1 (β, t) = ||ek2(β, ·)||t in (0, T ],

∂tē
k+1
2 (x, t) = ∂xxē

k+1
2 (x, t), in (α,∞)× (0, T ],

ēk+1
2 (x, 0) = 0 in (α,∞),

ēk+1
2 (α, t) = ||ek1(α, ·)||t in (0, T ].

(3.23)

Proof. The difference dj(x, t) := ēk+1
j (x, t)−ek+1

j (x, t) and the sum d̃j(x, t) := ēk+1
j (x, t)+

ek+1
j (x, t) satisfy again homogeneous heat equations in Ωj with zero initial conditions

and non-negative boundary conditions. Hence ēk+1
j (x, t) bounds |ek+1

j (x, t)| as in the
proof of Lemma 3.4.

We can thus study first the parallel Schwarz waveform relaxation algorithm for the
heat equation on unbounded domains,

∂tu
k+1
1 (x, t) = ∂xxu

k+1
1 (x, t) + f(x, t) in (−∞, β)× (0, T ],

uk+1
1 (x, 0) = u0(x) in (−∞, β),

uk+1
1 (β, t) = uk2(β, t) in (0, T ],

∂tu
k+1
2 (x, t) = ∂xxu

k+1
2 (x, t) + f(x, t), in (α,∞)× (0, T ],

uk+1
2 (x, 0) = u0(x) in Ω2,

uk+1
2 (α, t) = uk1(α, t) in (0, T ],

(3.24)

where we assume that the solutions go to zero when x goes to ±∞. The following
superlinear convergence result was first proved in [28] for unbounded domains as shown
here, and independently in [56] for bounded domains and the more general advection
diffusion case4.

Theorem 3.8 (Superlinear Convergence Estimate). For any 0 < α < β < L, the
parallel Schwarz waveform relaxation algorithm (3.24) converges, and satisfies the con-
vergence estimate

||u2k
j (Γj , ·)− u(Γj , ·)||T ≤ erfc(

(β − α)k√
T

)||u0
j (Γj , ·)− u(Γj , ·)||T , (3.25)

where Γ1 := β and Γ2 := α and the error complement function is defined by erfc(x) :=
2√
π

∫∞
x
e−s

2

ds.

Proof. The proof is obtained using the Laplace transform, which is for any integrable
function f and Laplace parameter s with <(s) > 0 defined by

f̂(s) :=

∫ ∞
0

f(t)e−stdt. (3.26)

4The two authors met at UCLA and discussed their findings during a seminar visit, and
compared the different proof techniques used.
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Like in the proof of Theorem 3.6, we study the error equations, but this time after
having transformed them using the Laplace transform5,

sêk+1
1 (x, s) = ∂xxê

k+1
1 (x, s) in (−∞, β),

êk+1
1 (β, s) = êk2(β, s)

sêk+1
2 (x, s) = ∂xxê

k+1
2 (x, s), in (α,∞),

êk+1
2 (α, s) = êk1(α, s).

(3.27)

The solutions which go to zero when x goes to ±∞ are

êk+1
1 (x, s) = êk2(β, s)e

√
s(x−β), êk+1

2 (x, s) = êk1(α, s)e−
√
s(x−α),

because <(s) > 0. We thus obtain when evaluating on the interfaces

êk+1
1 (α, s) = êk2(β, s)e

√
s(α−β), êk+1

2 (β, s) = êk1(α, s)e−
√
s(β−α),

and introducing one into the other leads to

êk+1
1 (α, s) = e−2

√
s(β−α)êk−1

1 (α, s), êk+1
2 (β, s) = e−2

√
s(β−α)êk−1

2 (β, s).

We thus obtain by induction

ê2k+1
1 (α, s) = e−2k

√
s(β−α)ê1

1(α, s), ê2k+1
2 (β, s) = e−2k

√
s(β−α)ê1

2(β, s).

Now from the transmission conditions, we have ê2k+2
2 (α, s) = ê2k+1

1 (α, s) and ê2k+2
1 (β, s) =

ê2k+1
2 (β, s) which we can replace on the left, and similarly ê2

2(α, s) = ê1
1(α, s) and

ê2
1(β, s) = ê1

2(β, s) which we replace on the right, which then leads to the relation

ê2k
2 (α, s) = (ρ(s))kê0

2(α, s), ê2k
1 (β, s) = (ρ(s))kê0

1(β, s),

with the convergence factor ρ(s) := e−2k
√
s(β−α). Now the inverse Laplace transform

of ρ(s) is given by

G(t) =
k(β − α)√

πt3
e−

k2(β−α)2

t , (3.28)

which one can obtain by a direct computation, or also using the Maple integral trans-
forms package:

with(inttrans);

G:=invlaplace(exp(-2*C*sqrt(s)),s,t) assuming positive;

We therefore obtain using the convolution Theorem of Laplace transforms, see Problem
3.2,

e2k
1 (β, t) =

∫ t

0

e0
1(β, t− τ)G(τ)dτ, e2k

2 (α, t) =

∫ t

0

e0
2(α, t− τ)G(τ)dτ,

and we can thus bound6

|e2k
1 (β, t)| ≤

∫ t

0

|e0
1(β, t− τ)G(τ)|dτ ≤ ||e0

1(β, ·)||T
∫ T

0

G(τ)dτ

= erfc(
(β − α)k√

T
)||e0

1(β, ·)||T ,

and similarly for |e2k
1 (α, t)|.

5The Laplace transform transforms the time derivative into a multiplication by s, ∂tf(t)→
sf̂(s)− f(0), and the initial error is zero, see also Problem 3.3.

6The last integration requires a change of variables, or can be performed easily in Maple,
int(G,t=0..T) assuming positive; with G from the Maple commands above.
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Theorem 3.8 shows the superlinear convergence of the Schwarz waveform relaxation
algorithm on unbounded domains. Superlinear convergence holds however also on
bounded domains, as the following corollary shows.

Corollary 3.9. The same superlinear convergence result (3.25) also holds for the case
when the Schwarz waveform relaxation algorithm is used on bounded domains as in
(3.17).

Proof. Using Lemma 3.7, the errors in the Schwarz waveform relaxation algorithm
(3.17) on bounded domains defined by (3.18) are bounded by the errors obtained by
the same iteration on unbounded domains (3.23). It suffices therefore to start the
iteration in the unbounded domain iteration (3.23) with the errors from the bounded
domain iteration ||e0

j (Γj , ·)||t to obtain the result.

The superlinear convergence result also holds in the more general situation of
semilinear parabolic partial differential equations, see [29], and in higher spatial di-
mensions, see [53]. Note that the superlinear convergence rate in Schwarz waveform
relaxation algorithms given by (3.25) is faster than in classical waveform relaxation

methods shown in (3.14): using Stirlings formula k! ∼
√

2πk
(
k
e

)k
, we obtain for the

classical waveform relaxation

eL1T (L2T )k

k!
∼ eL1T (L2Te)

k

√
2πk

e−k log k,

while we have for Schwarz waveform relaxation with δ := β − α denoting the overlap

erfc(
δk√
T

) ∼
√
T√
πδk

e−
δ2

T
k2

,

which contracts asymptotically faster due to the k2 in the exponential, compared to
k log k for classical waveform relaxation. These asymptotic results can also be obtained
directly with Maple,

asympt((C*T)^k/k!,k,2) assuming positive;

asympt(erfc(k*d/sqrt(T)),k,2) assuming positive;

If the equation is a wave equation, then one obtains a rather different convergence
result, which was already discovered in the technical report [80], and then rediscovered
independently by the first author in his PhD thesis [28], see also [37]. To illustrate
this, we consider now the wave equation (1.15) in one spatial dimension as we have
seen in Chapter 1 as a model of the vibrating string, including also a forcing term
f(x, t),

∂ttu(x, t) = c2∂xxu(x, t) + f(x, t) in (0, L)× (0, T ],
u(x, 0) = u0(x) in (0, L),

∂tu(x, 0) = ũ0(x) in (0, L),
u(0, t) = g0(t) in (0, T ],
u(L, t) = gL(t) in (0, T ].

(3.29)

A parallel Schwarz waveform relaxation algorithm for the wave equation with the
two overlapping subdomains Ω1 = (0, β) and Ω1 = (α,L), α < β computes for k =
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Figure 3.9: Solution of the wave equation model problem over the time interval
T = 5.

0, 1, 2, . . .

∂ttu
k+1
1 (x, t) = c2∂xxu

k+1
1 (x, t) + f(x, t) in Ω1 × (0, T ],

uk+1
1 (x, 0) = u0(x) in Ω1,

∂tu
k+1
1 (x, 0) = ũ0(x) in Ω1,

uk+1
1 (0, t) = g0(t) in (0, T ],

uk+1
1 (β, t) = uk2(β, t) in (0, T ],

∂ttu
k+1
2 (x, t) = c2∂xxu

k+1
2 (x, t) + f(x, t), in Ω2 × (0, T ],

uk+1
2 (x, 0) = u0(x) in Ω2,

∂tu
k+1
2 (x, 0) = ũ0(x) in Ω2,

uk+1
2 (L, t) = gL(t) in (0, T ],

uk+1
2 (α, t) = uk1(α, t) in (0, T ],

(3.30)

and an initial guess for the solution is needed at x = α and x = β, i.e. u0
1(α, t)

and u0
2(β, t) to start the iteration. For a numerical experiment, we run the parallel

Schwarz waveform relaxation method on a domain of length L := 1 with zero initial
and boundary conditions, and the same source function f(x, t) := x4(1−x)4+10 sin(8t)
as for the heat equation. We show in Figure 3.9 the solution over the time interval
T = 5 for the wave speed c := 0.2. We discretized the wave equation with centered
finite differences in space and time with mesh size ∆x := 0.05 and ∆t = 0.025. For
solving the wave equation, we used the Matlab program

function u=WaveEquation(f,c,tspan,xspan,u0,u0t,gl,gr)

% WAVEEQUATION solves the wave equation with centered finite differences

% u=WaveEquation(f,c,Tspan,xspan,u0,u0t,gl,gr); solves the wave

% equation with wave speed c and forcing function f on the domain

% xspan and initial conditions in the vector u0 and u0t whose length

% determines the number of spatial gridpoints, and Dirichlet

% boundary conditions in the vectors gl and gr whose length

% determines the number of grid points in time. The corner points

% are taken from the boundary condition, not the initial condition,

% to avoid inacuracies due to the implementation of the derivative

% initial condition. The output matrix u contains the solution in

% time and space.

J=length(u0)-1; N=length(gl)-1; % determine grid

dt=(tspan(2)-tspan(1))/N; dx=(xspan(2)-xspan(1))/J; % mesh parameters
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x=(xspan(1):dx:xspan(2)); t=(tspan(1):dt:tspan(2))’;

u(1,:)=u0; % store initial data

u(2,:)=u0+dt*u0t; % derivative by Taylor

u(1:N+1,1)=gl(1:end); u(1:N+1,J+1)=gr(1:end); % store boundary data

e=ones(J-1,1);

for n=2:N,

u(n+1,2:J)=2*u(n,2:J)-u(n-1,2:J)+c^2*dt^2/dx^2*(u(n,3:J+1)...

-2*u(n,2:J)+u(n,1:J-1))+dt^2*feval(f,x(2:end-1),t(n));

end;

We now compute this solution using the parallel Schwarz waveform relaxation
algorithm and the subdomain parameters α := 0.4, β := 0.6. We show in Figure
3.10 the first iterations and corresponding errors of the parallel Schwarz waveform
relaxation algorithm for the time interval T = 5, starting with an initial guess equal
to zero on the interfaces. These results can be computed with analogous Matlab
commands like for the heat equation, see Problem 3.4. We see that the method also
converges as the iterations progress. The error however is eliminated through a very
different mechanisme, compared to the heat equation case shown in Figure 3.6: in the
error plots on the right in Figure 3.10, we see that the error vanishes identically on an
area in space-time starting at the initial line, while the error later in time is not really
diminishing.

To understand the convergence behavior of Schwarz waveform relaxation applied to
hyperbolic problems like the wave equation, the finite speed of propagation is essential.
The following Lemma contains the corresponding result needed for the wave equation.

Lemma 3.10. The solution of the wave equation (3.29) with zero source term and
initial conditions, f(x, t) = 0 and u0(x) = ũ0(x) = 0, and also gL(t) = 0, is for
t ≤ T := 1

c
L given by

u(x, t) =

{
0 if t ≤ 1

c
x,

g0(t− 1
c
x) if t > 1

c
x.

(3.31)

For a classical solution, g0(t) must also satisfy g0(0) = g′0(0) = g′′0 (0) = 0. If instead
g0(t) = 0 and gL(t) 6= 0, then the solution is

u(x, t) =

{
0 if t ≤ 1

c
(L− x),

gL(t+ 1
c
(L− x)) if t > 1

c
(L− x),

(3.32)

and again for a classical solution, we need gL(0) = g′L(0) = g′′L(0) = 0.

Proof. The proof is based on the characteristics of the wave equation along which
information propagates as illustrated in Figure 3.11 (see also Problem 1.8 to see how
such solutions are constructed). One can then verify the result by direct computation:
for the case when g0(t) 6= 0, we obtain in the region where the solution is non-zero

utt − c2uxx = ∂ttg0(t− 1

c
x)− c2∂xxg0(t− 1

c
x) = g′′0 (t− 1

c
x)− c2g′′0 (t− 1

c
x)

1

c2
= 0,

and in the region where the solution equals zero trivially utt − c2uxx = 0 holds, and
so the partial differential equation is satisfied, also accross the line t = 1

c
x because of

the assumption that g0(0) = g′0(0) = g′′0 (0) = 0. Since on the boundary we also have

u(0, t) = g0(t) for all t, and u(L, t) = 0 for 0 ≤ t ≤ T = 1
c
L,

see Figure 3.11 on the left, and on the initial line at t = 0

u(x, 0) = ∂tu(x, 0) = 0,

the solution (3.31) is the classical solution of this wave equation problem. The proof
for (3.32) is analogous.
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Figure 3.10: Iterations of the parallel Schwarz waveform realxation algorithm
(left) and associated errors (right) for iterations n = 1, 2, 3, 4 for the wave equa-
tion.
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x

T

0 L

t

slope 1
c

u(x, t) = g0(t− 1
cx)

u(x, t) = 0

x

T

0 L

t

slope − 1
c

u(x, t)=gL(t+ 1
c (L−x))

u(x, t) = 0

Figure 3.11: Characteristics along which information propagates in the wave
equation with zero source term and initial conditions, and one non-zero bound-
ary condition either on the left or on the right as in Lemma 3.10.

Note that for t > T = 1
c
L the solution is not of this form any more, since there is

a reflection from the zero boundary condition, so Lemma 3.10 only holds for t ≤ T as
stated. We can now prove that the Schwarz waveform relaxation algorithm applied to
the wave equation converges in a finite number of steps, it is a direct solver7.

Theorem 3.11. For the wave equation, the Schwarz waveform relaxation method
(3.30) converges in a finite number of steps: on the interfaces x = α, β, we have for
0 ≤ t ≤ T

u(α, t)− uk1(α, t) = u(β, t)− uk2(β, ·) = 0 as soon as k > Tc
β−α . (3.33)

Proof. We consider the equations for the errors ek+1
j (x, t) := u(x, t)−uk+1

j (x, t) in the
Schwarz waveform relaxation agorithm (3.30), which satisfy for k = 0, 1, 2, . . .

∂tte
k+1
1 (x, t) = c2∂xxe

k+1
1 (x, t) in Ω1 × (0, T ],

ek+1
1 (x, 0) = 0 in Ω1,

∂te
k+1
1 (x, 0) = 0 in Ω1,

ek+1
1 (0, t) = 0 in (0, T ],

ek+1
1 (β, t) = ek2(β, t) in (0, T ],

∂tte
k+1
2 (x, t) = c2∂xxe

k+1
2 (x, t), in Ω2 × (0, T ],

ek+1
2 (x, 0) = 0 in Ω2,

∂te
k+1
2 (x, 0) = 0 in Ω2,

ek+1
2 (L, t) = 0 in (0, T ],

ek+1
2 (α, t) = ek1(α, t) in (0, T ].

(3.34)

For k = 0, the initial errors e0
2(β, t) and e0

1(α, t) are arbitrary, since the initial guess
for the algorithm is arbitrary, but the initial errors are zero and also on the boundaries
at x = 0, L the errors are zero, since the initial and boundary conditions are known.
Hence using Lemma 3.10, we obtain that

e1
1(x, t) = 0 for t ≤ 1

c
(β − x), e1

2(x, t) = 0 for t ≤ 1
c
(x− α),

see Figure 3.12. Therefore on the interfaces for the next iteration, we have

7This is a bit like Gaussian elimination, which also finishes the solution of linear systems
in a finite number of steps!
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x

T

0 L

t

slope 1
cslope − 1

c

e1
1(x, t) = 0 e1

2(x, t) = 0

e2
1(x, t) = 0 e2

2(x, t) = 0

Figure 3.12: Convergence in a finite number of steps of Schwarz waveform re-
laxation applied to the wave equation.

e1
1(α, t) = 0 for t ≤ 1

c
(β − α), e1

2(β, t) = 0 for t ≤ 1
c
(β − α),

which implies that below the two new blue characteristics, see Figure 3.12, the errors
e2

1(x, t) and e2
2(x, t) will be zero. We thus obtain by induction on the interfaces that

ek1(α, t) = 0 for t ≤ k
c
(β − α), ek2(β, t) = 0 for t ≤ k

c
(β − α).

Hence if k ≥ Tc
β−α , we have ek1(α, t) = ek2(β, t) = 0 for t ≤ T which concludes the

proof.

Even though we proved this result only for the wave equation and a two subdomain
decomposition, one can clearly see that it also holds for many subdomains, and an
analogous result also holds for more general decompositions in higher dimensions and
for other hyperbolic equations, one needs only the finite speed of propagation; see for
example [37] for the wave equation in higher dimensions with arbitrary decompositions
and variable wave speed, and [50] for nonlinear conservation laws. Note however that
for hyperbolic problems, there is no convergence result on long time windows (0, T )
when T −→∞, which is very different from the heat equation case.

We have seen that Schwarz waveform relaxation algorithms have a convergence
behavior which depends in an important way on the partial differential equation that
is solved: on bounded time windows (0, T ), convergence in a finite number of steps is
achieved for hyperbolic problems, and super-linear convergence for parabolic problems.
Convergence also strongly depends on the length of the time window (0, T ) which is
used for the process. One way to improve the performance of Schwarz waveform
relaxation algorithms is thus to choose time windows (0, T1), (T1, T2) and so on and
then to run the algorithm first on the first time window (0, T1), and when it converged
on the next time window (T1, T2) and so on, to achieve faster convergence. We show
in the next section that one can also obtain much faster waveform relaxation methods
using the new concept of optimized transmission conditions.

3.4 Optimized Schwarz Waveform Relaxation
We then show that the Dirichlet conditions at the artificial interfaces
inhibit the information exchange between subdomains and therefore slow
down the convergence of the algorithm.

The author, Laurence Halpern and Frédéric Nataf, Optimal Conver-
gence for Overlapping and Non-Overlapping Schwarz Waveform Relax-
ation, 1999
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It was shown in [40] that the Dirichlet transmission conditions used for the infor-
mation exchange do not lead to good convergence behavior of the Schwarz waveform
relaxation algorithm. This observation holds for all types of partial differential equa-
tions, and also when the Schwarz algorithm is used to solve steady state problems
[84]. The key new idea to get better algorithms is to introduce more effective trans-
mission conditions between subdomains, which leads for the model problem of the heat
equation (3.16) to the new Schwarz waveform relaxation algorithm

∂tu
k+1
1 (x, t) = ∂xxu

k+1
1 (x, t) + f(x, t) in Ω1 × (0, T ],

uk+1
1 (x, 0) = u0(x) in Ω1,

uk+1
1 (0, t) = g0(t) in (0, T ],

(∂x + p)uk+1
1 (β, t) = (∂x + p)uk2(β, t) in (0, T ],

∂tu
k+1
2 (x, t) = ∂xxu

k+1
2 (x, t) + f(x, t), in Ω2 × (0, T ],

uk+1
2 (x, 0) = u0(x) in Ω2,

uk+1
2 (L, t) = gL(t) in (0, T ],

(∂x − p)uk+1
2 (α, t) = (∂x − p)uk1(α, t) in (0, T ].

(3.35)

Note that the only difference compared to the classical Schwarz waveform relaxation
algorithm (3.17) is the additional operator (∂x± p) in front of the transmission condi-
tions8. Here, we assume to start with that p > 0 is a parameter, so the transmission
conditions are of Robin type. Since one can optimize this parameter to get a faster
method, such methods are called optimized Schwarz waveform relaxation methods.

In order to understand the convergence behavior of this new class of Schwarz
waveform relaxation methods, we assume for simplicity as in (3.24) that the domain
Ω = R and the subdomains are Ω1 = (−∞, β) and Ω2 = (α,∞), which due to Lemma
3.7 gives us a good indication of the performance also on bounded domains9. Like in
the proof of Theorem 3.8, we study the error equations after a Laplace transform with
Laplace parameter s,

sêk+1
1 (x, s) = ∂xxê

k+1
1 (x, s) in (−∞, β),

(∂x + p)êk+1
1 (β, s) = (∂x + p)êk2(β, s),

sêk+1
2 (x, s) = ∂xxê

k+1
2 (x, s), in (α,∞),

(∂x − p)êk+1
2 (α, s) = (∂x − p)êk1(α, s).

(3.36)

The solutions which go to zero when x goes to ±∞ are of the form

êk+1
1 (x, s) = Ck+1

1 (s)e
√
s(x−β), êk+1

2 (x, s) = Ck+1
2 (s)e−

√
s(x−α),

because <(s) > 0. To determine the constants Ck+1
j , j = 1, 2, we use the transmission

conditions, to get at x = β when explicitly computing the derivatives

(∂x + p)êk+1
1 (β, s) = Ck+1

1 (s)(
√
s+ p) = (∂x + p)êk2(β, s)

= Ck2 (s)(−
√
s+ p)e−

√
s(β−α),

(3.37)

and similarly at x = α

(∂x − p)êk+1
2 (α, s) = Ck+1

2 (s)(−
√
s− p) = (∂x − p)êk1(α, s)

= Ck1 (s)(
√
s− p)e

√
s(α−β).

(3.38)

8In a more general setting, ∂x represents the outer normal derivative ∂n of the respective
subdomain at the interface.

9This is in general the case for diffusive problems, but very different if wave propagation
problems are treated, due to reflections from the outer boundaries, see for example [41].
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Note the last exponent is also negative, since α > β, and solving for the constant
Ck2 (s) at iteration k, we obtain

Ck2 (s) =

√
s− p

−
√
s− p

e−
√
s(β−α)Ck−1

1 (s).

Inserting this into the relation (3.37), we obtain

Ck+1
1 (s) =

(√
s− p√
s+ p

)2

e−2
√
s(β−α)Ck−1

1 (s),

and similarly also for the second constant,

Ck+1
2 (s) =

(√
s− p√
s+ p

)2

e−2
√
s(β−α)Ck−1

2 (s).

The convergence factor of the optimized Schwarz waveform relaxation algorithm is
therefore

ρR(s, p) =

(√
s− p√
s+ p

)2

e−2
√
s(β−α), (3.39)

and we obtain by induction for j = 1, 2

C2k
j (s) = (ρR(s, p))k C0

j (s).

This implies for the Laplace transformed error functions

ê2k
1 (x, s) = (ρR(s, p))k ê0

1(x, s), ê2k
2 (x, s) = (ρR(s, p))k ê0

2(x, s). (3.40)

Note that if we allowed p to be a more general operator than just a positive real number,
we could choose here p :=

√
s to make the convergence factor vanish identically,

ρR(s,
√
s) ≡ 0. This best possible choice leads to convergence in two iterations, since

the errors at iteration k = 2 vanish then also identically, and such algorithms are called
optimal Schwarz waveform relaxation [40, 41]. Unfortunately the choice p :=

√
s leads

after a Laplace back-transform to non-local operators in time, the so-called Dirichlet
to Neumann (DtN) operators, and is thus more complicated to implement than just p
a positive constant, and also more costly to run.

Optimized Schwarz waveform relaxation methods use local approximations of the
DtN operators. In order to obtain a convergence estimate for our optimized Schwarz
waveform relaxation algorithm using (3.40), we take the Laplace transform formula

êkj (x, s) =

∫ ∞
0

ekj (x, t)e−stdt,

and extend the errors ekj (x, t) by zero continuously for t < 0, which is possible since
ekj (x, 0) = 0. We can then write for Laplace parameter s := η + iω

êkj (x, s) =

∫ ∞
−∞

ekj (x, t)e−stdt =

∫ ∞
−∞

ekj (x, t)e−ηte−iωtdt.

This shows that the Laplace transform can be interpreted as a Fourier transform
in time of the weighted error functions ekj (x, t)e−ηt. Using the Parseval-Plancherel
identity, we obtain for the L2 norm equivalent values if measured either in Laplace
space or in time,

||êkj (x, η + i·)||2 = ||ekj (x, ·)e−η·||2.
We can thus obtain a weighted L2 convergence estimate for the optimized Schwarz
waveform relaxation algorithm from (3.40),

||e2k
j (x, ·)e−η·||2 = ||ê2k

j (x, η + i·)||2
= ||(ρR(η + i·, p))2kê0

j (x, η + i·)||2
≤ supω∈R |ρR(η + iω, p)|2k||ê0

j (x, η + i·)||2
= supω∈R |ρR(η + iω, p)|2k||e0

j (x, ·)||2.

(3.41)
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Figure 3.13: Convergence factor for optimized Schwarz waveform relaxation
applied to the heat equation as function of the complex Laplace parameter
s := η + iω, with overlap (left) and without (right).

In order to estimate the convergence factor in this weighed L2 norm, we set
√
s :=

x+ iy, which implies

√
s =

√
η + iω =

√
η +

√
η2 + ω2

2
± i

√
−η +

√
η2 + ω2

2
=: x± iy. (3.42)

We can then compute

|ρR(η + i·, p)|2 =

∣∣∣∣√s− p√
s+ p

∣∣∣∣2 ∣∣∣e−√s(β−α)
∣∣∣2

=

∣∣∣∣x+ iy − p
x+ iy + p

∣∣∣∣2 ∣∣∣e−(x+iy)(β−α)
∣∣∣2

=
(x− p)2 + y2

(x+ p)2 + y2
e−2x(β−α).

(3.43)

The convergence factor is therefore smaller than one for all ω ∈ R, if η > 0 and
p > 0, since then x > 0 and the fraction in front of the exponential in the last line
of (3.43) is smaller than one, while the exponential is bounded by one, even if α = β.
The optimized Schwarz waveform relaxation method thus converges in the weighted
L2 norm, and this even if there is no overlap, α = β, which removes the contraction
stemming from the exponential factor in the last line of (3.43). We show in Figure 3.13
two plots of the convergence factor as a function of ω and η in the positive complex
half plane. These plots were obtained with the simple Maple commands

R:=((x-p)^2+y^2)/((x+p)^2+y^2)*exp(-2*x*delta);

x:=evalc(Re(sqrt(eta+I*w)));

y:=evalc(Im(sqrt(eta+I*w))) assuming positive;

delta:=1/10;p:=2;plot3d(R,w=-200..200,eta=0..1);

and it is instructive to run them and turn the convergence factor plot to clearly see
how the behavior is in η and ω. We clearly see that the convergence factor approaches
one when ω and η go to zero, but also that it is less than one as soon as η > 0. Also
the overlap helps tremendously as soon as the Fourier frequency ω becomes large.

101



t

ekj

0
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Figure 3.14: Heuristic estimate of the smallest Fourier frequency π
2T and largest

Fourier frequency π
∆t in a numerical setting.

So how should one choose the parameter p > 0 in order to obtain fast convergence?
From (3.41), the parameter should be chosen to minimize the convergence factor,

p = argmin
p>0

sup
ω∈R
|ρR(η + iω, p)|2.

We first note from (3.42) that x and y are even functions of ω, and thus it suffices
to take the sup only for ω ≥ 0, a symmetry also visible in Figure 3.13. Now ω =
0 corresponds to a constant function in time, and since the error equals zero for
t = 0, the constant mode can not be part of the error in the iteration. In fact, in
a numerical computation on the interval [0, T ], we can heuristically argue that the
smallest frequency ωmin present in the error is π

2T
, see Figure 3.14, and the largest

frequency is limited by the time step, ωmax = π
∆t

. We can thus for the numerical
computation even minimize in the L2 norm setting η = 0, since we only need to solve
the minimization problem away from ω = 0,

p = argmin
p>0

sup
ω∈[ωmin,ωmax]

|ρR(iω, p)|2.

For η = 0, the convergence factor simplifies further, since then x and y become iden-
tical, as we see from (3.42), and setting

ξ :=

√
ω

2
= x ≡ y,

and denoting the overlap by δ := β − α, the convergence factor in modulus squared
becomes

R(ξ, p, δ) := |ρR(iω, p)|2 =
(ξ − p)2 + ξ2

(ξ + p)2 + ξ2
e−2ξδ. (3.44)

The new parameter ξ ∈ [ξmin, ξmax] with ξmin :=
√

ωmin
2

=
√

π
4T

and ξmax :=
√

ωmax
2

=√
π

2∆t
. We show in Figure 3.15 this convergence factor for various values of the pa-

rameter p both with and without overlap. We see that a good choice of p can make
the maximum of the numerically relevant convergence factor very small: with overlap
for the given example on the left, a good choice seems to be p = 2, since then the
maximum of the convergence factor becomes smaller than 0.2, which means very fast
convergence, compared to p = 1000 which gives a convergence factor larger than 0.8
and is close to the classical Dirichlet condition with such a big value of p. Without
overlap on the right in Figure 3.15, we see that a good choice is p ≈ 3, which gives a
convergence factor bounded by about 0.4. There is therefor clearly an optimal choice
p∗, and it is different for the overlapping and non-overlapping case. The following
theorem shows this optimal choice for both cases.
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Figure 3.15: Convergence factors for optimized Schwarz waveform relaxation
applied to the heat equation for η = 0 and various values of the Robin parameter
p, with overlap (left) and without (right).

Theorem 3.12 (Best parameter choice for OSWR for the heat equation). The solution
of the min-max problem

p = argmin
p>0

sup
ξ∈[ξmin,ξmax]

R(ξ, p, δ)

with R(ξ, p, δ) defined in (3.44) without overlap, δ = 0, is given by

p∗ =
√

2ξminξmax, (3.45)

and the associated convergence factor is bounded by

R(ξmin, p
∗, 0) =

ξmax + ξmin − p∗

ξmax + ξmin + p∗
. (3.46)

With overlap δ > 0, the solution is for δ small given by

p∗ ∼
(
ξ2
min

δ

) 1
3

, (3.47)

and the associated convergence factor is bounded by

R(ξmin, p
∗, δ) = 1− 4ξ

1
3
minδ

1
3 . (3.48)

Proof. Without overlap, δ = 0, as illustrated in Figure 3.15 on the right, the solution
of the min-max problem is achieved by equioscillation,

R(ξmin, p
∗, 0) = R(ξmax, p

∗, 0). (3.49)

To prove this, it suffices to compute the derivative of R with respect to p,

∂pR(ξ, p, 0) =
4ξ(p2 − 2ξ2)

(p2 + 2pξ + 2ξ2)2
,

which shows that when p <
√

2ξmin increasing p decreases R(ξ, p, 0) for all relevant
ξ ∈ [ξmin, ξmax], and similarly when p >

√
2ξmax, decreasing p decreases R(ξ, p, 0)
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also for all relevant ξ ∈ [ξmin, ξmax]. Therefore the optimal p∗ must lie in the interval
[
√

2ξmin,
√

2ξmax]. The derivative also shows that R(ξmin, p, 0) increases when p starts
increasing from

√
2ξmin, and R(ξmax, p, 0) decreases. By continuity, the minimum is

thus achieved by the equioscillation in (3.49). Solving this equation gives directly the
optimized choice p∗ in (3.47), which when inserted into R(ξmax, p

∗, 0) gives (3.46).
With overlap δ > 0, we see in Figure 3.15 on the left that the solution of the

min-max problem is also achieved by equioscillation,

R(ξmin, p
∗, δ) = R(ξ̄, p∗, δ), (3.50)

where ξ̄ is an interior maximum, which we can compute explicitly,

ξ̄ =

√
p(1 +

√
1− δ2p2 − 2δp)
√

2δ
.

The equioscillation equation can however not be solved in closed form, only asymp-
totically, which leads to the results in the theorem.

It is convenient to perform computations like in the proof of the previous theorem
using Maple. For example for the non-overlapping case, one can use

R:=((xi-p)^2+xi^2)/((xi+p)^2+xi^2)*exp(-2*xi*delta);

delta:=0;

factor(diff(R,p));

xi:=ximin;R1:=R;

xi:=ximax;R2:=R;

psols:=solve(R1=R2,p);

p:=psols[2];

simplify(R);

asympt(R,ximax,2);

where we used the last command to expand the solution for large ξmax =
√

π
2∆t

, i.e.
when the time discretization step ∆t goes to zero, which leads to

R(ξmax, p
∗, 0) ∼ 1− 2

√
2

√
ξmin

ξmax
= 1− 2

7
4
√
ξmin

π
1
4

∆t
1
4 .

In the overlapping case, one can use the Maple commands

R:=((xi-p)^2+xi^2)/((xi+p)^2+xi^2)*exp(-2*xi*delta);

xi:=ximin;R1:=R; # keep first maximum

xi:=’xi’;

Rp:=simplify(diff(R,xi));

xi:=xib;

R2:=R; # keep second maximum

R2p:=Rp; # and derivative there

xi:=’xi’;

xisols:=solve(R2p,xib); # find vanishing derivative location

xib:=xisols[1];

p:=Cp*delta^(-1/3); # educated guess for behavior of p*

se1:=series(R1,delta,1);

se2:=series(R2,delta,1) assuming positive;

Cpsols:=solve(op(2,se1)=op(2,se2),Cp);

Cp:=Cpsols[1];

p; # asymptotically optimized p*

se1; # and correponding convergence

se2; # factor
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Note that we need to have an educated guess for the asymptotic behavior of p∗ in
Maple to perform the expansion. More details for the heat equation can be found in
[36].

We now use this optimized Schwarz waveform relaxation algorithm to solve the
same heat equation model problem as in Figure 3.5 (left) for the long time interval
T = 5, using the same subdomain parameters α := 0.45, β := 0.55, which led to
the iterates of the classical Schwarz waveform relaxation algorithm and errors shown
in Figure 3.6. We show in Figure 3.16 the first iterations and corresponding errors
of the optimized parallel Schwarz waveform relaxation algorithm, starting with an
initial guess equal to zero on the interfaces (for implementation details in Matlab, see
Problem 3.6). We see that convergence is extremely fast, compared to the classical
algorithm in Figure 3.16. We plot the error as function of the iteration number to
illustrate this further in Figure 3.17. Using the optimized parameter from Theorem
3.12 has a tremendous influence on the performance of these methods: already in
the first iteration we gain an order of magnitude in the error reduction, and at each
following iteration the contraction is much faster. Furthermore, these methods can also
be used without overlap, we show an example in Figure 3.18. Convergence without
overlap is still much faster than for the classical Schwarz waveform relaxation method
with overlap we have seen in Figure 3.16.

For the non-overlapping variant of the optimized Schwarz waveform relaxation
algorithm, there is also a different technique to prove convergence, namely by energy
estimates.

Theorem 3.13 (Convergence by Energy Estimates). Without overlap, δ = β − α =
0, the Schwarz waveform relaxation algorithm 3.35 on the domain Ω = (0, L) with
subdomains Ω1 = (0, α) and Ω2 = (α,L) converges, i.e.

lim
k→∞

sup
t∈(0,T ]

∫
Ωj

(u(x, t)− ukj (x, t))2dx = 0. (3.51)

Proof. We multiply the error equations corresponding to 3.35, namely

∂te
k
1(x, t) = ∂xxe

k
1(x, t) in Ω1 × (0, T ],

ek1(x, 0) = 0 in Ω1,

ek1(0, t) = 0 in (0, T ],

(∂x + p)ek1(α, t) = (∂x + p)ek−1
2 (α, t) in (0, T ],

∂te
k
2(x, t) = ∂xxe

k
2(x, t), in Ω2 × (0, T ],

ek2(x, 0) = 0 in Ω2,

ek2(L, t) = 0 in (0, T ],

(∂x − p)ek2(α, t) = (∂x − p)ek−1
1 (α, t) in (0, T ],

(3.52)

by ekj and integrate over the domain Ωj to obtain∫ α

0

(∂te
k
1(x, t))ek1(x, t)dx−

∫ α

0

(∂xxe
k
1(x, t))ek1(x, t)dx = 0,∫ L

α

(∂te
k
2(x, t))ek2(x, t)dx−

∫ L

α

(∂xxe
k
2(x, t))ek2(x, t)dx = 0.

Now integration by parts in space, and using that integration in space and derivatives
in time commute and that the errors on the outer boundaries vanish, we get

1

2
∂t

∫ α

0

(ek1(x, t))2dx+

∫ α

0

(∂xe
k
1(x, t))2dx− (∂xe

k
1(α, t))ek1(α, t) = 0,

1

2
∂t

∫ L

α

(ek2(x, t))2dx+

∫ L

α

(∂xe
k
2(x, t))2dx+ (∂xe

k
2(α, t))ek2(α, t) = 0.
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Figure 3.16: Iterations of the overlapping optimized parallel Schwarz wave-
form relaxation algorithm (left) and associated errors (right) for iterations
n = 1, 2, 3, 4 on the long time interval T = 5.
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Figure 3.17: Error as a function of the iteration when the classical and optimized
Schwarz waveform relaxation algorithm is used for the heat equation model
problem.

Now we use for the terms at the interface α the identity

ab =
1

4p
((a+ pb)2 − (a− pb)2)

that holds for all a, b ∈ R, and obtain

1

2
∂t

∫ α

0

(ek1(x, t))2dx+

∫ α

0

(∂xe
k
1(x, t))2dx +

1

4p
(∂xe

k
1(α, t)− pek1(α, t))2 (3.53)

=
1

4p
(∂xe

k
1(α, t) + pek1(α, t))2,

1

2
∂t

∫ L

α

(ek2(x, t))2dx+

∫ L

α

(∂xe
k
2(x, t))2dx +

1

4p
(∂xe

k
2(α, t) + pek2(α, t))2 (3.54)

=
1

4p
(∂xe

k
2(α, t)− pek2(α, t))2.

Using the transmission conditions in (3.52), we can replace the right hand sides by
terms from the previous iteration,

1

4p
(∂xe

k
1(α, t) + pek1(α, t))2 =

1

4p
(∂xe

k−1
2 (α, t) + pek−1

2 (α, t))2,

1

4p
(∂xe

k
2(α, t)− pek2(α, t))2 =

1

4p
(∂xe

k−1
1 (α, t)− pek−1

1 (α, t))2.

Now summing the two equations (3.53) and (3.54) with the right hand sides replaced,
we obtain

1

2
∂t

∫ α

0

(ek1(x, t))2dx+

∫ α

0

(∂xe
k
1(x, t))2dx+

1

2
∂t

∫ L

α

(ek2(x, t))2dx+

∫ L

α

(∂xe
k
2(x, t))2dx

+
1

4p
(∂xe

k
1(α, t)− pek1(α, t))2 +

1

4p
(∂xe

k
2(α, t) + pek2(α, t))2

=
1

4p
(∂xe

k−1
2 (α, t) + pek−1

2 (α, t))2 +
1

4p
(∂xe

k−1
1 (α, t)− pek−1

1 (α, t))2.

The interface terms on the left and right hand side of the equal sign are the same,
only the iteration index differs by one, so if we sum over the iteration index, we get a
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Figure 3.18: Iterations of the non-overlapping optimized parallel Schwarz wave-
form relaxation algorithm (left) and associated errors (right) for iterations
n = 1, 2, 3, 4 on the long time interval T = 5.
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telescopic sum, all interface terms cancel, except for the first and last one, and we get

K∑
k=1

(
1

2
∂t

∫ α

0

(ek1(x, t))2dx+
1

2
∂t

∫ L

α

(ek2(x, t))2dx

)

+

K∑
k=1

(∫ α

0

(∂xe
k
1(x, t))2dx

∫ L

α

(∂xe
k
2(x, t))2dx

)
+

1

4p
(∂xe

K
1 (α, t)− peK1 (α, t))2 +

1

4p
(∂xe

K
2 (α, t) + peK2 (α, t))2

=
1

4p
(∂xe

0
2(α, t) + pe0

2(α, t))2 +
1

4p
(∂xe

0
1(α, t)− pe0

1(α, t))2.

Integrating now in time using the fact that the errors at time t = 0 vanish, and
neglecting the positive term at iteration index K on the left of the equal sign, we get
the inequality

K∑
k=1

1

2

(∫ α

0

(ek1(x, t))2dx+

∫ L

α

(ek2(x, t))2dx

)

+
K∑
k=1

∫ t

0

(∫ α

0

(∂xe
k
1(x, τ))2dx+

∫ L

α

(∂xe
k
2(x, τ))2dx

)
dτ

≤ 1

4p

∫ t

0

(
(∂xe

0
2(α, τ) + pe0

2(α, τ))2 + (∂xe
0
1(α, τ)− pe0

1(α, τ))2) dτ.
This inequality holds for all K, and since the right hand side is just a number indepen-
dent of K, we can let K go to infinity, which shows that both terms in the sums on the
left need to go to zero for the sums to remain bounded, since they are non-negative.
The result in the theorem then follows from the first of these sums.

We see from the proof that this technique of energy estimates only works for non-
overlapping variants of the algorithm, since we need the telescopic sum property for
the terms to cancel, which would not work with overlap, the terms being evaluated
at β 6= α in that case. The proof technique is however very general, works easily also
for more subdomains and in higher dimensions with general geometries, and is going
back to the seminal work of Lions [75] for Laplace type problems, and Despres [21] for
the Helmholtz equation. A disadvantage of energy techniques is that we do not get
naturally a convergence factor estimate, in contrast to the Laplace analysis approach.

Optimized Schwarz waveform relaxation methods can also be used for wave equa-
tions. For the one dimensional wave equation (3.29), an optimized Schwarz waveform
relaxation method with two subdomains would be very similar to the classical one in
3.30, only the transmission conditions need to be modified, and we get on the real line
Ω = R with the two subdomains Ω1 = (−∞, α) and Ω1 = (β,∞)10

∂ttu
k+1
1 (x, t) = c2∂xxu

k+1
1 (x, t) + f(x, t) in Ω1 × (0, T ],

uk+1
1 (x, 0) = u0(x) in Ω1,

∂tu
k+1
1 (x, 0) = ũ0(x) in Ω1,

uk+1
1 (0, t) = g0(t) in (0, T ],

(∂x + p)uk+1
1 (β, t) = (∂x + p)uk2(β, t) in (0, T ],

∂ttu
k+1
2 (x, t) = c2∂xxu

k+1
2 (x, t) + f(x, t), in Ω2 × (0, T ],

uk+1
2 (x, 0) = u0(x) in Ω2,

∂tu
k+1
2 (x, 0) = ũ0(x) in Ω2,

uk+1
2 (L, t) = gL(t) in (0, T ],

(∂x − p)uk+1
2 (α, t) = (∂x − p)uk1(α, t) in (0, T ].

(3.55)

10The behavior on bounded domains can also be analyzed, but then one has to treat reflec-
tions from the outer boundaries, see [41].
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Like for the heat equation, we consider the equations for the errors ekj := u − ukj ,
j = 1, 2, which after a Laplace transform in time with with Laplace parameter s are

s2êk+1
1 (x, s) = c2∂xxê

k+1
1 (x, s), in (−∞, β),

(∂x + p)êk+1
1 (β, s) = (∂x + p)êk2(β, s),

s2êk+1
2 (x, s) = c2∂xxê

k+1
2 (x, s), in (α,∞),

(∂x − p)êk+1
2 (α, s) = (∂x − p)êk1(α, s).

(3.56)

Bounded solutions for s := η + iω with η ≥ 0 are of the form

êk+1
1 (x, s) = Ck+1

1 (s)e
s
c

(x−β), êk+1
2 (x, s) = Ck+1

2 (s)e−
s
c

(x−α).

To determine the constants Ck+1
j , j = 1, 2, we use again the transmission conditions,

to get at x = β when explicitly computing the derivatives

(∂x + p)êk+1
1 (β, s) = Ck+1

1 (s)(
s

c
+ p) = (∂x + p)êk2(β, s) = Ck2 (s)(−s

c
+ p)e−

s
c

(β−α),

(3.57)
and similarly at x = α

(∂x − p)êk+1
2 (α, s) = Ck+1

2 (s)(−s
c
− p) = (∂x − p)êk1(α, s) = Ck1 (s)(

s

c
− p)e

s
c

(α−β).

(3.58)
Solving for the constant Ck2 (s) at iteration k, we obtain

Ck2 (s) =
s
c
− p

− s
c
− pe

− s
c

(β−α)Ck−1
1 (s).

Inserting this into the relation (3.57) yields

Ck+1
1 (s) =

( s
c
− p

s
c

+ p

)2

e−2 s
c

(β−α)Ck−1
1 (s),

and similarly also for the second constant,

Ck+1
2 (s) =

( s
c
− p

s
c

+ p

)2

e−2 s
c

(β−α)Ck−1
2 (s).

The convergence factor of the optimized Schwarz waveform relaxation algorithm for
the wave equation is therefore

ρR(s, p) =

( s
c
− p

s
c

+ p

)2

e−2 s
c

(β−α), (3.59)

very similar to the heat equation, see (3.39), only
√
s is replaced by s/c, and we obtain

by induction for j = 1, 2
C2k
j (s) = (ρR(s, p))k C0

j (s).

This implies for the Laplace transformed error functions

ê2k
1 (x, s) = (ρR(s, p))k ê0

1(x, s), ê2k
2 (x, s) = (ρR(s, p))k ê0

2(x, s). (3.60)

Now for the one dimensional wave equation, we could indeed choose p := s
c
, since

multiplication by s in the Laplace domain corresponds after back-transform to a time
derivative, and this optimal Schwarz waveform relaxation algorithm with a vanish-
ing convergence factor can be used in practice, one just needs to implement local
transmission conditions of the form ∂x ± 1

c
∂t. In higher dimensions however, or when

the computational domain is bounded, the optimal choice becomes again a non-local
operator, see [41, 37].
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Table 3.1: Space-time decomposition for Parareal Schwarz Waveform Relaxation

Optimized Schwarz waveform relaxation methods have been developed and ana-
lyzed intensively over the past two decades, for a complete treatment of advection
reaction diffusion equations see [38, 7], and for the wave equation, see [41, 37]. An
overview for steady problems and references can be found in [30]. We show in Figure
3.19 as an illustration for an advection reaction diffusion equation and a decomposi-
tion into eight overlapping subdomains how much faster optimized Schwarz waveform
relaxation methods converge compared to classical Schwarz waveform relaxation meth-
ods. While the Dirichlet transmission conditions in the left column greatly inhibit the
information exchange, the absorbing conditions (here second order Taylor conditions)
lead almost magically to a very good approximation already in the very first itera-
tion. For more information, see [38, 7]. Waveform relaxation methods should thus
never be used with classical transmission conditions, also when applied to circuits;
optimized transmission conditions have also been proposed and analyzed for circuits,
see for example [1, 2] and references therein.

Other domain decomposition methods for steady problems have also been recently
proposed and analyzed for time dependent problems: for the convergence properties
of the Dirichlet-Neumann and Neumann-Neumann Waveform Relaxation algorithms,
see [79, 70, 45, 46], and also [63] for well posedness.

It is also naturally possible to combine the multiple shooting method and the
Schwarz waveform relaxation methods, which leads to a space-time decomposition of
the form shown in Figure 3.1. A Parareal Schwarz waveform relaxation algorithm for
such decompositions was proposed in [42] and analyzed in [43], where its superlinear
convergence was proved. A method where waveform relaxation is used as a solver
within parareal was proposed in [78]. All these methods iterate simultaneously on sets
of unknowns in the space-time domain, as the space-time multigrid methods we will
see next.

3.5 Problems

Problem 3.1. Prove the Gronwall Lemma 3.2.

Problem 3.2. Prove the Convolution Theorem of Laplace transforms.

Problem 3.3. Prove that the Laplace transform of f ′(t) is sf̂(s)− f(0).

Problem 3.4. Implement the parallel Schwarz waveform relaxation algorithm for the
wave equation and reproduce the results in Figure ??. Experiment also with different
wave speeds c and overlap parameters α and β. What do you observe?

111



0 1 2 3 4 5 6
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

u
time = 0.000

0 1 2 3 4 5 6
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

u

time = 0.000

0 1 2 3 4 5 6
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

u

time = 0.200

0 1 2 3 4 5 6
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

u

time = 0.200

0 1 2 3 4 5 6
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

u

time = 0.400

0 1 2 3 4 5 6
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

u

time = 0.400

0 1 2 3 4 5 6
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

u

time = 0.600

0 1 2 3 4 5 6
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

u

time = 0.600

Figure 3.19: Snapshots in time of the first classical Schwarz waveform relaxation
iteration in the left column, and the first optimized Schwarz waveform relaxation
iteration in the right column: the exact solution is shown in solid red, and the
Schwarz waveform relaxation approximation in dashed blue
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Problem 3.5. Study the min-max problem for the overlapping optimized Schwarz
waveform relaxation algorithm applied to the heat equation in the weighted L2 norm for
η > 0, and determine the asymptotically optimized parameter p∗ and its dependence
on the weight η > 0. Test your result in numerical experiments and describe your
findings.

Problem 3.6. Implement the optimized Schwarz waveform relaxation algorithm sim-
ilarly to the classical one in this Chapter, and reproduce the results in Figures 3.16,
3.17 and 3.18.
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Chapter 4

Time Multigrid Methods

A multi-grid iteration for solving parabolic partial differential equations
is presented. It is characterized by the simultaneous computation of
several time steps in one step to the computational process.

Wolfgang Hackbusch, Parabolic Multi-Grid Methods, 1984

We study the method which is obtained when a multi-grid method (in
space) is first applied directly to a parabolic initial-boundary value prob-
lem, and discretization in time is done only afterwards.

Christian Lubich and Alexander Ostermann, Multi-Grid Dynamic Itera-
tion for Parabolic Equations, 1987

By contrast, the method presented in this paper treats the whole of the
space-time problem simultaneously. Thus the multigrid operations of
smoothing and coarse grid correction are defined on all of the space-
time variables of a given grid level. The method is characterized by
a coarsening strategy with prolongation and restriction operators which
depend at each grid level on the degree of anisotropy of the discretization
stencil.

Graham Horton and Stefan Vandewalle, A Space-Time Multigrid Method
for Parabolic Partial Differential Equations, 1995

The methods we have seen so far were designed to be naturally parallel: the time
decomposition methods based on shooting use many processors along the time axis,
the waveform relaxation methods use many processors in the space dimensions. The
multigrid methods we see in this section are not naturally parallel in the same sense,
but their components can be executed very efficiently in parallel. These methods work
simultaneously on the entire space-time domain, as indicated in Figure 4.1.

The first such method was invented by Hackbusch [59], which he called parabolic
multi-grid method, see the quote above, and it is based on a smoothing iteration
which is performed over several time levels sequentially. It has excellent convergence
properties when coarsening is in space only, but does not work well when coarsening in
time is used. A continuous variant of the parabolic multigrid method using waveform
relaxation as the smoother was then presented by Lubich and Ostermann [76], and
when discretized, one obtains again the parabolic multigrid method. Horton and
Vandewalle [64] proposed then for the first time a general multigrid method that allows
for coarsening both in space and time with adapted multigrid components to the high
anisotropy in the time direction. The parareal algorithm from Section 2.3 can also
be interpreted as a multigrid method in time, with aggressive coarsening and slightly
special smoother [51]; see also MGRIT (Multigrid In Time) [24], which is a parareal
variant with overlap [47], but written in algebraic multigrid notation and used with
many levels and not necessarily aggressive coarsening. We will then investigate how the
coarsening difficulty in time due to anisotropy can also be overcome differently, which
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Figure 4.1: Space-time multigrid methods work simultaneously on the entire
space-time domain

leads to a block Jacobi smoother and a space-time multigrid method for parabolic
problems using standard components that has excellent convergence and scalability
properties, up to billions of processors [48].

4.1 Parabolic Multigrid

The first space-time multigrid method was the parabolic multigrid method developed
by Hackbusch in [59]. Like other multigrid methods, the smoother can be naturally
implemented in parallel in space, and in the parabolic multigrid method, the smoother
operates over many time levels, so that interpolation and restriction can be performed
in parallel in space-time.

In order to explain the method, we consider the one dimensional heat equation
(3.16) as in Chapter 3, namely

∂tu(x, t) = ∂xxu(x, t) + f(x, t) in Ω× (0, T ], Ω := (0, L),
u(x, 0) = u0(x) in Ω,
u(0, t) = g0(t) in (0, T ],
u(L, t) = gL(t) in (0, T ].

(4.1)

We discretize the equation by centered finite differences in space and Backward Euler
in time to obtain

un+1 − un
∆t

= Lun+1 + fn+1, (4.2)

where the discretized Laplacian matrix is given by

L :=
1

∆x2



−2 1
1 −2 1

1 −2
. . .

. . .
. . .

1 −2

 ∈ RJ×J . (4.3)

An example for such a space time mesh and J = 7 is shown in Figure 4.2.
Hackbusch makes the following comment about the time stepping equation (4.2):

“The conventional approach is to solve (4.2) time step by time step; un+1

is computed from un, then un+2 from un+1 etc. The following process
will be different. Assume that un is already computed or given as an
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Figure 4.2: Simple example of a space-time mesh with J = 7 = 23 − 1 mesh
points in space.

initial state. Simultaneously, we shall solve for un+1, un+2, . . . , un+k in
one step of the algorithm.”

In the method of Hackbusch, one starts with a standard smoother for the linear system
to be solved at each time step, obtained by solving the time stepping equation (4.2)
for un+1,

(I −∆tL)︸ ︷︷ ︸
A

un+1 = un + ∆tfn+1︸ ︷︷ ︸
b

. (4.4)

To obtain a standard smoother like damped Jacobi (Hackbusch used Gauss-Seidel), one
partitions the matrix A into its lower triangular, diagonal and upper triangular part,
A = L + D + U , D := diag(A), and then performs for iteration index k = 0, 1, . . . , ν
the iteration

uk+1
n+1 = ukn+1 + αD−1(b−Aukn+1), (4.5)

where α ∈ (0, 1] is a relaxation or damping parameter. One could use this Jacobi
iteration to solve directly (4.4) at each time step tn just performing enough iterations,
as we illustrate in Figure 4.3 for our model problem from Section 3.3 with solution
shown in Figure 3.5 (left). These results were obtained with the Matlab statements

l=7; J=2^l-1; % mesh points in space

e=ones(J,1); dx=1/(J+1); x=(0:dx:1)’; % spatial mesh

L=1/dx^2*spdiags([e -2*e e],[-1 0 1],J,J); % discrete Laplacian

T=5; N=J; dt=T/N; t=(0:dt:T); % time mesh

u0=@(x) zeros(size(x)); % initial condition

gl=@(t) zeros(size(t)); % boundary conditions

gr=@(t) zeros(size(t));

f=@(x,t) x.^4.*(1-x).^4+10*sin(8*t); % source function

for n=1:N % compute rhs b for reuse

b(:,n)=dt*feval(f,x(2:end-1),t(n+1)); % source function

b(1,n)=b(1,n)+dt/dx^2*gl(t(n+1)); % boundary conditions

b(end,n)=b(end,n)+dt/dx^2*gr(t(n+1));

end;

u(:,1)=u0(x); % set initial and boundary

u(1,1:N+1)=gl(t); u(end,1:N+1)=gr(t); % conditions

A=speye(size(L))-dt*L; % time stepping matrix

for n=1:N % compute exact solution

u(2:end-1,n+1)=A\(u(2:end-1,n)+b(:,n)); % exact BE

end
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Figure 4.3: Approximate solution after ν = 5000, 1000, 100 and 5 Jacobi itera-
tion steps with damping parameter α = 1.

uBE=u; % keep exact BE solution

D=diag(diag(A));

NU=[5000 1000 100 5]

for l=1:length(NU)

nu=NU(l) % use nu Jacobi steps

for n=1:N

v=u(2:end-1,n); % use initial guess from

for j=1:nu % previous time step

v=v+D\(u(2:end-1,n)+b(:,n)-A*v); % for Jacobi iteration

end; % with no damping

u(2:end-1,n+1)=v;

end

mesh(x,t,u’); xlabel(’x’); ylabel(’t’);

title([’Approximation after nu=’ num2str(nu) ’ Jacobi steps’]);

axis([0 1 0 5 -1 1]); pause;

end

and we see that with 5000 Jacobi steps one basically obtains the solution, but less
steps do not suffice, and with 5 steps we barely get anything from the solution.

The idea of the parabolic multigrid algorithm is to use this Jacobi iteration now
just as a smoother, not as a solver, with damping parameter α = 1/2 or α = 2/3
as we will see later in equation (4.8) and the arguments right after. Note that the
smoothing process is sequential in time: one first has to finish the smoothing iteration
at time step n in order to obtain uνn, before one can start the smoothing iteration at
time step n+ 1, since uνn is needed in the right hand side, b = uνn + ∆tfn+1 when uνn
from Jacobi is used to approximate un. After smoothing, one restricts in the parabolic
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Figure 4.4: Original figure of Hackbusch about the coarsening in the parabolic
multigrid method

multigrid method the residual in space-time like in a classical multigrid method to a
coarser grid, where one solves then a coarse problem (using the method recursively
in practice). Hackbusch first only considers coarsening in space, as shown in Figure
4.4. We can test this approach with the following Matlab commands, to be executed
after the ones above. We first have to generate a prolongation operator P (by linear
interpolation), a restriction operator R and a coarse problem, which we will explain
in detail (see (4.14) for P , (4.15) and 4.16 for R, and (4.17) and (4.18) for the coarse
operator Ac):

Jc=(J+1)/2-1; % coarse grid points

P=sparse(J,Jc); % prolongation by

for j=1:Jc % interpolation

P(2*j,j)=1; P(2*j-1,j)=0.5; P(2*j+1,j)=0.5;

end;

R=0.5*P’; % restriction by transpose

Lc=R*L*P; % coarse matrix by Galerkin

Ac=speye(size(Lc))-dt*Lc; % coarsening in space only

xc=x(1:2:end); % coarse spatial mesh

We can now test the two grid variant of the parabolic multigrid method with damped
Jacobi smoother using the following Matlab statements. We start with a random
initial guess to see how the algorithm acts on the various frequency components in the
error:

u=uBE; % random initial guess

u(2:end-1,2:end)=rand(J,N); % with correct ic and bc

nu=5; al=0.5; K=10;

for k=1:K

for n=1:N % presmooting

v=u(2:end-1,n+1); % use initial guess from

for j=1:nu % previous time step

v=v+al*(D\(u(2:end-1,n)+b(:,n)-A*v)); % for Jacobi iteration

end; % with damping alpha

u(2:end-1,n+1)=v;

end

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title([’Error after ’ num2str(nu) ’ presmoothing steps, iteration k=’ num2str(k)]);

pause

for n=1:N % compute residual

r(:,n)=u(2:end-1,n)+b(:,n)-A*u(2:end-1,n+1);

end;

rc=R*r; % restrict residual in space
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Figure 4.5: Error after 5 presmoothing steps, the coarse correction and 5 post
smoothing steps in the first and second parabolic two-grid iteration with semi-
coarsening in space.

uc=zeros(Jc+2,1); % zero ic for correction

for n=1:N % coarse correction

uc(2:end-1,n+1)=Ac\(uc(2:end-1,n)+rc(:,n));% by exact BE

end

u(2:end-1,:)=u(2:end-1,:)+P*uc(2:end-1,:); % add coarse correction

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title([’Error after coarse correction, iteration k=’ num2str(k)]);

pause

for n=1:N % postsmooting

v=u(2:end-1,n+1); % use initial guess from

for j=1:nu % previous time step

v=v+al*(D\(u(2:end-1,n)+b(:,n)-A*v)); % for Jacobi iteration

end; % with damping alpha

u(2:end-1,n+1)=v;

end

err(k)=max(max(abs(uBE-u)));

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title([’Error after ’ num2str(nu) ’ postsmoothing steps, iteration k=’ num2str(k)]);

pause

end

We show in Figure 4.5 the error after presmoothing, after the coarse correction and
after postsmoothing for the first two iterations. We see that after the the first 5
presmoothing steps the error has become smooth, and the following coarse correction
reduces it by about a factor 20 (!), followed by a further reduction by the 5 postsmooth-
ing steps. The same happens in the second iteration, note the different scale on the
vertical axis, the parabolic multigrid method converges very fast with semi-coarsening
in space.

In order to understand these good smoothing properties, it is instructive to perform
a Fourier Local Analysis (FLA). In this approach, one forgets the initial and boundary
conditions of the problem, and just looks how the finite difference stencil acts on a
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Figure 4.6: Smoothing properties for the Jacobi smoother in the parabolic multi-
grid method.

give Fourier mode in the error,

ukn,j := Ckω,ξe
iωn∆teiξj∆x. (4.6)

To consider the damped Jacobi iteration (4.5) for the error, we set the right hand side
b to zero, and thus obtain on one spatial grid point when inserting the Fourier mode
(4.6) the relation

Ck+1
ω,ξ e

iω(n+1)∆teiξj∆x = Ckω,ξe
iω(n+1)∆teiξj∆x + α

(
−∆x2

2

)(
−C

k
ω,ξe

iω(n+1)∆teiξ(j+1)∆x−2Ckω,ξe
iω(n+1)∆teiξj∆x+Ckω,ξe

iω(n+1)∆teiξ(j−1)∆x

∆x2

)
,

where the factor −∆x2

2
comes from the term D−1 and the last factor is one line in the

finite difference Laplacian L. Dividing on both sides by eiω(n+1)∆teiξj∆x, we obtain
for the amplitude the simplified relation

Ck+1
ω,ξ = (1− α(1− cos ξ∆x))Ck+1

ω,ξ ,

and thus the convergence factor for this Fourier mode is

ρ(ξ, α) = 1− α(1− cos ξ∆x), (4.7)

where ξ∆x ∈ (−π, π), or ξ ∈ (− π
∆x
, π

∆x
) to cover all possible values that can be

attained. We show in Figure 4.6 this convergence factor for various values of the
relaxation parameter α which was obtained using the Maple commands

rho:=1-alpha*(1-cos(xi*dx));

dx:=1/10;

alpha:=1; R1:=rho; alpha:=2/3; R2:=rho; alpha:=1/2; R3:=rho;

plot([R1,R2,R3],xi=-Pi/dx..Pi/dx,axes=boxed,legend=["alpha=1","alpha=2/3","alpha=1/2"]);
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We see that for α = 1 both the high frequencies, ξ large in modulus, and the low
frequencies, ξ close to zero, convergence is very slow, since the convergence factor is
close to one or minus one. For α = 1

2
, high frequencies converge very fast, since the

convergence factor is close to zero, and thus for this value of α damped Jacobi is a
good smoother in space, since ξ represents frequencies in space. The choice α = 2

3
is

in between. To understand where this choice is coming from, we can ask what is the
best choice of α such that the high half of the frequencies, ξ ∈ ±(π

2
, π) are damped as

much as possible. This requires to solve the min-max problem

α = argmin
α

max
ξ∈(π

2
,π)
|ρ(ξ, α)|, (4.8)

where we only maximize over positive ξ due to symmetry of ρ(ξ, α) in ξ. The solution of
the min-max problem (4.8) is given by equioscillation like for many of these Chebyshev
type problems, i.e. the best choice α∗ satisfies

−ρ(
π

2
, α∗) = ρ(π, α∗) ⇐⇒ −(1− α∗) = 1− 2α∗,

which leads to the choice α∗ = 2
3

we have seen in the plot. The remaining error
components after a few such smoothing steps are then low frequency, ξ ∈ (−π

2
, π

2
) and

can thus well be represented on a by a factor 2 coarser grid with mesh size 2∆x.
However what happens if we also want to coarsen in time, which is the direction

we are mostly interested in for time parallel methods? We can easily test this using
the following Matlab commands, to be executed right after the previous Matlab code
above:

Nc=(N+1)/2-1; % coarse grid points in time

Pc=sparse(N,Nc); % prolongation by interpolation

for j=1:Nc

Pc(2*j,j)=1; Pc(2*j-1,j)=0.5; Pc(2*j+1,j)=0.5;

end;

Rc=0.5*Pc’; % restriction by transpose

Pc(end,end)=1; % no zero bc in time at the end

Ac=speye(size(Lc))-2*dt*Lc; % coarsening in time also

u=uBE; % random initial guess

u(2:end-1,2:end)=rand(J,N); % with correct ic and bc

al=0.5; nu=5; K=10;

for k=1:K

for n=1:N % presmooting

v=u(2:end-1,n+1); % use initial guess from

for j=1:nu % previous time step

v=v+al*(D\(u(2:end-1,n)+b(:,n)-A*v)); % for Jacobi iteration

end; % with damping alpha

u(2:end-1,n+1)=v;

end

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title([’Error after ’ num2str(nu) ’ presmoothing steps, iteration k=’ num2str(k)]);

pause

for n=1:N % compute residual

r(:,n)=u(2:end-1,n)+b(:,n)-A*u(2:end-1,n+1);

end;

rc=R*r; % restrict residual in space

rc=rc*Rc’; % restrict residual in time

uc=zeros(Jc+2,1); % zero ic for correction

for n=1:Nc % coarse correction

uc(2:end-1,n+1)=Ac\(uc(2:end-1,n)+rc(:,n));% exact BE using 2*dt
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Figure 4.7: Error after 5 presmoothing steps, the coarse correction and 5 post
smoothing steps in the first and second parabolic multigrid iteration with full
coarsening in space and time.

end

u(2:end-1,2:end)=u(2:end-1,2:end)+P*uc(2:end-1,2:end)*Pc’;

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title([’Error after coarse correction, iteration k=’ num2str(k)]);

pause

for n=1:N % postsmooting

v=u(2:end-1,n+1); % use initial guess from

for j=1:nu % previous time step

v=v+al*(D\(u(2:end-1,n)+b(:,n)-A*v)); % for Jacobi iteration

end; % with damping alpha

u(2:end-1,n+1)=v;

end

errc(k)=max(max(abs(uBE-u)));

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title([’Error after ’ num2str(nu) ’ postsmoothing steps, iteration k=’ num2str(k)]);

pause

end

We show in Figure 4.7 the error after presmoothing, after the coarse correction and
after postsmoothing for the first two iterations we obtain. Comparing with the results
with coarsening in space only in Figure 4.5, we see that convergence is much much
slower, the parabolic multigrid method is not effective any more when we also coarsen
in time. This becomes even more clear when we plot the error as a function of the
iteration in Figure 4.8 (left), the parabolic two-grid method converges only extremely
slowly with space and time coarsening, all efficiency is lost. To see why this is, we
show in Figure 4.8 (right) the error after the second iteration slightly turned and we
see that there is no smoothing in the time direction in this method, which explains
why we can not coarsen in time. A new idea is needed in order to obtain an true space
time multigrid method.

A time continuous variant of the parabolic multigrid method was presented and
analyzed by Lubich and Ostermann [76]:

“Multi-grid methods are known to be very efficient solvers for elliptic
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space-time revealing why coarsening in time is not possible in the parabolic
multigrid method.

equations. Various approaches have also been given to extend multi-grid
techniques to parabolic problems. A common feature of these approaches
is that mult-grid methods are applied only after the equation has been
discretized in time. In the present note we shall rather apply multi-
grid (in space) directly to the evolution equation.”

This led to the so-called Multigrid Waveform Relaxation algorithm, for which the
authors obtained a complete convergence analysis. Unfortunately the time direction
being continuous, the question of coarsening in time is not addressed, and in fact when
discretized in time, we obtain again the parabolic multigrid method of Hackbusch, as
the authors explain:

“For the case when the same step-size is used at all the nodes of a level,
we regain the method proposed by Hackbusch to which our results will
apply in particular.”

The first to address the problem of coarsening in time were Horton and Vandewalle
in [64]. They first show that time coarsening does not lead to multigrid performance,
since the entire space-time problem is very anisotropic because of the time direction.
To address this issue, they explain that one could either use line smoothers, which is
related to the multigrid waveform relaxation algorithm, or the following two remedies:

1. Adaptive semi-coarsening in space or time depending on the anisotropy,

2. Prolongation operators only forward in time.

For the heat equation with finite difference discretization and Backward Euler, BDF2
and Crank-Nicolson, Horton and Vandewalle perform a detailed Local Fourier Anal-
ysis, and show that good contraction rates can be obtain for space-time multigrid
V-cycles, although not quite mesh independent. F-cycles are needed to get completely
mesh independent convergence rates. These results are illustrated by numerical ex-
periments for 1d and 2d heat equations.

4.2 Time Multigrid for the Dahlquist Equation

In order to understand the failure of coarsening in time, we now study time coarsening
only for the Dahlquist equation (1.7),

∂tu = λu, u(0) = 0, λ ∈ C, (4.9)
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where we chose directly a zero initial condition to obtain an error equation with solu-
tion u(t) = 0. Applying Backward Euler in time, we obtain

un+1 − un
∆t

= λun+1 ⇐⇒ (1− λ∆t)un+1 − un = 0.

Writing these equations simultaneously for many time steps leads to the linear system
(1− λ∆t)
−1 (1− λ∆t)

−1
. . .

. . .
. . .


︸ ︷︷ ︸

A


u1

u2

u3

...


︸ ︷︷ ︸

u

=


f1

f2

f3

...


︸ ︷︷ ︸

f

. (4.10)

Using a Jacobi smoother for this linear system Au = f with damping parameter α
gives

uk+1 = uk + αD−1(f −Auk) = uk − α

1− λ∆t
Auk. (4.11)

In order to study convergence properties of this iteration, we use again Fourier Local
Analysis (FLA), and thus insert a Fourier mode only in time,

ukn := Ckωe
iωn∆t.

Note that this Fourier mode does not satisfy the zero initial condition, but in FLA
one does not consider initial and boundary conditions, the Jacobi iteration (4.11) is
only considered on one time line,

uk+1
n = ukn −

α

1− λ∆t
((1− λ∆t)ukn − ukn−1,

and inserting the Fourier mode leads for the amplitude to

Ck+1
ω = Ckω −

α

1− λ∆t

(
(1− λ∆t)Ckω − Ckωe−iω∆t

)
=

(
1− α+

αe−iω∆t

1− λ∆t

)
Ckω.

The convergence factor of this damped Jacobi iteration is thus

ρ(ω, α) =

(
1− α+

αe−iω∆t

1− λ∆t

)
, ω∆t ∈ (−π, π). (4.12)

Plotting the convergence factor in modulus for λ = −1, ∆t = 1/10 and different values
of α, we obtain the result shown in Figure 4.9 on the left, and we see that damped
Jacobi is actually a smoother in time for λ = −1! The good choice for α is close to
0.5 for this value of λ, since the curve is close to zero for large negative and positive
frequencies ω in time. The best choice here is determined by the α∗ which brings
the modulus as close as possible to zero for the largest frequency. We thus have to
compute the derivative of the modulus and find its root, which we can do using the
Maple commands

rho:=1-alpha*(1-exp(-I*w*dt)/(1-lambda*dt));

R:=simplify(evalc(abs(rho)^2)); # compute modulus squared

Rp:=diff(R,alpha); # derivative

aopt:=solve(Rp=0,alpha); # find where derivative=0

w:=Pi/dt; # evaluate at wmax

aopt;
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Figure 4.9: Left: Smoothing properties for the Jacobi smoother applied to the
Dahlquist equation. Right: α∗ for best smoothing properties as a function of λ.

This gives for the optimal choice for smoothing in time the formula

α∗ =
∆t2λ2 − 3∆tλ+ 2

∆t2λ2 − 4∆tλ+ 4
. (4.13)

With this choice, we get ρ(±π, α∗) = 0, so there is maximal damping on the highest
frequencies in time, and this for all λ. From (4.13), we see that for λ small, the best
choice is indeed α∗ ≈ 1

2
. We show in Figure 4.9 on the right the dependence of α∗

on λ for negative values of λ, which corresponds to typical modes obtained in a heat
equation, and we see that α∗ approaches 1 for large negative λ.

We illustrate in Figure 4.10 how damped Jacobi applied to the Dahlquist equation
is indeed an effective smoother. These result were obtained with the Matlab commands

l=6; % can later become number of levels

N=2^l-1; % number of gridpoints in time

T=1; dt=T/N; t=0:dt:T; % time grid

la=-1; % Dahlquist parameter

e=ones(N,1);

A=spdiags([-e (1-dt*la)*e],[-1 0],N,N); % BE time stepping matrix

u0=0;

al=0.5; % Jacobi relaxation parameter

rng(’default’); u=rand(N,1); % random initial guess

for i=1:20

plot(t,[u0;u],’-’);

xlabel(’t’);ylabel([’error iter = ’ num2str(i-1)])

u=u-al*(1-dt*la)*A*u; % damped Jacobi

pause

end;

We can therefore use a multigrid method in time with damped Jacobi as a smoother:
for the system (4.19), a simple two grid method reads

uk+ 1
3 = S(f ,uk, ν1) ; % presmoothing ν1 Jacobi steps (4.11)

uk+ 2
3 = uk+ 1

3 + PA−1
c R(f −Auk+ 1

3 ) % coarse correction

uk+1 = S(f ,uk+ 2
3 , ν2) ; % postsmoothing ν2 Jacobi steps (4.11)
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Figure 4.10: Damped Jacobi in time as a smoother for the Dahlquist equation:
initial guess and then iteration k = 1, 2, 4, 8, 16 from top left to bottom right for
λ = −1 and α = 1

2 .

t
0 = t0 t1 t2 t3 t4 t5 t6 t7 = T

Figure 4.11: Simple example of a fine time mesh (filled circles) and a coarse
time (squares), with N = 7 = 23− 1 fine mesh points in time, not including the
initial condition node at t = t0 = 0.

Here P is a prolongation operator, which needs to interpolate fine mesh values from
coarse ones, for example by linear interpolation, e.g.

P =



1
2

1
1
2

1
2

1
1
2

1
2

1
1
2


∈ R7×3 (4.14)

for the case of seven fine mesh points and three coarse ones in time, as illustrated in
Figure 4.11. We see that P just takes the average of two neighboring coarse points
for the fine point in the middle of them, or the value of the coarse node when it is
also a fine node. The operator R is a restriction operator which transfers information
from the fine to the coarse grid. This can either be achieved by injection, just picking
the value at the corresponding fine node for the coarse node, i.e. for the example in
Figure 4.11

R =

 0 1 0
0 1 0

0 1 0

 ∈ R3×7, (4.15)
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Figure 4.12: Performance of the two grid method in time for the Dahlquist
equation with λ = −1, ν = 4 and α = 1

2 for iteration k = 1, 2, 3, 4, 5, 6.

or with a matrix obtained from the prolongation P using its weighted transpose,

R =
1

2
PT =

1

2

 1
2

1 1
2
1
2

1 1
2
1
2

1 1
2

 ∈ R3×7. (4.16)

This second choice provides a weighed average of the value of the fine node at the
location of the coarse node and its neighbors, and is thus often called full weighting.
The coarse matrix Ac can either be a rediscretization of the problem on the coarse
grid with time step 2∆t, i.e. for the example in Figure 4.11

Ac =

 1− λ2∆t
−1 1− λ2∆t

−1 1− λ2∆t

 ∈ R3×3, (4.17)

or one can use the restriction and prolongation operators to define a coarse matrix,
which is often called the Galerkin approach,

Ac = RAP, (4.18)

where an averaged version of the fine matrix A is used.
We show in Figure 4.12 The first six two grid iterations in each case after the

smoothing and the following coarse correction. These results were obtained with the
following Matlab commands to be executed after the Matlab commands just above for
testing the smoother:

Nc=2^(l-1)-1; % coarse grid size

P=sparse(N,Nc); % prolongation by interpolation

for j=1:Nc

P(2*j,j)=1; P(2*j-1,j)=0.5; P(2*j+1,j)=0.5;

end;

R=0.5*P’; % restriction

Ac=R*A*P; % coarse matrix by Galerkin

nu=4; % number of presmoothing steps
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Figure 4.13: Left: error decay for the two grid method applied to the Dahlquist
equation corresponding to the iterates in Figure 4.12. Right: dependence on
the choice of the relaxation parameter α of the error after k = 10 iterations.

al=0.5 % Jacobi relaxation parameter

rng(’default’); u=rand(N,1);

for k=1:10

err(k)=max(abs(u));

for i=1:nu % presmoothing

u=u-al*(1-dt*la)*A*u;

plot(t,[u0;u],’-’); xlabel(’t’);ylabel(’error’)

% axis([0 1 -0.1 1])

%pause

end;

rc=R*(-A*u); % compute coarse correction

u=u+P*(Ac\rc);

hold on; plot(t,[u0;u],’-r’); hold off

legend(’before coarse’,’after coarse’)

pause

end;

We see that convergence is very fast, the two grid method in time is very effective for
the Dahlquist equation. We show in Figure 4.13 on the left how fast the error decays
as a function of the iteration. On the right in Figure 4.13 we show the error after 10
iterations of the two-grid cycle for varying parameter α with one pre-smoothing step
for λ = −1, and we see that the best error reduction is achieved for a value of α ≈ 1

2
,

as predicted by the smoothing analysis.
So why is the Jacobi-smoother here effective for the Dahlquist equation, while it

was not working for the heat equation in the parabolic multigrid method? What is
the main difference? The main difference is that in the Jacobi smoother (4.11) that
works for the Dahlquist equation, we have a division by 1 − λ∆t, since in the all at
once system (4.19) for the Dahlquist equation we have to divide by the diagonal for
Jacobi. Therefore, if instead of the Dahlquist test equation ∂tu = λu we have the heat
equation ∂tu = ∆u, to have similar behavior, we need to divide by the entire diagonal
block, i.e. we need to use a block Jacobi smoother to have effective smoothing behavior
in time, which leads to the new and highly effective space-time multigrid method for
parabolic problems in the next section.
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4.3 Space Time Multigrid Methods

We now consider the one dimensional heat equation, discretized in time by backward
Euler and in space by centered finite differences, which leads to a similar all at once
system as we have seen for Dahlquist’s equation in (4.19), namely

(I − L∆t)
−I (I − L∆t)

−I
. . .

. . .
. . .


︸ ︷︷ ︸

A


u1

u2

u3

...


︸ ︷︷ ︸

u

=


f1
f2
f3
...


︸ ︷︷ ︸

f

, (4.19)

with the discrete Laplacian L from (4.3). To get comparable smoothing behavior also
in time, we need to divide by the diagonal block I − L∆t, as we divided by 1 − λ∆t
in the Dahlquist equation case, in order to obtain an effective smoother. Just using a
point Jacobi smoother as in the parabolic multigrid method is not enough, the time
direction is too anisotropic.

In order to study the performance of the block Jacobi smoother, we perform again
a local Fourier analysis (LFA). Considering the general Fourier mode in space and
time (4.6), we first look at what happens when the spatial operator L is applied to it.
Neglecting boundaries, we just need to study one of the interior difference equations
applied to the Fourie mode (4.6), which leads to

Ckω,ξe
iωn∆t 1

∆x2

(
eiξ∆x − 2 + e−iξ∆x

)
eiξj∆x = Ckω,ξ

2(cos ξ∆x− 1)

∆x2
eiωn∆teiξj∆x.

We thus obtain the same convergence factor as for the Dahlquist equation, we only
need to replace λ by

λ := −2(cos ξ∆x− 1)

∆x2
,

which leads to the convergence factor

ρ(ω, ξ, α) = 1− α

(
1− e−iω∆t

1 + 2 ∆t
∆x2 (1− cos ξ∆x)

)
, ω∆t ∈ (−π, π), ξ∆x ∈ (−π, π).

(4.20)
In order to get an idea for how one should choose the parameter α in this block Jacobi
smoother, we show in Figure 4.14 the convergence factor in modulus for an example
with ∆t = ∆x = 0.1. We see that for α small, the high frequencies both in time and
space are not damped very much. Increasing α improves this, but when α becomes
too large, the damping in time becomes worse. Since we are mostly interested in the
time direction, we focus first on the time to determine an α which leads to guaranteed
good smoothing in time.

Lemma 4.1 (Optimal parameter choice for smoothing in time). The best choice of
the damping parameter α to obtain a good smoother in time from the block Jacobi
smoother for the heat equation is

α∗ =
1

2
, (4.21)

which guarantees that all high frequencies in time, ω ∈ ±( π
2∆t

, π
∆t

) are multiplied by
at least the factor 1√

2
.

Proof. We first compute the derivative with respect to ω of the convergence factor in
modulus,

∂ω|ρ(ω, ξ, α)|2 = −2α(1− α)
∆x2∆t sin(ω∆t)

2∆t(1− cos(ξ∆x)) + ∆x2
. (4.22)
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Figure 4.14: Convergence factor of the block Jacobi smoother in space and time
for relaxation parameters α = 0.25, 0.5, 0.75, 0.9.

This derivative is negative for positive ω, and positive for negative ω, see also Figure
4.14. Thus the maximum for ω ∈ ( π

2∆t
, π

∆t
) is attained at ω = π

2∆t
, and similarly for

negative ω at ω = − π
2∆t

. Computing also a derivative with respect to ξ, we get

∂ξ|ρ(ω, ξ, α)|2 = − 4α2∆x5∆t sin(ω∆t)

(2∆t(1− cos(ξ∆x)) + ∆x2)3
, (4.23)

which is also monotonic and thus the maximum is attained at ξ = 0. The worst
smoothing in time is thus at (ω, ξ) = (± π

2∆t
, 0), see also Figure 4.14, and the conver-

gence factor value in modulus at this location is

|ρ(± π

2∆t
, 0, α)|2 = (1− α)2α2,

and this value is minimized for α = α∗ = 1
2
, for which |ρ(± π

2∆t
, 0, 1

2
)| = 1√

2
.

This lemma shows that with this choice of α, the block Jacobi smoother is always
smoothing in time, and one can thus always perform a coarse correction on a coarser
grid in time.

We next study under which condition the block Jacobi method is also a good
smoother in space, and one can thus also coarsen in space in the space-time multigrid
method.

Lemma 4.2 (Condition for smoothing in space). With the optimal choice for smooth-
ing in time, α = α∗ = 1

2
, we obtain also a multiplication by at least the factor 1√

2
for

high frequencies in space, ξ ∈ ±( π
2∆x

, π
∆x

), provided that the mesh parameters satisfy
the relation

µ :=
∆t

∆x2
≥ 1√

2
. (4.24)
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Proof. By the monotonicity from (4.22), the maximum is attained at ω = 0, and the
derivative in (4.23) shows that the worst smoothing in space is then at ξ = π

2∆x
, where

a direct computation gives

|ρ(0,
π

2∆x
, α∗)| = µ+ 1

2µ+ 1
.

In order for this expression to give at least the same smoothing factor 1√
2

as the
smoothing in time, we need to solve the inequality

µ+ 1

2µ+ 1
≤ 1√

2
⇐⇒

√
2(µ+ 1) ≤ 2µ+ 1 ⇐⇒

√
2− 1 ≤ (2−

√
2)µ ⇐⇒ µ ≥ 1√

2
,

which concludes the proof.

One can thus also use a coarse correction in space if ∆t
∆x2 ≥ 1√

2
, which leads to the

following result.

Theorem 4.3 (Space-time multigrid coarsening). In the Space-Time Multi-Grid (STMG)
method with block Jacobi smoother applied to the all at once space time system of the
one dimensional heat equation discretized by Backward Euler in time and centered
finite differences in space, and the best choice of the relaxation parameter for time
smoothing α∗ = 1

2
, one can always perform coarsening in time, and in space one can

also use coarsening provided the condition ∆t
∆x2 ≥ 1√

2
holds on the current level.

Proof. For the two level method, this is a direct consequence of Lemma 4.1 and Lemma
4.2, and the extension to the multilevel case follows by the fact that for the multigrid
method, the two grid correction is simply applied recursively.

The two grid space-time multigrid method in Matlab looks as follows:

l=7; % with the choice l=3 and

J=2^l-1; % N=(J+1)*2^(3*l)-1 the

N=J; % space coarsening condition

e=ones(J,1); % fails, try it

dx=1/(J+1); x=(0:dx:1)’;

A=1/dx^2*spdiags([e -2*e e],[-1 0 1],J,J);

T=5; dt=T/N; t=(0:dt:T);

u0=@(x) zeros(size(x));

gl=@(t) zeros(size(t)); gr=@(t) zeros(size(t));

f=@(x,t) x.^4.*(1-x).^4+10*sin(8*t);

for n=1:N % compute rhs b for reuse

b(:,n)=dt*feval(f,x(2:end-1),t(n+1)); % source function

b(1,n)=b(1,n)+dt/dx^2*gl(t(n+1)); % boundary conditions

b(end,n)=b(end,n)+dt/dx^2*gr(t(n+1));

end;

u(:,1)=u0(x); u(1,1:N+1)=gl(t); u(end,1:N+1)=gr(t);

G=speye(size(A))-dt*A;

for n=1:N % compute exact solution

u(2:end-1,n+1)=G\(u(2:end-1,n)+b(:,n)); % exact BE

end

uBE=u;

Jc=(J+1)/2-1; % coarse grid size

P=sparse(J,Jc); % prolongation by interpolation

for j=1:Jc
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P(2*j,j)=1; P(2*j-1,j)=0.5; P(2*j+1,j)=0.5;

end;

R=0.5*P’; % restriction

Ac=R*A*P; % coarse matrix by Galerkin

Nc=(N+1)/2-1;

Pt=sparse(N,Nc); % prolongation by interpolation

for j=1:Nc

Pt(2*j,j)=1; Pt(2*j-1,j)=0.5; Pt(2*j+1,j)=0.5;

end;

Rt=0.5*Pt’; % restriction

Pt(end,end)=1; % no final zero bc in time

Gc=speye(size(Ac))-2*dt*Ac; % coarsening in time also

rng(’default’) % random initial guess

u(2:end-1,2:end)=rand(J,N); % with correct ic and bc

errcxt(1)=max(max(abs(uBE-u)));

for k=1:10

for j=1:nu % use nu block Jacobi steps

uo=u; % block Jacobi is parallel

for n=1:N

u(2:end-1,n+1)=(1-al)*uo(2:end-1,n+1)+al*(G\(uo(2:end-1,n)+b(:,n)));

end;

end

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title(’Error after presmoothing’);

pause

for n=1:N % compute residual

r(:,n)=u(2:end-1,n)+b(:,n)-G*u(2:end-1,n+1);

end;

rc=R*r; % restrict residual in space

rc=rc*Rt’; % restrict residual in time

uc=zeros(Jc+2,1); % zero ic for correction

for n=1:Nc % coarse correction

uc(2:end-1,n+1)=Gc\(uc(2:end-1,n)+rc(:,n)); % exact BE using 2*dt

end % extend in space and time

u(2:end-1,2:end)=u(2:end-1,2:end)+P*uc(2:end-1,2:end)*Pt’;

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title(’Error after coarse correction’);

pause

for j=1:nu % use nu block Jacobi steps

uo=u;

for n=1:N

u(2:end-1,n+1)=(1-al)*uo(2:end-1,n+1)+al*(G\(uo(2:end-1,n)+b(:,n)));

end;

end

errcxt(k+1)=max(max(abs(uBE-u)));

mesh(x,t,uBE’-u’); xlabel(’x’); ylabel(’t’);

title([’Error after 2 grid iteration k=’ num2str(k)]);

pause

end

We show in Figure 4.15 for the two choices of mesh sizes in this Matlab program
how the error decays in the space time two grid method. We see that the coarsening
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Figure 4.15: Left: space and time step such that coarsening both in time and
space are possible, no performance loss when also coarsening in space. Right:
space and time step such that coarsening in space is not advisable, as indicated
in Theorem 4.3.

condition in space is very important to be satisfied for the algorithm to work well: if it
is satisfied coarsening is space or not leads to the same performance, while if it is not
satisfied, performance greatly deteriorates compared to semi-coarsening in time only.

Now the block Jacobi smoother is quite expensive, since each diagonal block cor-
responds to solving a diffusion problem when inverted. It turns out however that it
is sufficient to simply apply one V-cycle of multigrid in space to approximately invert
these diagonal blocks without affecting the performance of this space-time multigrid
method, see [48]. The resulting space-time multigrid method has excellent scaling
properties for the heat equation, as the example in Table ?? shows. The results are
for the 3D heat equation, and computed on the Vienna Scientific Cluster VSC-2.

Weak Scaling Strong Scaling
cores 1

∆T dof iter time 1
∆T dof iter time

1 4 59768 9 6.8 4096 61202432 9 6960.7
2 8 119536 9 8.1 4096 61202432 9 3964.8
4 16 239072 9 9.2 4096 61202432 9 2106.2
8 32 478144 9 9.2 4096 61202432 9 1056.0

16 64 956288 9 9.2 4096 61202432 9 530.4
32 128 1912576 9 9.3 4096 61202432 9 269.5
64 256 3825152 9 9.4 4096 61202432 9 135.2

128 512 7650304 9 9.4 4096 61202432 9 68.2
256 1024 15300608 9 9.4 4096 61202432 9 34.7
512 2048 30601216 9 9.4 4096 61202432 9 17.9

1024 4096 61202432 9 9.4 4096 61202432 9 9.4
2048 8192 122404864 9 9.5 4096 61202432 9 5.4

Table 4.1: Scaling results for the space-time multigrid method with block Jacobi
smoother; simulations performed by M. Neumüller
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4.4 Problems

Problem 4.1 (Maple). Problems to be added
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Chapter 5

Direct Space Time Parallel
Solvers

branches les plus importantes de la philosophie naturelle.a

Joseph Fourier, Théorie analyique de la chaleur, page 159, 1822

of quantities by operations with numbers.

James C. Maxwell, Faraday’s Lines of Force, 1855/1856

aThe differential equations that we showed forever to the mathe-
matical sciences.

The time parallel solvers we have seen so far were all iterative. There have been
also attempts to construct direct time parallel solvers. There are both small scale
parallel direct solvers and also large scale parallel direct solvers.

5.1 Parallel Predictor Corrector Methods

The first small scale direct parallel solver was proposed by Miranker and Liniger [83],
who also were very much aware of the naturally sequential nature of evolution prob-
lems:

“It appears at first sight that the sequential nature of the numerical meth-
ods do not permit a parallel computation on all of the processors to be
performed. We say that the front of computation is too narrow to take
advantage of more than one processor... Let us consider how we might
widen the computation front.”

For y′ = f(x, y), Miranker and Liniger consider the predictor corrector formulas

ypn+1 = ycn +
h

2
(f(ycn)− f(ycn−1)), ycn+1 = ycn +

h

2
(f(ypn+1) + f(ycn)).

This process is entirely sequential as they illustrated with a figure, a copy of which is
shown in Figure 5.1 on the left. They then consider the modified predictor corrector
formulas

ypn+1 = ycn−1 + 2hf(ypn), ycn = ycn−1 +
h

2
(f(ypn) + f(ycn−1)).

Those two formulas can now be evaluated in parallel by two processors, as illustrated in
Figure 5.1 on the right. Miranker and Liniger then show how one can systematically
derive a general class of numerical integration methods which can be executed on
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Figure 5.1: Symbolic representation by Miranker and Liniger of an entirely
sequential predictor corrector method on the left, and a parallel one on the
right

2s processors in parallel, and present a stability and convergence analysis for those
methods.

Similar parallelism can also be obtained with the block implicit one-step methods
developed by Shampine and Watts in [94]. These methods use different time stepping
formulas to advance several time levels at once. For an early numerical comparison
for parallel block methods and parallel predictor corrector methods, see Franklin [26].
These methods are ideally suited to be used on the few cores of a multicore processor,
but they do not have the potential for large scale parallelism.

5.2 Boundary Value Methods

Boundary value methods for initial value problems are a bit strange. A very good
early introduction is the paper by Axelson and Verwer [4]:

“Hereby we concentrate on explaining the fundamentals of the method
because for initial value problems the boundary value method seems to be
fairly unknown [...] In the forward-step approach, the numerical solution is
obtained by stepping through the grid [...] In this paper, we will tackle the
numerical solution in a completely different way [...] We will consider
ẏ = f(x, y) as a two point boundary value problem with a given
value at the left endpoint and an implicitly defined value, by the
equation ẏ = f(x, y), at the right endpoint.”

It is best to understand boundary value methods by looking at a simple example1.
Suppose we discretize ẏ = f(y) with the explicit midpoint rule

yn+1 − yn−1 − 2hf(yn) = 0, y0 = y(0).

Since the explicit midpoint rule is a two step method, we also need an initial approx-
imation for y1. Usually, one defines y1 from y0 using a one step method, for example
here by Backward Euler. In boundary value methods, one leaves y1 as an unknown,
and uses Backward Euler at the endpoint yN to close the system, imposing

yN − yN−1 − 2hf(yN ) = 0.

For a linear problem ẏ = ay, the midpoint rule and Backward Euler to define y1

1This example had already been proposed by Fox in 1954
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gives the triangular linear system
1− ah
−2ah 1
−1 −2ah 1

. . .
. . .

. . .

−1 −2ah 1




y1

y2

y3

...
yN

 =


y0

y0

0
...
0

 . (5.1)

For the boundary value method, leaving y1 free and using Backward Euler on the right
gives the tridiagonal system

−2ah 1
−1 −2ah 1

. . .
. . .

. . .

−1 −2ah 1
−1 1− ah




y1

y2

y3

...
yN

 =


y0

0
0
...
0

 . (5.2)

The tridiagonal system can now be solved either directly by factorization, or also by
iteration, thus working on all time levels simultaneously.

It is very important however to realize that boundary value methods are completely
different discretizations from initial value methods. The stability properties often
are the contrary when one transforms an initial value method into a boundary value
method. We show in Figure 5.2 numerical examples for the initial value method
(5.1) and boundary value method (5.2). We see that for a decaying solution, a < 0,
the initial value method is exhibiting stability problems, while the boundary value
method is perfectly stable (top row of Figure 5.2). For growing solutions, a > 0 it
is the opposite, the initial value method gives very good approximations, while the
boundary value method needs extremely fine time steps to converge (bottom row of
Figure 5.2). One can therefore not just transform an initial value method into a
boundary value method in order to obtain a parallel solver, one has to first carefully
study the properties of the new method obtained, see [11, 12] and references therein.
Now if the method has good numerical properties and the resulting system can well
be solved in parallel, boundary value methods can be an attractive way of solving an
evolution problem in parallel, see for example [10], where a Backward Euler method
is proposed to precondition the boundary value method. This is still sequential, but if
one only uses subblocks of the Backward Euler method as preconditioner, by dropping
the connection after, say, every 10th time step, a parallel preconditioner is obtained.
Such methods are called nowadays block boundary value methods, see for example
[12]. If one introduces a coarse mesh with a coarse integrator, instead of the backward
Euler preconditioner, and does not use as the underlying integrator a boundary value
method any more, but just a normal time stepping scheme, the approach can be related
to the parareal algorithm, see for example [3].

5.3 Time Parallel Time Stepping

The method presented by Womble in [102], see also the earlier work by Saltz and Naik
[91], is not really a direct method, it is using iterations, but not in the same way of
the iterative methods we have seen so far:

“Parabolic and hyperbolic differential equations are often solved numeri-
cally by time stepping algorithms. These algorithms have been regarded
as sequential in time; that is, the solution on a time level must be known
before the computation for the solution at subsequent time levels can
start. While this remains true in principle, we demonstrate that it is
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Figure 5.2: Stability comparison of initial value and boundary value methods
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possible for processors to perform useful work on many time
levels simultaneously.”

The relaxation idea is similar to the one later used by Minion in [82] as a smoother in
the context of PFASST, see Subsection ??, but not for a deferred correction iteration.
In order to explain the method, we discretize the parabolic problem

ut = Lu+ f

by an implicit time discretization and obtain at each time step a linear system of the
form

Anun = fn +Bnun−1.

Such systems are often solved by iteration. If we want to use a stationary iterative
method, for example Gauss-Seidel, we would partition the matrix An = Ln+Dn+Un,
its lower triangular, diagonal, and upper triangular parts. Then starting with an initial
guess u0

n, one solves for k = 1, 2, . . . ,K

(Ln +Dn)ukn = −Unuk−1
n + fn +Bnu

K
n−1. (5.3)

The key idea to break the sequential nature is to modify this iteration slightly so that
it can be performed in parallel over several time steps. It suffices to not wait for
convergence of the previous time level, but to iterate like

(Ln +Dn)ukn = −Unuk−1
n + fn +Bnu

k−1
n−1, (5.4)

which is the same idea also used in (??). Womble obtained quite good results with
this approach, and he was the first person to really demonstrate practical speedup
results with this time parallel method on a 1024-processor machine. Even though it
was later shown that only limited speedups are possible with this relaxation alone [20],
the work of Womble made people realize that indeed time parallelization could become
an important direction, and it drew a lot of attention toward time-parallel algorithms.

5.4 Time Parallel Cyclic Reduction

Worley was already in his PhD thesis in 1988 very interested in theoretical limits on
the best possible sequential and parallel complexity when solving PDEs. While the
ultimate sequential algorithm for such a problem of size n is O(n) on a sequential
machine, it is O(logn) on a parallel machine. In [103], Worley presented an additional
direct time parallelization method, which when combined with multigrid waveform
relaxation leads to a nearly optimal time-parallel iterative method:

“The waveform relaxation multigrid algorithm is normally implemented in
a fashion that is still intrinsically sequential in the time direction.
But computation in the time direction only involves solving linear scalar
ODEs. If the ODEs are solved using a linear multistep method with a
statically determined time step, then each ODE solution corresponds to
the solution of a banded lower triangular matrix equation, or, equiva-
lently, a linear recurrence. Parallelizing linear recurrence equations has
been studied extensively. In particular, if a cyclic reduction approach
is used to parallelize the linear recurrence, then parallelism is
introduced without increasing the order of the serial complexity.
“

The approach is based on earlier ideas for the parallel evaluation of recurrence rela-
tions [69] and the parallel inversion of triangular matrices [92]. Worley explains the

139



fundamental idea as follows: suppose we want to solve the bidiagonal matrix equation
a11

a21 a22

a32 a33

a43 a44




x1

x2

x3

x4

 =


f1

f2

f3

f4

 . (5.5)

Then one step of the cyclic reduction algorithm leads to a new matrix equation of half
the size, (

a22

−a43
a33

a32 a44

)(
x2

x4

)
=

(
f2 − a21

a11
f1

f4 − a43
a33

f3

)
, (5.6)

i.e. we simply computed the Schur complement to eliminate variables with odd indices.
For a bigger bidiagonal matrix, this process can be repeated, and we always obtain
a bidiagonal matrix of half the size. Once a two by two system is obtained, one can
solve directly, and then back-substitute the values obtained to recover the values of
the eliminated variables. Each step of the cyclic reduction is parallel, since each com-
bination of two equations is independent of the others. Similarly the back-substitution
process is also parallel. Cyclic reduction is therefore a direct method to solve a linear
forward recurrence in parallel, and the idea can be generalized to larger bandwidth
using block elimination. The serial complexity of simple forward substitution in the
above example is 3n, whereas the cyclic reduction serial complexity is 7n (or 5n if
certain quantities are precomputed), and thus the algorithm is not of interest for se-
quential computations. But performed in parallel, the complexity of cyclic reduction
becomes a logarithm in n, and one can thus obtain the solution substantially faster in
parallel than just by forward substitution. For further theoretical considerations and
numerical results in combination with multigrid waveform relaxation, see [65]. A truly
optimal time-parallel algorithm, based on a preconditioner in a waveform relaxation
setting using a fast Fourier transform in space to decouple the unknowns, and cyclic
reduction in time can be found in [97].

5.5 Time Parallel Methods Based on Laplace
Transform

A new way to solve evolution problems with a direct method in parallel was proposed
in [95]:

“These problems are completely independent, and can there-
fore be computed on separate processors, with no need for shared
memory. In contrast, the normal step-by-step time-marching methods for
parabolic problems are not easily parallelizable.”,

see also [18]. The idea is to Laplace transform the problem, and then to solve a
sequence of steady problems at quadrature nodes used for the numerical evaluation of
the inverse Laplace transform, and goes back to the solution in the frequency domain
of hyperbolic problems, see for example [23]. Suppose we have the initial value problem

ut +Au = 0, u(0) = u0,

where A represents a linear operator. Applying a Laplace transform to this problem
in time with complex valued Laplace transform parameter s leads to the parametrized
equation

sû+Aû = u0, (5.7)

and to obtain the solution in the time domain, one has to perform the inverse Laplace
transform

u(t) =
1

2πi

∫
Γ

estû(s)ds, (5.8)
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where Γ is a suitably chosen contour in the complex plane. If the integral in (5.8)
is approximated by a quadrature rule with quadrature nodes sj , one only needs to
compute u(s) from (5.7) at s = sj , and these solutions are completely independent of
one another, see the quote above, and can thus be performed in parallel. This direct
time parallel solver is restricted to problems where Laplace transform can be applied,
i.e. linear problems with constant coefficients in the time direction, and one needs a
solver that works with complex numbers for (5.7). It is however a very successful and
efficient time parallel solver when it can be used, see [96, 98, 71, 22].

5.6 Time Parallelization Based on Diagonaliza-
tion

A new idea for a direct time parallel solver by diagonalization was proposed in [77]:

“Pour briser la nature intrinsèquement séquentielle de cette résolution, on utilise
l’algorithme de produit tensoriel rapide.”

To explain the idea, we discretize the linear evolution problem ut = Lu using Backward
Euler,

1
∆t1
− L

− 1
∆t2

1
∆t2
− L

. . .
. . .

− 1
∆tN

1
∆tN

− L




u1

u2

...
uN

 =


f1 + 1

∆t1
u0

f2

...
fN

 .

Using the Kronecker symbol, this linear system can be written in compact form as

(B ⊗ Ix − It ⊗ L)u = f , (5.9)

where Ix is the identity matrix of the size of the spatial unknowns, and It is the identity
matrix of the size of the time direction unknowns, and the time stepping matrix is

B :=


1

∆t1

− 1
∆t2

1
∆t2

. . .
. . .

− 1
∆tN

1
∆tN

 .

If B is diagonalizable, B = SDS−1, one can rewrite the system (5.9) in factored form,
namely

(S ⊗ Ix)(diag(D − L))(S−1 ⊗ Ix)u = f , (5.10)

and we can hence solve it in 3 steps:

(a) (S ⊗ Ix)g = f ,
(b) ( 1

∆tn
− L)wn = gn, 1 ≤ n ≤ N,

(c) (S−1 ⊗ Ix)u = w.

Note that the expensive step (b) requiring a solve with the system matrix L can now
be done entirely in parallel for all time levels tn. Maday and Ronquist obtain with
this algorithm for the 1d heat equation close to perfect speedup. They recommend
to use a geometric time mesh ∆tk = ρk−1∆t1, with ρ = 1.2, since “choosing ρ much
closer to 1 may lead to instabilities”. This algorithm is not defined if identical time
steps are used, since it is not possible to diagonalize a Jordan block ! For a precise
truncation error analysis for a geometric time grid, a round-off error analysis due to
the diagonalization, and error estimates based on the trade-off between the two, see
[39].
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Figure 5.3: Classical application of integral deferred correction, picture taken
from [17]

Figure 5.4: RIDC way to compute integral deferred correction type methods in
a pipelined way, figure taken from [17]

5.7 RIDC

The integral deferred correction methods we have already seen in Subsection ?? in the
context of PFASST can also be used to create naturally small scale parallelism [17]:

“. . . we discuss a class of defect correction methods which is easily adapted to
create parallel time integrators for multicore architectures.”

As we see in the quote, the goal is small scale parallelism for multicore architectures,
as in the early predictor corrector and block methods from Subsection 5.1. The new
idea introduced by Christlieb, Macdonald and Ong is to modify integral deferred cor-
rection so that pipelining becomes possible, which leads to so called RIDC (Revisionist
Integral Deferred Correction) methods. As we have seen already in Subsection ??, the
classical integral deferred correction method is working sequentially on the time point
groups I0, I1, . . . , IJ−1 we show in Figure 5.3 taken from [17], corresponding to the time
intervals [T0, T1], [T1, T2], . . . , [TJ−1, TJ ] in Subsection ??. For each time point group
Ij , one has to evaluate in the step (??) of integral deferred correction the quadrature
formula for (??) at time tj,m+1, using quadrature points at time tj,0, tj,1, . . . , tj,M ,
0 < m < M , where M = 3 in the example shown in Figure 5.3. Only once all deferred
correction steps on the time point group Ij are finished, one can start with the next
time point group Ij+1, the method is like a sequential time stepping method.

In order to obtain parallelism, the idea is to increase the size of the time point
groups M to contain more points than the quadrature formula needs. One can then
pipeline the computation, as shown in Figure 5.4: the number of quadrature points is
still four, but M is much larger, and thus the Euler prediction step and the correction
steps of the integral deferred correction can be executed in parallel, since all the values
represented by the black dots are available simultaneously to compute the next white
ones, after an initial setup of this new ’computation front’.

This leads to small scale parallel high order integrators which work very well on
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Figure 5.5: Overlapping decomposition and solution strategy of ParaExp

multicore architectures. When run in parallel, RIDC can give high order accuracy in
a time comparable to the time of the low order integration method used, provided the
startup costs are negligible.

5.8 ParaExp

A new direct time parallel method based on a completely overlapping decomposition
of the time direction was proposed in [58]:

“We introduce an overlapping time-domain decomposition method
for linear initial-value problems which gives rise to an efficient solution
method for parallel computers without resorting to the frequency domain.
This parallel method exploits the fact that homogeneous initial-value
problems can be integrated much faster than inhomogeneous
problems by using an efficient Arnoldi approximation for the matrix
exponential function.”

This method, called ParaExp [34], is only defined for linear problems, and especially
suited for the parallel time integration of hyperbolic problems, where most large scale
time parallel methods have severe difficulties (for a Krylov subspace remedy, see [25,
49, 89], but reorthogonalization costs might be high). ParaExp works very well also
on diffusive problems [34], as we will also illustrate with a numerical experiment. To
explain the method, we consider the linear system of evolution equations

u′(t) = Au(t) + g(t), t ∈ [0, T ], u(0) = u0.

The ParaExp algorithm is based on a completely overlapping decomposition, as shown
in Figure 5.5: the time interval [0, T ] is decomposed into subintervals [0, T4 := T ],
[T1, T4], [T2, T4], and [T3, T4]. ParaExp is a direct solver, consisting of two steps:
first one solves on the initial parts of the overlapping decomposition, [0, T1], [T1, T2],
[T2, T3], and [T3, T4] the non-overlapping inhomogeneous problems (shown in solid red
in Figure 5.5)

v′j(t) = Avj(t) + g(t), vj(Tj−1) = 0, t ∈ [Tj−1, Tj ],

and then one solves the overlapping homogeneous problems (shown in dashed blue in
Figure 5.5)

w′j(t) = Awj(t), wj(Tj−1) = vj−1(Tj−1), t ∈ [Tj−1, T ]

By linearity, the solution is then simply obtained by summation,

u(t) = vk(t) +

k∑
j=1

wj(t) with k such that t ∈ [Tk−1, Tk].
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serial parallel effi-
α2 f τ0 error max(τ1) max(τ2) error ciency
0.1 1 2.54e−01 3.64e−04 4.04e−02 1.48e−02 2.64e−04 58 %
0.1 5 1.20e+00 1.31e−04 1.99e−01 1.39e−02 1.47e−04 71 %
0.1 25 6.03e+00 4.70e−05 9.83e−01 1.38e−02 7.61e−05 76 %
1 1 7.30e−01 1.56e−04 1.19e−01 2.70e−02 1.02e−04 63 %
1 5 1.21e+00 4.09e−04 1.97e−01 2.70e−02 3.33e−04 68 %
1 25 6.08e+00 1.76e−04 9.85e−01 2.68e−02 1.15e−04 75 %
10 1 2.34e+00 6.12e−05 3.75e−01 6.31e−02 2.57e−05 67 %
10 5 2.31e+00 4.27e−04 3.73e−01 6.29e−02 2.40e−04 66 %
10 25 6.09e+00 4.98e−04 9.82e−01 6.22e−02 3.01e−04 73 %

Table 5.1: Performance of ParaExp on a Wave Equation

Like in many time parallel methods, this seems to be absurd, since the overlapping
propagation of the linear homogeneous problems is redundant, and the blue dashed
solution needs to be integrated over the entire time interval [0, T ]! The reason why sub-
stantial parallel speedup is possible in ParaExp is that near-optimal approximations of
the matrix exponential are known, and so the homogeneous problems in dashed blue
become very cheap. Two approaches work very well: projection based methods, where
one approximates an(t) ≈ exp(tA)v from a Krylov space built with S := (I−A/σ)−1A,
and expansion based methods, which approximate exp(tA)v ≈

∑n−1
j=0 βj(t)pj(A)v,

where pj are polynomials or rational functions. For more details, see [34].
We show in Table 5.1 the performance of the ParaExp algorithm applied to the

wave equation from [34],

∂ttu(t, x) = α2∂xxu(t, x) + hat(x) sin(2πft), x, t ∈ (0, 1),

u(t, 0) = u(t, 1) = u(0, x) = u′(0, x) = 0,

where hat(x) is a hat function centered in the spatial domain. The problem is dis-
cretized with a second order centered finite difference scheme in space using ∆x = 1

101
,

and RK45 is used in time with ∆t0 = min{5 · 10−4/α, 1.5 · 10−3/f} for the inhomoge-
neous solid red problems. The homogeneous dashed blue problems were solved using
a Chebyshev exponential integrator, and 8 processors were used in this set of experi-
ments. We see that the parallel efficiency of ParaExp is excellent for this hyperbolic
problem, and it would be difficult for other time parallel algorithms to achieve this.

ParaExp also works extremely well for parabolic problems. For the heat equation

∂tu(t, x) = α∂xxu(t, x) + hat(x) sin(2πft), x, t ∈ (0, 1),

u(t, 0) = u(t, 1) = 0, u(0, x) = 4x(1− x),

we show numerical results from [34] in Table ??. The heat equation was discretized
using centered finite differences in space with ∆x = 1

101
, and again an RK45 method

in time was used with ∆t0 = min{5 · 10−4/α, 1.5 · 10−3/f} for the inhomogeneous
problems, the homogeneous ones being solved also with a Chebyshev exponential in-
tegrator. For the heat equation, 4 processors were used. We see that again excellent
parallel efficiency is obtained with the ParaExp algorithm. For more information and
numerical results, see [34].

5.9 Problems

Problem 5.1 (Maple). Problems to be added
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[36] M. J. Gander and L. Halpern. Méthodes de relaxation d’ondes (swr) pour
l’équation de la chaleur en dimension 1. Comptes Rendus Mathematique,
336(6):519–524, 2003.

[37] M. J. Gander and L. Halpern. Absorbing boundary conditions for the wave
equation and parallel computing. Math. of Comp., 74(249):153–176, 2004.

[38] M. J. Gander and L. Halpern. Optimized Schwarz waveform relaxation methods
for advection reaction diffusion problems. SIAM J. Numer. Anal., 45(2):666–697,
2007.

[39] M. J. Gander and L. Halpern. A direct solver for time parallelization. In 22nd
international Conference of Domain Decomposition Methods. Springer, 2014.

[40] M. J. Gander, L. Halpern, and F. Nataf. Optimal convergence for overlapping
and non-overlapping Schwarz waveform relaxation. In C.-H. Lai, P. Bjørstad,
M. Cross, and O. Widlund, editors, Eleventh international Conference of Do-
main Decomposition Methods. ddm.org, 1999.

[41] M. J. Gander, L. Halpern, and F. Nataf. Optimal Schwarz waveform relaxation
for the one dimensional wave equation. SIAM Journal of Numerical Analysis,
41(5):1643–1681, 2003.

[42] M. J. Gander, Y.-L. Jiang, and R.-J. Li. Parareal Schwarz waveform relaxation
methods. In O. B. Widlund and D. E. Keyes, editors, Domain Decomposition
Methods in Science and Engineering XX, volume 60 of Lecture Notes in Com-
putational Science and Engineering, pages 45–56, 2013.

[43] M. J. Gander, Y.-L. Jiang, and B. Song. A superlinear convergence estimate for
the parareal Schwarz waveform relaxation algorithm. SIAM Journal on Scientific
Computing, 41(2):A1148–A1169, 2019.

[44] M. J. Gander and F. Kwok. Numerical Analysis of Partial Differential Equations
Using Maple and MATLAB. SIAM, 2018.

[45] M. J. Gander, F. Kwok, and B. C. Mandal. Dirichlet-Neumann and Neumann-
Neumann waveform relaxation for the wave equation. In Domain Decomposition
Methods in Science and Engineering XXII, pages 501–509. Springer, 2016.

[46] M. J. Gander, F. Kwok, and B. C. Mandal. Dirichlet-Neumann waveform relax-
ation methods for parabolic and hyperbolic problems in multiple subdomains.
BIT Numerical Mathematics, 61(1):173–207, 2021.

[47] M. J. Gander, F. Kwok, and H. Zhang. Multigrid interpretations of the parareal
algorithm leading to an overlapping variant and mgrit. Journal of Computing
and Visualization in Science, 19(3):59–74, 2018.

[48] M. J. Gander and M. Neumüller. Analysis of a new space-time parallel multigrid
algorithm for parabolic problems. SIAM J. Sci. Comp., 38(4):A2173–A2208,
2016.

[49] M. J. Gander and M. Petcu. Analysis of a Krylov subspace enhanced parareal
algorithm for linear problems. In ESAIM: Proceedings, volume 25, pages 114–
129. EDP Sciences, 2008.

[50] M. J. Gander and C. Rohde. Overlapping Schwarz waveform relaxation for
convection-dominated nonlinear conservation laws. SIAM journal on Scientific
Computing, 27(2):415–439, 2005.

[51] M. J. Gander and S. Vandewalle. Analysis of the parareal time-parallel time-
integration method. SIAM Journal on Scientific Computing, 29(2):556–578,
2007.

[52] M. J. Gander and G. Wanner. The origins of the alternating Schwarz method.
In Domain Decomposition Methods in Science and Engineering XXI, pages 487–
495. Springer, 2014.

150



[53] M. J. Gander and H. Zhao. Overlapping schwarz waveform relaxation for the
heat equation in n dimensions. BIT Numerical Mathematics, 42(4):779–795,
2002.

[54] W. Gander, M. J. Gander, and F. Kwok. Scientific computing-An introduction
using Maple and MATLAB, volume 11. Springer Science & Business, 2014.

[55] C. W. Gear. Parallel methods for ordinary differential equations. Calcolo, 25(1-
2):1–20, 1988.

[56] E. Giladi and H. B. Keller. Space time domain decomposition for parabolic
problems. Numerische Mathematik, 93(2):279–313, 2002.

[57] G. H. Golub and C. F. Van Loan. Matrix computations, volume 3. JHU Press,
2012.
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