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Abstract

This paper presents a study on the normaliza-
tion and modernization of 16th-century Middle
French texts through pretrained large language
model (LLM) prompting. The modernization
process is divided into several steps performed
by domain experts, resulting in four textual vari-
ants manually derived from the original text.
We explore various few-shot sampling tech-
niques for LLM prompting and compare them
to full model fine-tuning, revealing a trade-off
between computation time and performance on
downstream tasks with similar hardware speci-
fications. Evaluation using automatic metrics
demonstrates that the normalization task yields
lower error rates compared to modernization.
All sampling methods outperform random se-
lection, while surface-based sampling methods
surpass the embedding-based approaches tested
for n-shot selection.

1 Introduction

The modernization of historical documents is a
significant area of interest in natural language pro-
cessing (NLP), supported by a growing body of
work over recent decades. The advent of pretrained
large language models (LLMs) has opened new
avenues for exploration in various applications re-
lated to the digital humanities. Leveraging the full
potential of these models, particularly through fine-
tuning, typically requires substantial amounts of
task-specific annotated data and high-performance
computing resources. A more accessible alterna-
tive is the technique known as few-shot learning,
or in-context learning, which involves providing
a pretrained LLM with a few examples of a given
task along with a prompt that outlines the task and
specifies the desired output format.

Pioneering research in the normalization of his-
torical texts has focused on reducing spelling varia-
tions and word forms, primarily utilizing distance

A

QA-]M Su 2oy Gt & ’“r{ ) .

pw(,czf, Z‘ Yt By rss GRw &y Kbz - o, ©
9 A 3 s
- Lﬂ&-m& = W2 e S )

e o
4.

rS\R- 7 sl ~ Je €

1 CC”"‘? &l (w..fﬁ.42.7g:~j& ;
- O oy Ly R Y
J:Wr( o 5 el s i

transcription

(egrege michiel rossier de collonges pres la cluse) — sus la supplication
par luy presentee etc. ordonne que il luy soyt permis dans geneve terres
et seygneuries dicelle de povoyer stipuler et renoveller les
recognoyssances de anthoenne let et marin malliet toutesfoys ce que
sera du riere fiedz de geneve qui en doybge remecstre le guernet

edition

(Egrege Michiel Rossier, de Collonges, pres La Cluse) — Sus la
supplication par luy presentee etc., ordonné que il luy soyt permis, dans
Geneve, terres et seigneuries d'icelle, de povoyer stipuler et renoveller les
recognoyssances de Anthoenne Let et Marin Malliet ; toutesfoys, ce que
sera du riere-fiedz de Geneve, qui en doybge remecstre le guernet.

normalization

(Egrége Michel Rossier, de Collonges, prés de L'Ecluse) - Sur la
supplication par lui présentée etc., il a été ordonné que lui soit permis, a
Geneve, terres et seigneuries d'icelle, de pouvoir stipuler et renouveler
les reconnaissances d'Antoine Lect et de Marin Maillet ; toutefois, de ce
qui sera de l'arriere-fief de Genéve, qu'il en doive remettre le carnet.
modernization

(Michel Rossier, de Collonges, prés de L'Ecluse) — A la suite de sa
demande, ce dernier a été autorisé a établir et a renouveler les
reconnaissances d'Antoine Lect et de Marin Maillet sur les terres

dépendantes de la Seigneurie de Geneve. Cependant, pour ce qui est de
l'arriere-fief de Geneve, il devra en remettre le registre.

Figure 1: Excerpt from the Geneva Council Registers
of May 19th, 1545. The manuscript on top is followed
by the four derived versions manually produced by pa-
leographers, historians, linguists and domain experts.

and rule-based methods (Hauser and Schulz, 2007;
Rayson et al., 2007; Baron et al., 2009; Bollmann
et al., 2011; Pettersson et al., 2013a; Bollmann
et al., 2014). More recently, machine translation
(MT) techniques, including both statistical and neu-
ral models, have been applied to the normalization
of historical texts (Sanchez-Martinez et al., 2013;
Pettersson et al., 2013b; Bollmann and Sggaard,
2016; Korchagina, 2017; Bollmann, 2018; Tang
et al., 2018). Despite promising results for few-shot
learning across various NLP tasks (Brown et al.,
2020; Cahyawijaya et al., 2024), particularly in



MT (Garcia et al., 2023), there have been few stud-
ies investigating the application of this technique
for historical text normalization and modernization,
two tasks we consider separately and which may
be of interest to various audiences.

In this study, we evaluate the performance of few-
shot learning using a pretrained LLM to normalize
and modernize 16th-century documents. Specifi-
cally, we extract textual content from the Geneva
Council Registers of May 1545', which are writ-
ten in Middle French and cover diverse topics re-
lated to local political, administrative, and judi-
cial decisions. A sample is presented in Figure 1,
illustrating the transcription, normalization, and
modernization processes employed by experts in
paleography, history, and linguistics. This study is
part of a larger project aimed at producing a seman-
tic and multilingual online edition of the Geneva
Council Registers for the years 1545 to 1550%. The
project’s technical focus is to (semi-)automate the
normalization and modernization of the registers’
textual content, as well as to develop new function-
alities to make these archival documents accessible
to a broader audience.

Given the specificity of our task and recent ad-
vancements in LLM development, we conduct a
comprehensive set of experiments with popular
sampling methods for n-shot extraction, using the
source text in Middle French as a query to retrieve
relevant examples in terms of lexical (surface) or
semantic (embedding) forms. We compare surface-
based methods to embedding-based approaches in
terms of downstream normalization and moderniza-
tion performance. Additionally, we contrast n-shot
LLM prompting with full fine-tuning of two multi-
lingual encoder-decoder models, all evaluated on
similar hardware, indicating a potential trade-off
between performance and computation time.

The remainder of this paper is organized as fol-
lows: In Section 2, we present related work on
normalization, modernization, and few-shot LLM
prompting. The dataset generated for this study
and the various sampling strategies for prompt con-
struction are detailed in Section 3. We discuss the
experiments and results in Section 4, and conclude
with future work in Section 5.

"https://archives-etat-ge.ch/
Zhttps://www.unige.ch/registresconseilge/en

2 Previous Work

The study presented in this paper builds upon previ-
ous work concerning historical text normalization,
modernization, and LLM prompting. In the follow-
ing subsections, we briefly outline the background
research relevant to these areas.

2.1 Normalization and Modernization as
Machine Translation

Recent research on the normalization and mod-
ernization of historical texts frequently employs
a machine translation (MT) approach, as it has
demonstrated to yield superior results when suffi-
cient training data is available for supervised learn-
ing. In particular, Bollmann (2019) shows that both
statistical and neural MT methods outperform rule-
based and distance-based approaches across eight
languages when normalizing texts from the 14th to
the 19th century. Moreover, Domingo and Casacu-
berta (2023) proposed a framework that addresses
spelling normalization and language modernization
by exploring words and characters as input with
varying granularity. Their findings indicate a re-
duction in human effort when scholars utilize an
interactive MT approach, where statistical MT is
shown to outperform its neural counterpart.

A comparative analysis of statistical and neural
MT for the normalization of 17th-century Early
Modern French texts was conducted by Bawden
et al. (2022). The authors demonstrated that phrase-
based statistical MT (Zens et al., 2002) surpasses
two neural MT methodologies, namely long short-
term memory (LSTM) (Hochreiter and Schmidhu-
ber, 1997) and the Transformer model (Vaswani
et al., 2017). Additionally, incorporating a set of
rules and a lexicon for pre- and post-processing
further enhances the normalization performance of
the proposed model, which was evaluated using
two MT metrics, among others.

Another significant study on French historical
text normalization leveraged large language mod-
els (LLMs) to generate synthetic data, addressing
the scarcity of parallel corpora for supervised learn-
ing (Rubino et al., 2024a). The authors fine-tuned a
pretrained encoder-decoder model using both orig-
inal and synthetic datasets, demonstrating the effi-
cacy of the latter in improving normalization per-
formance. Their evaluation employed automatic
metrics alongside manual post-editing of the au-
tomatically normalized text, emphasizing the re-
ductions in manual effort achieved through their
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approach when compared to the normalization of
16th-century Middle French text from scratch.

While the majority of prior research has con-
centrated on training or fine-tuning models for his-
torical text normalization, utilizing both statistical
and neural MT, we propose to address both normal-
ization and modernization of 16th-century Middle
French texts through the prompting of pretrained
LLMs. This approach minimizes the computational
resources required and is particularly well-suited
for scenarios with limited resources, as is the case
in our study due to the lack of widely available
parallel corpora aligned between Middle and con-
temporary French.

2.2 Few-shot Learning with Large Language
Models

Few-shot learning, also known as in-context learn-
ing, has demonstrated promising results, particu-
larly in the MT domain (Garcia et al., 2023). This
approach is especially valuable when the available
training corpus is insufficient for robust supervised
learning during the training or fine-tuning of a pre-
trained model. To our knowledge, however, there
has been no prior comparison between pretrained
model fine-tuning and few-shot learning specifi-
cally for historical text normalization and modern-
ization, which motivates our investigation of this
comparison.

Few-shot LLLM prompting offers the advantage
of mitigating risks associated with supervised train-
ing or fine-tuning of neural MT models, such
as overfitting to small or noisy datasets, while
still leveraging a relatively small existing pool
of samples. Prior research indicates that several
prompt parameters significantly influence down-
stream tasks, particularly regarding n-shot sam-
pling and the order in which examples are pre-
sented to the LLM, referred to as the in-context
learning curriculum (Zhao et al., 2021). Further-
more, studies have explored both random n-shot se-
lection (Zhu et al., 2024) and efficient methods for
retrieving relevant examples (Zebaze et al., 2025)
within the MT context, showing that in-context
learning can enhance translation quality.

3 Normalization and Modernization of
Middle French

This section outlines the manual corpus production
derived from the original manuscript, followed by
a discussion of the various sampling strategies em-

ployed to construct the few-shot prompts. We will
also introduce the experimental protocol concern-
ing data and evaluation.

3.1 Corpus Production

In this study, normalization and modernization are
treated as two distinct tasks. The former, on one
hand, focuses on reducing spelling variants, gram-
matical and syntactic structures, as well as remov-
ing possible noise in the text, such as spelling vari-
ants and typographical errors. The latter, on the
other hand, aims at providing a contemporary ver-
sion of the original text to enhance readability and
facilitate broader dissemination.

Transcription The foundation of our work is the
manual transcription of the Geneva Council Regis-
ters from May 1545. This transcription has been
carried out by historians and paleographers who
are experts in the history of this period. While
the transcription process is ongoing, the current
corpus represents a digital and faithful rendition
of the original manuscript. This version will be
referred to as transcription in the remainder of the
paper and serves as the source text for subsequent
normalization and modernization experiments.

Edition Prior to our study, the Geneva Council
Registers from 1536 to 1544 were published as
hard copy books. The content of these editions
does not constitute a direct transcription of the orig-
inal manuscripts; rather, it has been slightly edited
to include casing and punctuation, as well as to
correct existing typographical errors. This corpus
will be referred to as edition in this paper. It has not
undergone orthographic normalization and still con-
tains various word forms and spelling variations,
as illustrated in Figure 2.

Normalization In addition to manual transcrip-
tion, experts are currently performing manual or-
thographic and grammatical normalization of the
Geneva Council Registers. This process differs
from the historical text modernization task, as it
does not aim to convert Middle French texts into
their contemporary equivalents. The corpus result-
ing from this process will be referred to as nor-
malization in this paper and adheres to guidelines
established by experts, as detailed in Appendix A.

Modernization The modernization phase of our
study involved four human experts: two histo-
rians/paleographers and two linguists/translators.
They used the normalization corpus as a starting



Wordforms Meaning

a funnel
an alarm call
a flat stone, a tile

embossiou, enbosseu, entonnoir
faulcery, faulxcry, foulcry, forcri
lause, lauze, loze, lose

maysoner, maisonner to build

treul, true, trué, truez a press
Toponyms

Allemagne, Allamaignie, Germany

Allemagnyes, Allemaigne, etc.

Geneve, Genefe, Genesve, Geneva

Genevez, Genff, etc.

Strasbourg, Estrabour, Estrapurg,  Strasburg

Extrabourg, Strasburg, etc.

Figure 2: Examples of various spelling variants encoun-
tered in the Geneva Council Registers. The normalized
forms are underlined, along with their respective mean-
ings. The first part lists general nouns and verbs, while
the bottom part includes variants of toponyms. Please
note that the lists of toponym variants are truncated
due to the substantial number of observed word forms.
Please note that Allemagne (Germany) could also refer
to Swiss and Austria in the Council Registers.

point and employed a large language model to
generate an initial set of modernized hypotheses.
These hypotheses were then post-edited to produce
the final gold corpus used in our study, aiming
at a functional translation and content adequacy
based on the source text, leading to a contempo-
rary French text. This corpus will be referred to
as modernization in the remainder of the paper.
The guidelines for modernization are presented in
Appendix B.

Details regarding the dataset utilized in our work
are presented in Table 1.

3.2 LLM Prompting

Few-shot learning involves presenting a large lan-
guage model (LLM) with a set of examples that
illustrate the task to be accomplished, accompanied
by core instructions explaining the task, as well as
the textual segment to be processed. These compo-
nents collectively form the prompts, as illustrated
in Figure 3. In the experiments described in this
paper, the LLM and the primary task instructions
remain constant, irrespective of the number of ex-
amples included in the prompt. Thus, the variables
in this setup are: i) the number of examples, and ii)
the method of example selection.

During our preliminary experiments, we evalu-
ated various pretrained LLMs, discarding the worst
performers, ultimately retaining a single model,
Qwen3-32B (Team, 2025), for all experiments pre-

Main prompt instructions
<|im_start|>system

Your task is to modernize and output the contemporary French version of a given segment of
text. The output must keep the exact meaning of the input while being fluent in contemporary
French with modern syntax, grammar and orthography. Output only the modern version of the
input and nothing else, on a single line.

<|im_end|>

1-shot
<|im_start|>user
(francoyse poupu de la terre de gex) — le seigneur francoys bonivard a presente une
supplication ensemble actestacions de sa fame requerant le permecstre aller venyr et
demore en geneve etc. remys a la discrection des comys.
<|im_end|>
<|im_start|>assistant
(Frangoise Poupu, du Pays de Gex) — M. Frangois Bonivard a soumis une requéte en faveur
de sa femme, Frangoise, accompagnée d'attestations, afin d'autoriser ladite Frangoise a aller,
venir et résider a Genéve. La décision a été laissée a I'appréciation des conseillers en
charge.
<|im_end|>

n-shot
<|im_start|>user

<|im_end|>
<|im_start|>assistant
<|im_end|>

Test segment
<|im_start|>user
(egrege michiel rossier de collonges pres la cluse) — sus la supplication par luy presentee
etc. ordonne que il luy soyt permis dans geneve terres et seygneuries dicelle de povoyer
stipuler et renoveller les recognoyssances de anthoenne let et marin malliet toutesfoys ce

que sera du riere fiedz de geneve qui en doybge remecstre le guernet.
<|im_end|>

<|im_start|>assistant

Figure 3: Example of prompt used in our experiments,
containing the main instructions explaining the task
to the LLM, followed by n examples (n-shot, from 0
to 15 in our experiments) and the test segment to be
normalized or modernized.

sented herein.’

To construct the n-shot prompt, we can select
the most useful samples from the training set either
randomly or through a selection approach that
compares the source test segments to the source
training segments. This comparison can occur in
lexical space (e.g., using word-level edit distance)
or in embedding space (e.g., using embedding
distance). In this study, we propose to compare the
following eight selection methods:

BM25 (Robertson et al., 2009): The best matching
algorithm, utilizing test source segments as queries
(bag of words) to retrieve training source segments
that contain the query words.

CER (Character Error Rate): The number of
different characters between test and training
segments divided by the length of the test segment.
A lower score indicates closer segments.

chrF (Popovi¢, 2015): The character n-gram

Model available at https://huggingface.co/
Qwen/Qwen3-32B and used for inference with default
parameters in its 8-bit quantized version based on the

bitsandbytes library available athttps://github.com/
bitsandbytes-foundation/bitsandbytes.
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F-score measure between test and training source
segments, with higher scores indicating closer
segments.

Flaubert (Le et al., 2020): The cosine similarity
between test and training source segment em-
beddings obtained using the Flaubert model
(specifically, the cls token embedding of the last
layer).

sBLEU (Papineni et al., 2002): A sentence-level
smoothed variant of the popular machine transla-
tion metric BLEU.

TER (Snover et al., 2006): The translation edit
rate between test and training source segments. A
lower score indicates closer segments.

XLMR (xlm-roberta-base* (Ruder et al.,
2019)): The cosine similarity between test and
training source segment embeddings obtained
using the XLM-R model (specifically, the cls token
embedding of the last layer).

WER (Word Error Rate): The number of different
words between test and training segments divided
by the length of the test segment. A lower score
indicates that the two source segments are more
similar.

3.3 Data and Evaluation

All n-shots are sampled from the same data pool,
referred to as train, while the segments to be pro-
cessed compose the fest data. Both the training and
testing corpora are extracted from the handcrafted
corpus presented in Section 3.1, which consists
of four segment-aligned versions derived from the
original textual content: 1. transcription, 2. edition,
3. normalization, and 4. modernization. Given the
relatively small size of our corpus, we conducted
5-fold cross-validation for all experiments carried
out in this study, based on the corpus outlined in
Table 1. The resulting training and test sets include
338 and 85 segments, respectively.

The evaluation of LLM performance on the nor-
malization and modernization tasks involves com-
paring the automatically generated text produced
by the LLM to the gold reference presented in Sec-
tion 3.1. This comparison utilizes established ma-
chine translation automatic metrics: BLEU (Pa-

“Model available at https://huggingface.co/
FacebookAI/x1m-roberta-base

segments tokens vocabulary
transcription 14,589 2,718
edition 423 14,565 3,200
normalization 15,552 3,064
modernization 15,624 3,593

Table 1: Corpus manually derived from the original
16th century manuscript, namely the transcription, the
edition for printed publication, the normalization and
the modernization.

trans. edit. norm. modern.
transcription 0.0 - - -
edition 24.1 0.0 — —
normalization 62.8 52.5 0.0 -
modernization 84.0 82.1 654 0.0

Table 2: Results of the identity function measured by the
translation edit rate metric (TER, the lower the better),
illustrating the distance between each version of the
content derived from the original manuscript. The first
row is the source and the first column is the target.

pineni et al., 2002), chrF (Popovi¢, 2015), and
TER (Snover et al., 2006), which measure the
overlap between hypotheses and references at the
levels of n-grams, characters, and tokens, respec-
tively.> The final results are obtained by averaging
the scores from the 5-fold cross-validation. These
metrics can also be employed to measure the dis-
tance between each version of the corpus, from tran-
scription to modernization, as illustrated in Table 2.
These scores show that the edition, normalization
and modernization processes gradually increase the
distance from the original transcribed text. This
is due to the increasing amount of modifications
made to the transcription leading to the various
versions.

To provide a comparative benchmark for the few-
shot prompting approach, we fine-tuned two pre-
trained models. Following the methodology of pre-
vious work by Rubino et al. (2024b), we selected an
encoder—decoder model, namely m2m10@(Fan et al.,
2021), in two different sizes based on the number
of parameters (details on models and fine-tuning pa-
rameters are presented in Appendix C). We applied
the same 5-fold cross-validation with these models
and experimented with various learning rates, se-
lecting the best model on the test set to define an
upper bound for the fine-tuning approach.®

SImplemented in Sacrebleu (Post, 2018).
Typically, a validation set is used to select the best model
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4 Experiments and Results

We provide a summary of the normalization and
modernization experiments and their evaluation
results in the following subsections. The com-
plete set of scores obtained for each experimental
setup, along with additional evaluation metrics, is
included in Appendix D for the normalization ex-
periments and in Appendix E for the modernization
experiments.

4.1 Normalization

The normalization of historical texts primarily in-
volves reducing spelling variants present in the orig-
inal manuscript, correcting potential typographical
errors made by the scribe, and, in some cases, au-
tomatically post-editing the output from an optical
character recognition (OCR) system. In our study,
we do not utilize OCR, as the transcription of the
original manuscript was conducted manually (refer
to Section 3.1). Thus, our focus is on reducing
spelling variants and correcting typos. This work
aligns with the study presented in (Rubino et al.,
2024b), but we extend the experimental setup by
introducing two versions of the normalized textual
content: i) the edited version for printed publica-
tion, which includes punctuation and capitalization
of proper nouns and the beginnings of sentences,
and ii) the in-context word-level normalization, in-
corporating orthographic, grammatical, and syntac-
tic modifications to the original content. For each
target normalized version, we use the manually
transcribed text from the original manuscript as
the source, and we experiment with various n-shot
sizes while keeping the main prompt instructions
consistent across experimental setups.

We present the results averaged over 5-fold
cross-validation for the transcription to edition
task (where the manually transcribed original
manuscript serves as the source and the edited
version for printed publication serves as the tar-
get) in Figure 4. This scenario mimics the manual
process conducted by a human expert to produce
a publishable version of the original textual con-
tent. The results indicate that the best TER score is
achieved with the 15-shot prompt using the bm25
retrieval algorithm (19.0 TER), followed by sbleu
and chrf scores (20.2 and 20.5 TER, respectively).
The lowest-performing retrieval method is xlmr
(22.8 TER), although it surpasses the random se-

prior to testing; however, the limited amount of data in our
study prevents us from following this standard procedure.
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Figure 4: Averaged 5-fold cross-validation results mea-
sured by the translation edit rate metric (TER, the lower
the better) for the normalization task through n-shot
LLM prompting. The source to be normalized is the
manuscript transcription, while the target to produce
automatically is the edited version for publication. The
8 sampling methods are compared to a random selection
of n samples.

lection of n-shots (29.7 TER). All results evaluated
by the three automatic metrics are documented in
Appendix D.1.

The automatic generation of an edited version of
the original textual content is valuable for publish-
ing a corpus that enhances readability compared
to the manuscript or its transcription. However,
to facilitate further research and the application of
NLP tools, such as named entity recognition, it is
essential to normalize the content in-context at the
word level. This step involves additional editing
of the original content, allowing for a reduction of
spelling variants while preserving most syntactic
structures. The resulting corpus can be utilized for
reliable lexicon indexing and information extrac-
tion. We propose evaluating the performance of
the LLM through few-shot prompting when gen-
erating such a normalized version of the corpus,
using the transcription as the source. The results
are displayed in Figure 5.

4.2 Modernization

The dataset produced for this study enables us to de-
sign the modernization task using various sources:
the transcription, the edited version, and the normal-
ized version. For each configuration, the n-shots
are sampled from the corresponding source version
in the training data, while the main instructions in
the prompt remain invariant.

The first set of experiments utilizes the
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Figure 5: Averaged 5-fold cross-validation results mea-
sured by TER for the normalization task through LLM
prompting. The source is the manuscript transcription
and the target is the in-context word-level normalized
version.

manuscript transcription as the source text to be
modernized. This scenario, akin to using a post-
edited version of an OCR system output as the
source, represents a common approach in historical
document preservation projects. Figure 6 presents
the results obtained with 0 to 15-shots using the
eight sampling methods outlined in Section 3.2.
The TER scores reflect the number of token-level
edits required to achieve the modernized reference
when post-editing the LLM output.

In modernizing the manuscript transcription, the
chrF, bm25, and sbleu sampling methods yield the
lowest TER scores, with values of 57.5 at 15 shots,
57.7 at 12 shots, and 57.8 at 14 shots, respectively.
Notably, all embedding-based methods fall within
a secondary cluster, with surface-based metrics out-
performing them. Additionally, the random selec-
tion of n-shots performs worse than all selection
methods, highlighting the importance of extracting
relevant samples from the training pool.

The second set of experiments employs the
edited version of the original textual content as
the source to be modernized. Figure 7 illustrates
the TER scores obtained with the eight sampling
methods across various n-shot sizes. Compared to
modernizing from the original transcription, using
the edited version as the source presents an easier
task for the LLLM, as evidenced by slightly lower
TER scores in this experimental set. This outcome
aligns with expectations, given the reduced dis-
tance between the edited and modernized versions
relative to the distance between the transcription
and the modern version, as indicated in Table 2.
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Figure 6: Averaged 5-fold cross-validation results mea-
sured by the translation edit rate metric (TER, the lower
the better) for the modernization task through LLM
prompting, when using the manuscripts transcription
as source. The 8 sampling methods are compared to
random selection of n-shot and to two fine-tuned pre-
trained models (dotted line: m2m 418M, dashed line:
m2m 1.2B).
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Figure 7: Averaged 5-fold cross-validation translation
edit rate scores (the lower the better) obtained on the
modernization task when using the edited version of
the original textual content as source. The 8 sampling
methods are compared to random selection of n-shot
and to two fine-tuned pretrained models (dotted line:
m2m 418M, dashed line: m2m 1.2B).



61 —e— cer --#- flaubert wer
chrf —+- sbleu --=-- xImr

|
60 random

@ bm25 -+ ter

59
58
57 .

TER

56
55
54
53

52

0 1 2 3 4 5 6 7 8 9 1011 12 13 14 15

n-shot

Figure 8: Averaged 5-fold cross-validation results mea-
sured by the translation edit rate metric (the lower the
better) for the modernization task, when using the nor-
malized version of the original textual content as source.
The 8 sampling methods are compared to random selec-
tion of n-shot and to two fine-tuned pretrained models
(dotted line: m2m 418M, dashed line: m2m 1.2B).

A cluster of surface metrics again leads the rank-
ing among sampling methods, consistent with the
previous experimental results. The best score is
achieved with bm25, yielding a TER of 55.6 at 15
shots. All methods outperform the random selec-
tion of samples in the 1-shot configuration, with
chrF showing a slight early advantage, underscor-
ing the significance of character sequence matching
for n-shot selection, particularly with few exam-
ples.

The third set of experiments uses the normal-
ized version of the original textual content as the
source for modernization. Figure 8 presents the
TER scores, which are overall slightly lower than
those obtained in the previous two experimental
sets. A notable outcome of this setup is the absence
of clear clusters of results among the various sam-
pling methods. The performance of embedding-
based methods approaches that of surface-based
metrics, as seen with flaubert and chrf scoring
above 14 shots.

In this set of experiments, the best score is
recorded by the sbleu sampling method, with a
TER of 52.3 at 14 shots, followed closely by bm25
at 52.9 with the same number of shots. The random
selection method continues to be outperformed by
the sampling methods, although it appears to be
catching up with increased examples (around 14
shots). Further experiments are necessary to vali-
date this observation, as it may relate to the speci-
ficity of our data and the LLM used.

In summary, a general observation when com-
paring the three sets of modernization experiments
is that surface-based retrieval methods, such as
bm?25, chrf, and sbleu, consistently outperform all
other methods employed in this study. However,
the difference in TER between surface-based and
embedding-based methods diminishes as the source
approaches contemporary French at the surface
level (see scores achieved by the identity function
in Table 2). This could indicate that the pretrained
models utilized for embedding-based n-shot re-
trieval may not yield reliable sentence embeddings
when the textual content deviates from contempo-
rary French norms. Consequently, fine-tuning may
be required depending on the specific source vari-
ant to be modernized.

5 Conclusion

Despite recent advances in LLM prompting and
in-context learning, the fields of historical text nor-
malization and modernization have yet to fully ex-
ploit these resources and techniques. In this study,
we aimed to compare various sampling techniques
for few-shot LLM prompting and evaluate them
against full fine-tuning of pretrained models, ensur-
ing that computing resources were kept similar for
a fair comparison between approaches.

Our results, based on 16th-century Middle
French text, reveal lower error rates for the normal-
ization task compared to the modernization task,
indicating that modernization is more challenging
for an LLM under the methodologies employed
in this study. Additionally, we demonstrated that
surface-based sampling techniques, such as bm?25,
chrf, and sbleu, outperform embedding-based meth-
ods in both normalization and modernization tasks.

Future work will focus on leveraging additional
resources pertinent to the task, including the inte-
gration of glossaries and dictionaries, as well as
expanding our dataset with additional corpora from
the same time period and domain.
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A Appendix: Normalization Guidelines

The normalization guidelines were defined by
the historian in charge of manually normalizing
Geneva Council registers and are focused on or-
thographic, grammatical and syntactic elements.
These guidelines are the following:

* First characters are upper-cased at the start
of sentences, but also for patronyms and to-
ponyms.

* Use of diacritical marks (apostrophes)

» Extended emphasis and accentuation based on
modern usage

* Gender and number of past participle agree-
ment, e.g. de celui qui les a baille becomes
de celui qui les a baillés

* Verb agreement, e.g. ordonné que lesdits six
écus lui soit délivrés becomes ordonné que
lesdits six écus lui soient délivrés (in English:
ordered that the said six écus be delivered to
him)

* Modernization of patronyms, first names and
toponyms.

 Singular feminine possessive determiner re-
placement, e.g. ma (my), ta (your), sa (his,
her, their), for nouns starting with a vowel or
with a silent A, by the masculine forms mon,
ton, son. For instance, a sa humble requéte
becomes a son humble requéte (in English: to
his/her/their humble request).

¢ Correction of

— genders according to modern usage, €.g.
la dimanche (in English: the Sunday) be-
comes le dimanche, la reste (in English:
the rest) becomes le reste

— qui (who, which or that) — qu’il(s) (that
he/they) or gue (that)

— que (that) — qui (who)

— il(s) (that, he or they) — y

- si — 5’1l (if)

— direct and indirect objects

* Switching between par (by) and pour (for),
and vice-versa

¢ Insertion:

— yin il y a (there is)

— de and a (location followed by infinitive
verb)

— apres (after) before infinitive verb, eg.
avoir oui — apres avoir oui (after hav-
ing heard)

— a ce que (as far as) after jusque (until, up
to)

— missing articles, eg. le, la (the), un (a),
ce before que (that)

— missing pronouns, eg. i/ (there), en (in)

— que (what) before a verb

— reflexive pronouns

— missing pas in negative phrases, eg. ne ...
pas (not)

* Replacement:

— n’est (is not) and n’ont (have not) by en
est and en ont

— non followed by a verb by ne pas (not)

— en by a, eg. en [’hépital — a I’hopital
(at the hospital), en Genéve — a Genéve
(in Geneva)

— ordonné by il a été ordonné

— avoir (have) and étre (be) following il se
conste by qu’il a or qu’elle a and qu’il
est or qu’elle est

— comment (how) by comme (such as), and
vice-versa, where necessary

— de quoi (of what) by dont (of which)

— et aussi (and also) by ni (neither, nor) in
negative phrases

— More generally, replacing incorrect
prepositions

e Deletion:

— unproductive que (that), eg. ordonné que
avant de venir, que il fasse, etc.

— excess conjonctions and prepositions, eg.
et (and), ou (or), pour (for), en (in)

— par (by, per) in front of plusieurs fois
(many times)

— avec (with) in front of weekdays, eg.
qu’il soit out avec mercredi prochain (to
be heard next Wednesday)

* inversion of pronouns—verbs order, eg. se
doive enquérir — doive s’enquérir, le doive
suivre — doive le suivre



* inversion of adjectives/nouns order
* correction of verb and auxiliary verb tenses

e correction of a été — est allé and ont été —
sont allés

* overall replacements of infinitive verbs with
their conjugated form when preceded by gue
(that)

* solving monetary amounts, eg. huit vingt et
dix écus (eight twenty and ten coins, 8220 +
10) — cent septante écus (hundred seventy
coins)

* insertion of missing words into brackets

B Appendix: Modernization Guidelines

The four human experts involved in the moderniza-
tion process aim at a functional translation of the
source text (the normalized version). Guidelines
for modernization include:

» Middle French words with a different modern
meaning are modernized, eg. prise (catch,
socket, plug) — récolte (harvest)

* Middle French words with more specific mod-
ern variants are modified, eg. in the context
of married couples: femme a (woman) =>
femme/épouse (wife)

e arresté que (decreed that) and ordonné que
(ordered that) — décidé de (decided that) fol-
lowed by infinitive verb when possible. In
other cases, décidé que is followed by a condi-
tional verb (if it is to be decided later), or by a
verb conjugated in the present or future tense
(if the decision is immediate).

* except in case of Lordship, seigneur (lord) —
M. (Mr.) and seigneurs (lord) — MM. (Mr.
plural form, gentlemen)

* removal of honorific titles (except M., MM.
and maitre), eg. noble (noble), égrége (re-
spectable), etc.

* Middle French words lacking modern transla-
tions are kept, eg. sautier (usher, bailiff), guet
(municipal police), amodiateur (short-term
leaseholder), etc.

C Appendix: Encoder-Decoder
Fine-tuning

The two models fine-tuned and evaluated in this
work, namely m2ml100_418M and m2mi100_1.2B,
are based on the checkpoint released as part of
the HuggingFace Transformers library (Wolf et al.,
2019) with the Pytorch backend (Paszke et al.,
2019). Models fine-tuning were conducted on
a single GPU with 24GB memory until conver-
gence with early stopping. We used batch sizes
between 4 and 16 segments depending on train-
ing and testing phases. The optimizer used was
AdamW (Loshchilov and Hutter, 2017), measuring
TER scores on the test set during fine-tuning to
monitor the progress of the model. The following
learning rates were tested: 9¢=7,1e76,2¢76, 4¢ 6,
6e7 9, 8e7%, 1. The best models were averaged
to compose the final encoder—decoder model used
to produce the modernized hypotheses based on
the input transcription.

D Appendix: Normalization Results

This section presents the results obtained for the n-
shot LLM prompting experiments. Two normaliza-
tion tasks are conducted, both using the manuscript
transcription as source, namely i) the generation
of an edited version for publication, and ii) the
generation of an in-context word-level normalized
version.

D.1 From Transcription to Edited Version

Generating an edited version of the original content
from the transcription involves mainly the inser-
tion of punctuation marks, upper-casing the first
letter of proper nouns and at the beginning of sen-
tences and potentially fixing typos remaining from
the manual manuscript transcription. The scores
obtained by the LLM when prompted using the
few-shot learning approach are presented in Ta-
ble 3, 4 and 5 for the metrics TER, chrF and BLEU,
respectively.

D.2 From Transcription to Normalized
Version

A popular task in digital humanities and natural
language processing is the normalization of his-
torical texts. This tasks usually involves the re-
duction of spelling variants and the correction of
typos encountered in the original document. This
process facilitates further studies by researchers
and enables the application of natural language



n-shot  cer chrf bm25 flaubert sbleu ter wer xlmr random

0  60.7(0.7) 60.5(0.6) 60.5(0.6) 60.5(0.6) 60.5(0.6) 60.5(0.6) 60.5(0.6) 60.5(0.6) 61.0(0.9)
1 521(1.0) 52.2(1.7) 52.6(2.3) 52.8(0.6) 51.4(1.3) 52.1(1.0) 51.9(1.7) 52.4(1.0) 58.3(1.5)
2 45.8(1.1) 44.4(1.4) 45.6(2.6) 45.8(24) 44.8(0.6) 44.1(2.1) 44.9(2.1) 46.9(0.7) 54.1(L8)
339.2(25) 39.2(24) 37.6(1.6) 39.1(22) 385(1.3) 37.9(21) 384(L5) 39.8(1.8) 52.1(1.6)
4 35.4(23) 355(1.4) 33.7(24) 36.6(1.7) 34.7(1.0) 353(2.6) 35.6(1.8) 36.9(1.9) 48.3(1.7)
5 31.7(1.4) 321(1.6) 31.6(3.2) 33.2(0.9) 31.5(0.9) 31.7(2.3) 32.3(0.9) 33.1(1.2) 455 (2.0)
6 20.5(1.6) 29.2(1.6) 28.7(22) 30.7(1.8) 29.2(0.7) 28.9(L.1) 29.6(1.6) 30.8(L5) 43.2(L7)
7 27.1(L7) 27.3(1.9) 26.7(1.9) 28.0(1.0) 27.1(1.5) 27.1(1.2) 27.9(1.6) 28.5(1.1) 41.4(1.6)
8  25.7(0.7) 25.3(1.6) 24.9(21) 27.2(15) 258(L7) 25.3(L9) 26.4(1.4) 26.6(1.2) 39.7(L1)
9  243(1.1) 24.3(1.4) 23.9(1.8) 25.1(0.8) 24.8(0.5) 24.2(2.1) 25.1(1.3) 27.8(2.7) 38.3(1.4)
10 24.3(0.7) 238(1.5) 224(L7) 253(1.2) 24.1(0.8) 23.7(1.0) 24.8(1.1) 25.2(1.3) 36.5(1.6)
11 23.0(1.0) 225(1.3) 21.0(2.1) 23.8(0.3) 23.1(0.7) 23.4(1.2) 23.9(2.1) 24.0(1.1) 35.6(2.4)
12 229(1.9) 21.6(0.9) 20.8(2.6) 23.6(0.5) 22.0(1.0) 222(1.3) 23.6(21) 23.4(1.0) 33.5(2.2)
13 224(1.6) 21.3(1.0) 19.7(20) 23.1(1.3) 21.6(1.0) 21.9(1.2) 23.2(L1) 24.1(1.2) 32.4(2.7)
14 22.8(1.4) 21.3(1.8) 19.8(2.3) 22.3(0.8) 20.6(1.6) 21.5(0.8) 22.9(1.6) 23.0(0.9) 30.9(1.9)
15 222(1.5) 20.5(1.3) 19.0(1.9) 21.8(0.6) 20.2(1.3) 21.8(1.6) 21.6(1.5) 22.8(1.4) 29.7(0.7)

Table 3: Results for the normalization task: Transcription to edited version for publication. Translation Edit Rate
(TER, the lower the better) for each prompt configuration, from 0 to 15 shot, using 8 sampling methods and random
n-shot selection. Scores are averaged over 5-fold with standard deviation in parentheses.

n-shot  cer chrf bm25 flaubert sbleu ter wer xlmr random

0 54.8 (0.7) 54.8(0.7) 54.8(0.7) 54.8(0.7) 54.8(0.7) 54.8(0.7) 54.8(0.7) 54.8(0.7) 54.7(0.7)
1 61.0 (0.9) 60.9(1.1) 61.1(1.0) 60.8(0.7) 61.5(1.2) 61.4(0.6) 61.4(1.1) 60.7(0.3) 56.9(1.4)
2 65.9 (0.7) 66.7(1.1) 66.5(1.3) 65.7(1.8) 66.7(0.5) 66.9(1.7) 66.7(1.5) 65.1(0.4) 59.9 (1.0)
3 70.6 (2.0) 70.6(1.8) 72.0(1.3) 70.5(1.6) 71.1(1.4) 71.5(1.9) 71.3(1.3) 69.9(1.6) 60.8(1.5)
4 73.6(1.8) 73.5(1.1) 75.1(2.1) 725(1.2) 74.2(1.0) 734(22) 734(1.6) 72.2(1.6) 63.8(1.4)
5 76.3(1.1) 76.1(1.5) 76.6(2.5) 75.1(0.6) 76.8(0.9) 76.6(1.7) 75.9(0.3) 75.2(0.9) 66.1(1.3)
6 78.1(1.4) 787(1.4) 788(1.6) 77.2(1.2) 78.3(0.8) 784(0.7) 781(14) 7T7.0(1.0) 67.7(1.2)
7 80.0 (1.4) 80.1(1.5) 80.3(1.5) 79.2(0.7) 80.2(1.4) 80.0(1.0) 79.2(1.1) 78.9(0.7) 68.9(1.4)
8 81.1(0.8) 81.5(1.3) 81.7(1.6) 79.9(1.2) &81.2(1.5) 81.3(1.1) &80.5(1.1) 80.5(0.9) 70.4(0.5)
9 82.1(1.0) 82.2(1.2) 82.5(1.4) 81.7(0.7) 81.8(0.4) 82.2(1.2) 81.6(1.2) 79.8(2.0) 71.4(0.8)
10 82.1(0.6) 829(1.3) 839(1.2) 81.5(0.7) 82.4(0.9) 82.5(0.7) 81.6(0.8) 81.5(1.2) 72.8(1.0)
11 83.1(0.7) 83.7(1.2) 84.8(1.6) 82.7(0.3) 83.2(0.4) 82.8(0.9) 824(1.8) 825(0.8) 73.7(1.4)
12 83.1(1.2) 84.4(0.8) 85.1(1.9) 82.7(0.2) 84.1(0.9) 83.7(1.0) 82.7(1.3) 82.8(0.8) 75.2(1.0)
13 83.5(1.2) 84.7(1.0) 85.8(1.4) 83.1(0.7) 84.4(0.9) 84.0(0.8) 82.8(0.9) 82.4(0.9) 76.2(1.1)
14 83.2(09) 84.6(1.5) 85.6(1.6) 83.7(0.5) 85.0(1.1) 84.3(0.6) 83.1(1.2) 83.2(0.8) 77.5(0.3)
15 83.7(1.0) 85.2(1.1) 86.3(1.2) 84.0(0.3) 85.4(1.1) 84.0(1.2) 84.2(1.0) 83.4(1.1) 78.0(0.5)

Table 4: Results for the normalization task: Transcription to edited version for publication. Character F-score (chrF,
the higher the better) for each prompt configuration, from 0 to 15 shot, using 8 sampling methods and random
n-shot selection. Scores are averaged over 5-fold with standard deviation in parentheses.



n-shot  cer chrf bm?25 flaubert sbleu ter random

0 19.0(0.9) 19.0(0.9) 19.0(1.0) 19.0(1.0) 19.0(1.0) 19.0(1.0) 1.0) .0) 19.0 (1.0)
1 25.6 (1.4) 25.1(2.0) 254(1.8) 25.3(1.5) 25.9(2.0) 25.8(1.5) 1.6) 9)  21.1(1.5)
2 32.0(1.3) 33.0(2.1) 32.7(2.1) 31.1(3.0) 33.3(1.3) 33.4(2.9) 2.8) .8)  24.4(1.6)
3 38.5(2.8) 38.6(3.0) 40.7(2.5) 37.6(2.9) 40.1(2.2) 40.0(3.3) 2.5) .6)  25.7(2.2)
4 42.4(2.8) 43.0(2.0) 45.6 (4.0) 40.7(2.4) 44.0(24) 42.9(3.6) 2.8) ) 287 (2.4)
5 46.6 (2.5) 46.7 (3.0) 47.9 (4.6) 44.6(0.9) 48.2(1.8) 47.5(3.0) 1.0) .6)  31.2(2.5)
6 49.4(2.8) 50.7(3.1) 51.6(3.8) 47.2(2.0) 50.6(1.7) 50.0(1.9) 2.2) 4)  33.5(2.1)
7 52.6 (2.7) 52.9(2.7) 53.6(3.5) 50.6(1.6) 53.1(2.7) 52.7(1.6) 2.1) .6) 35.2(2.3)
8 54.4 (1.7) 55.4(2.3) 56.5(2.6) 52.0(2.0) 55.1(1.9) 54.6(1.2) 2.3) ) 371 (1.7)
9 55.7(2.6) 56.8(2.4) 57.9(2.8) 54.7(1.7) 56.5(1.0) 56.2(1.8) 2.5) 5) 38.6(2.1)
10 56.1(1.5) 57.7(2.5) 59.9(24) 54.9(1.2) 56.8(2.2) 57.3(1.5) 2.2) .2)  40.3 (2.5)
11 57.5(1.3) 59.2(2.5) 61.8(2.8) 56.6(0.8) 58.6(1.7) 57.3(2.0) 3.6) .8)  41.6 (3.0)
12 57.9(2.1) 60.3(1.8) 62.5(3.2) 57.2(0.7) 60.0(2.0) 59.1(1.7) 2.0) .8)  43.4(2.8)
13 585(1.9) 61.4(1.9) 63.6(1.9) 57.6(1.4) 60.8(1.6) 59.4(1.9) 2.3) 7)) 45.2(2.7)
14 58.1(24) 61.7(1.7) 63.7(2.6) 58.7(1.2) 62.0(2.1) 60.1(1.6) 2.5) 6)  47.2(1.7)
15  59.0(2.0) 62.3(2.0) 64.8(2.0) 59.7(0.8) 62.2(24) 59.8(2.6) 1.8) 9)  48.1(1.6)

Table 5: Results for the normalization task: Transcription to edited version for publication. BLEU scores (the higher
the better) for each prompt configuration, from O to 15 shot, using 8 sampling methods and random n-shot selection.
Scores are averaged over 5-fold with standard deviation in parentheses.

processing tools. The results obtained with LLM
in-context learning on the normalization task from
the manuscript transcription are presented in Ta-
ble 6, 7 and 8 for the metrics TER, chrF and BLEU,
respectively.

E Appendix: Modernization Results

This section presents the evaluation of n-shot LLM
prompting for manuscript transcription modern-
ization, as measured by three automatic metrics,
namely TER in Table 9, chrF in Table 10 and BLEU
in Table 11.



n-shot  cer chrf bm25 flaubert sbleu ter wer xlmr random

0  47.2(1.4) 47.3(1.6) 47.3(1.6) 47.1(1.3) 47.1(1.3) 47.3(1.6) 47.2(1.5) 47.0(1.6) 47.2(1.7)
1 36.4(1.3) 365(1.6) 358(1.3) 37.9(1.3) 36.0(1.2) 36.3(2.1) 36.2(1.2) 38.4(1.2) 42.4(1.7)
2 334(1.3) 33.2(1.1) 325(1.8) 34.3(1.5) 33.1(1.4) 32.7(1.5) 33.3(1.4) 35.0(1.7) 41.1(1.1)
3 320(15) 30.8(1.8) 30.9(20) 324(15) 30.5(1.6) 31.2(L7) 315(15) 328(L.7) 388(L.3)
4 30.6(1.5) 29.8(25) 29.0(2.0) 31.4(1.8) 29.4(1.6) 30.1(1.7) 30.2(1.6) 30.9(2.3) 37.3(1.0)
5 294(1.7) 28.1(1.5) 27.5(1.9) 30.8(1.4) 28.5(21) 28.7(1.5) 29.3(1.3) 29.9(2.0) 36.6(1.0)
6  282(14) 27.3(L7) 26.6(25) 29.6(1.3) 27.3(L7) 27.2(1.8) 28.2(1.2) 28.9(2.0) 35.7(0.7)
7 278(1.6) 26.0(22) 253(1.9) 28.9(L.7) 26.6(1.3) 27.1(1.7) 27.8(1.1) 28.2(2.3) 35.6(1.1)
8  26.8(15) 25.8(20) 24.6(27) 27.9(15) 25.9(14) 27.0(L.3) 27.1(1.3) 27.6(2.0) 34.6(1.1)
9  265(0.9) 25.0(21) 23.8(2.0) 26.9(1.4) 252(1.6) 25.9(1.3) 26.5(1.5) 26.8(1.7) 33.8(0.7)
10 26.2(1.5) 24.6(1.8) 23.9(23) 26.9(1.2) 252(1.8) 254 (1.1) 25.6(1.4) 26.5(2.0) 33.4(1.0)
11 256(1.7) 24.2(2.3) 23.1(21) 26.1(1.5) 24.3(1.7) 253(1.4) 254(1.0) 25.9(2.1) 32.8(1.5)
12 25.3(1.6) 23.9(21) 220(23) 25.7(1.8) 23.7(1.6) 24.7(1.4) 252(1.2) 25.2(1.3) 31.7(0.8)
13 24.9(1.3) 23.6(1.4) 21.6(1.9) 25.6(1.8) 23.5(1.5) 24.5(1.2) 24.8(1.5) 25.1(1.5) 31.5(1.1)
14 24.6(1.7) 23.0(1.8) 21.4(2.3) 25.2(1.6) 23.0(1.6) 23.8(1.3) 24.4(1.5) 24.7(1.0) 31.4(1.0)
15  24.4(1.5) 226(1.5) 21.3(1.9) 245(1.3) 23.2(1.7) 23.9(1.4) 242(1.3) 245(1.3) 30.9(0.6)

Table 6: Results for the normalization task: Transcription to normalized version. Translation Edit Rate (TER, the
lower the better) for each prompt configuration, from 0 to 15 shot, using 8 sampling methods and random n-shot
selection. Scores are averaged over 5-fold with standard deviation in parentheses.

n-shot  cer chrf bm25 flaubert sbleu ter wer xlmr random

0 64.3 (1.0) 64.3(1.0) 64.3(1.0) 64.4(0.9) 64.4(0.9) 64.4(1.0) 64.3(1.0)0 64.4(1.1) 64.3(1.0)
1 73.0(0.8) 73.1(1.0) 73.4(0.9) 71.6(0.6) 73.2(0.8) 729(1.2) 729(0.8) 71.3(0.8) 68.1(1.0)
2 75.0 (0.7) 75.3(1.0) 76.1(1.2) 74.4(0.7) 75.3(0.8) 75.3(1.0) 74.9(0.7) 73.8(1.1) 69.7(0.4)
3 759 (1.0) 77.3(1.2) 77.1(1.2) 758(0.9) 77.2(1.0) 76.5(1.3) 76.1(0.9) 75.4(1.2) 71.1(1.0)
4 77.0(1.1) 78.0(1.4) 786(1.1) 76.5(1.2) 780(1.1) 77.3(1.2) 77.0(1.0) 76.6(1.4) 71.9(0.7)
5 77.7(1.2) 789(1.0) 79.5(1.2) 76.9(09) 787 (1.4) 783(1.0) 77.7(0.7) 77.2(1.1) 72.4(0.6)
6 78.4(0.9) 79.7(1.1) 80.3(1.5) 77.9(0.7) 79.4(1.4) 79.1(1.1) 78.4(0.9) 78.0(1.2) 73.1(0.4)
7 78.8(1.2) 80.4(1.5) 81.1(1.1) 78.3(1.3) 79.9(1.1) 79.3(1.2) 78.6(0.7) 78.6(1.6) 73.2(0.3)
8 79.5(0.9) 80.8(1.5) 81.6(1.5) 79.0(0.7) 80.4(1.2) 79.4(0.8) 79.1(0.8) 78.9(1.4) 73.8(0.4)
9 79.7(0.5) 81.2(1.4) 82.2(1.3) 79.7(0.9) 81.0(1.3) 80.0(0.7) 79.4(0.7) 79.4(1.2) 74.4(0.2)
10 79.9(1.0) 81.4(1.5) 82.2(13) 79.8(0.6) 81.0(1.2) 80.4(0.6) 80.1(0.9) 79.7(1.3) 74.8(0.4)
11 80.4 (1.1) 81.7(1.6) 82.8(1.2) 80.1(0.9) 81.6(1.2) 80.5(0.7) 80.2(0.7) 80.1(1.2) 75.3(0.5)
12 80.5(0.9) 81.9(1.4) 83.5(1.4) 80.4(1.0) 82.1(1.1) 80.9(0.7) 80.4(0.8) 80.5(0.8) 75.9(0.3)
13 80.7(0.9) 82.0(1.1) 83.6(1.2) 80.6(0.9) 82.2(1.0) 81.1(0.6) 80.7(0.9) 80.6(0.8) 76.0(0.3)
14 81.0(0.9) 82.4(1.3) 839(14) 80.8(0.9) 824(1.0) 81.4(0.9) 81.1(1.1) 81.0(0.7) 76.2(0.5)
15 81.1(0.9) 82.6(1.0) 839(1.1) 81.1(0.7) 82.3(1.1) 81.6(0.7) 81.1(0.9) 81.2(0.9) 76.4(0.4)

Table 7: Results for the normalization task: Transcription to normalized version. Character F-score (chrF, the higher
the better) for each prompt configuration, from 0 to 15 shot, using 8 sampling methods and random n-shot selection.
Scores are averaged over 5-fold with standard deviation in parentheses.



n-shot  cer chrf bm25 flaubert sbleu ter wer xlmr random

0 31.7(15) 31.7(1.4) 31.7(1.4) 31.7(1.2) 31.8(1.2) 31.8(1.3) 31.7(1.4) 31.8(1.4) 31.8(1.4)
1 438(1.3) 44.4(1.8) 44.8(1.6) 42.3(1.0) 44.7(1.7) 44.2(2.0) 44.1(13) 41.4(1.4) 36.9(1.1)
2 47.7(1.3) 48.7(L.7) 49.6(2.3) 46.5(0.9) 49.1(0.9) 485 (1.5) 48.0(1.1) 45.9(1.7) 39.3(0.7)
3 49.6(1.4) 51.8(21) 51.7(1.9) 49.2(1.5) 52.2(1.5) 50.6(1.9) 50.2(1.6) 48.4(2.3) 41.2(1.4)
4 51.5(1.6) 53.6(2.5) 54.3(2.0) 50.6(2.1) 53.6(1.8) 51.9(2.2) 51.6(1.4) 50.7(2.4) 42.6(0.8)
5 52.8(1.9) 55.3(1.9) 56.1(2.3) 51.4(1.6) 54.9(2.3) 53.7(1.6) 52.8(1.3) 51.8(2.0) 43.4(1.2)
6  54.1(L5) 56.7(22) 57.9(27) 53.1(1.1) 56.8(25) 55.4(1.8) 54.2(1.5) 53.2(24) 44.6(1.1)
7 544(1.8) 57.9(27) 59.3(24) 53.8(21) 57.5(1.8) 55.6(1.8) 54.8(0.9) 54.3(2.5) 45.3(0.7)
8  55.9(1.4) 588(27) 60.4(3.0) 55.0(1.5) 584(22) 55.9(1.4) 55.4(1.3) 55.0(2.3) 46.0(0.7)
9  56.2(0.6) 59.7(27) 61.5(2.8) 56.3(1.5) 59.7(2.4) 57.0(1.3) 56.3(1.1) 56.1(2.2) 47.4(0.4)
10 56.7(1.7) 60.3(2.8) 61.7(2.8) 56.6(1.3) 59.6(2.2) 58.0(0.8) 57.6(1.3) 56.8(2.5) 47.9(0.7)
11 57.7(1.6) 60.9(3.0) 62.7(2.5) 57.4(1.5) 60.7(2.1) 58.2(1.2) 57.9(0.8) 57.4(2.1) 48.8(0.7)
12 581(1.3) 61.0(2.6) 64.3(27) 583(1.6) 61.4(1.9) 59.2(1.2) 582(1.0) 583 (1.4) 50.3(0.8)
13 58.8(1.2) 61.8(1.9) 64.4(2.1) 585(1.5) 61.7(1.8) 59.5(1.0) 58.7(1.4) 58.6(1.7) 50.4(0.4)
14 59.4(1.4) 62.3(2.2) 64.9(2.5) 58.9(1.4) 62.4(1.7) 60.2(1.3) 59.6(1.7) 59.3(1.4) 50.7(0.7)
15 59.6(1.4) 62.9(1.8) 65.0(20) 59.7(1.1) 62.3(1.8) 60.5(1.1) 59.8(1.3) 59.5(1.6) 50.9(0.6)

Table 8: Results for the normalization task: Transcription to normalized version. BLEU scores (the higher the
better) for each prompt configuration, from 0 to 15 shot, using 8 sampling methods and random n-shot selection.
Scores are averaged over 5-fold with standard deviation in parentheses.

n-shot  cer chrf bm25 flaubert sbleu ter wer xlmr random

0 74.3(2.1) 743(2.1) 74.2(2.1) 743(2.0) 74.2(2.1) 74.2(2.1) 743(2.0)0 74.3(2.0) 74.3(2.0)
1 68.6 (2.8) 67.7(2.6) 67.6(2.3) 68.6(2.9) 67.6(2.5) 68.6(2.6) 68.7(3.0) 70.1(2.3) 72.6(2.6)
2 66.4 (2.2) 654(2.9) 653(2.5) 67.0(3.2) 65.1(2.5) 66.0(3.0) 66.5(2.6) 67.1(2.5) 72.0(2.4)
3 64.5 (1.7) 63.9(2.5) 63.3(2.5) 64.8(2.3) 62.8(2.6) 64.8(2.3) 64.6(2.2) 66.0(2.4) 70.9(3.1)
4 63.5(2.3) 62.0(3.0) 62.1(2.4) 63.9(2.2) 62.0(2.7) 63.5(3.7) 63.1(2.6) 64.8(1.8) 70.7(2.5)
5 62.7 (2.3) 60.9(2.3) 61.0(2.3) 63.1(1.7) 61.7(1.8) 62.6(2.8) 62.8(2.1) 64.1(2.0) 69.5(2.3)
6 62.3(2.7) 59.9(2.3) 60.0(2.3) 62.3(1.3) 604 (2.1) 61.5(1.8) 62.5(1.7) 62.9(2.2) 69.1(2.8)
7 61.7 (2.5) 59.6 (2.4) 60.0(2.2) 61.2(1.9) 59.9(1.7) 61.3(2.2) 61.8(2.0) 62.0(2.0) 68.7(2.1)
8 61.5(1.6) 59.3(2.4) 58.9(3.0) 61.0(1.3) 60.5(1.2) 60.6(2.2) 61.0(2.5) 61.1(2.0) 68.0(2.5)
9 60.9 (2.2) 59.0(2.2) 583(2.5) 60.8(2.0) 59.5(2.2) 60.2(2.5) 61.0(2.0) 60.4(2.6) 67.5(3.2)
10  60.6 (2.2) 58.2(2.1) 58.7(1.7) 60.3(2.2) 59.2(1.7) 60.2(2.7) 60.9(2.5) 60.0(2.7) 67.3(2.8)
11 60.8 (2.3) 58.3(1.8) 58.5(2.2) 59.8(2.1) 58.2(1.6) 59.6(2.4) 60.8(2.5) 60.7(2.1) 66.9(2.6)
12 59.8(2.1) 58.1(1.7) 57.7(2.1) 59.5(1.6) 58.5(1.4) 59.8(2.6) 60.8(2.3) 60.3(2.2) 66.0(2.1)
13 60.2(2.0) 57.8(2.2) 57.9(2.0) 59.3(1.6) 58.4(1.5) 59.2(2.2) 60.1(2.5) 59.9(2.5) 65.7(2.6)
14 60.1(24) 58.2(24) 57.7(2.3) 59.7(2.5) 57.8(1.7) 59.0(2.3) 60.1(2.1) 59.5(2.3) 65.9(2.3)
15 59.9(2.1) 57.5(2.1) 57.9(2.8) 59.3(2.7) 57.8(1.9) 59.3(2.4) 60.1(2.3) 59.6(1.9) 65.4(2.8)

Table 9: Results for the modernization task measured by the TER metric (the lower the better). Various sizes of
n-shot prompts are tested, along with 8 sampling methods and random samples selection. Scores are averaged over
5-fold with standard deviation in parentheses.



n-shot  cer chrf bm25 flaubert sbleu ter wer xlmr random

0  45.0(1.1) 45.1(1.0) 45.1(1.1) 451 (1.1) 451(1.1) 45.1(1.0) 45.1(1.1) 45.1(1.1) 45.1(1.1)
1 49.8(1.5) 50.0(1.5) 50.4(1.4) 49.2(1.6) 50.2(1.5) 49.6(1.2) 49.7(1.3) 48.8(1.1) 46.3(1.3)
2 51.4(14) 520(L.7) 524(14) 509 (L7) 51.9(1.2) 51.9(1.7) 51.2(1.4) 50.7(1.4) 47.1(L3)
3 528(15) 53.2(L5) 53.6(1.3) 523(1.4) 53.5(L.7) 527(L.7) 528(1.4) 51.7(1.6) 47.8(15)
4 53.6(1.7) 545(1.7) 54.8(1.6) 53.2(1.4) 54.4(1.8) 53.6(1.9) 53.7(1.7) 52.5(1.7) 48.1(1.4)
5 54.0(1.3) 55.1(1.6) 55.7(1.2) 53.8(1.2) 54.9(1.4) 54.3(2.0) 54.1(1.6) 52.9(1.8) 49.1(1.4)
6  54.6(1.4) 55.6(20) 56.2(1.3) 54.6(1.1) 558 (1.6) 55.0(1.6) 54.3(1.2) 54.0(1.5) 49.5(1.4)
7 55.0(1.6) 56.1(1.8) 56.7(1.3) 55.3(L.5) 56.0(1.7) 55.2(1.7) 54.9(1.6) 54.6(1.1) 49.5(1.9)
8  55.2(1.3) 56.8(1.5) 57.2(L7) 55.4(1.2) 55.5(0.7) 55.4(1.6) 55.3(1.9) 55.1(1.2) 49.8(1.6)
9  55.6(1.6) 57.0(1.5) 57.5(1.5) 55.6(1.1) 56.6(1.7) 55.7(1.9) 55.6(1.8) 55.3(1.5) 50.2(1.8)
10 55.6(1.7) 57.1(1.5) 57.3(1.3) 55.8(1.5) 56.7(1.5) 55.8(1.8) 55.8(2.0) 56.0(1.8) 50.5(1.5)
11 55.9(1.5) 57.3(1.2) 57.8(1.8) 56.1(1.6) 57.0(1.4) 56.1(2.1) 56.0(1.8) 55.8(1.4) 50.8(1.7)
12 56.4(1.9) 57.4(1.3) 581(L7) 56.3(1.4) 57.1(1.1) 56.3(1.9) 56.2(1.8) 55.9(1.7) 51.1(16)
13 56.2(1.7) 57.6(1.5) 57.9(1.5) 56.6(1.3) 57.4(1.0) 56.6(1.8) 56.6(1.6) 56.2(1.4) 51.4(1.6)
14 56.0(1.5) 57.5(1.5) 58.0(1.7) 56.4(1.6) 57.5(1.0) 56.9(1.7) 56.5(1.7) 56.2(1.5) 51.4(1.5)
15 56.4(1.8) 57.9(1.5) 57.6(23) 56.6(1.4) 57.3(1.2) 56.8(1.5) 56.7(1.6) 56.4(1.2) 51.8(1.6)

Table 10: Results for the modernization task measured by the chrF metric (the higher the better). Various sizes of
n-shot prompts are tested, along with 8 sampling methods and random samples selection. Scores are averaged over
5-fold with standard deviation in parentheses.

n-shot  cer chrf bm25 flaubert sbleu ter wer xlmr random

0 13.8(1.2) 13.9(1.2) 13.8(1.2) 13.8(1.2) 13.8(1.2) 13.8(1.2) 13.9(1.3) 13.8(1.2) 13.9(1.2)
1 21.1(1.8) 21.7(1.5) 22.0(1.5) 20.4(1.8) 21.7(1.5) 21.2(1.5) 21.1(1.6) 19.3(1.2) 15.6(1.6)
2 239 (1.8) 24.8(2.4) 25.0(1.6) 23.3(1.9) 25.1(1.4) 24.1(24) 235(2.1) 22.5(1.5) 16.9(1.5)
3 26.2 (2.2) 26.6(1.9) 27.3(1.7) 25.6(2.0) 274(22) 255(22) 259(1.9) 24.0(1.9) 18.2(1.9)
4 27.3(2.3) 28.6(2.2) 29.0(1.8) 26.8(1.7) 28.6(2.2) 27.2(2.8) 27.5(2.1) 25.1(2.2) 18.9(1.8)
5 28.3(1.9) 29.5(1.9) 30.1(1.5) 27.7(1.1) 29.6(1.4) 28.1(3.0) 28.0(2.1) 26.0(2.3) 20.0(1.8)
6 28.7(2.1) 30.5(2.0) 30.8(1.4) 28.6(1.4) 30.8(1.9) 294 (24) 283(2.0) 27.6(1.7) 20.5(1.9)
7 294 (1.9) 31.0(1.7) 31.6(1.5) 29.9(2.1) 31.2(2.0) 29.6(2.5) 29.3(2.2) 28.2(1.4) 20.9(2.2)
8 29.7 (1.5) 32.0(2.0) 32.7(2.1) 29.9(1.8) 31.1(1.3) 30.3(2.4) 29.9(2.6) 29.6(1.7) 21.4(1.9)
9 304 (2.1) 32.7(1.8) 33.2(1.9) 30.2(1.9 31.8(2.2) 30.8(2.9) 30.1(24) 29.8(2.3) 22.0(2.7)
10 30.4(2.0) 32.8(1.8) 33.0(14) 30.5(2.3) 32.4(19) 30.8(2.6) 30.7(2.7) 30.8(2.3) 22.6(2.1)
11 31.0(2.3) 33.2(1.4) 33.4(1.9) 31.2(24) 329(1.6) 31.4(2.8) 30.8(24) 304(2.1) 23.0(2.4)
12 31.5(2.6) 33.3(14) 34.1(2.1) 31.4(1.8) 33.1(1.5) 31.6(2.8) 31.1(24) 30.8(2.5) 23.6(2.2)
13 31.4(2.2) 33.6(1.8) 34.1(1.9) 31.8(2.0) 33.2(1.3) 32.1(24) 31.8(24) 31.1(2.0) 24.2(2.5)
14 31.3(2.1) 33.4(1.8) 34.3(2.0) 31.7(2.3) 33.4(14) 32.6(24) 31.6(24) 31.5(2.2) 24.2(2.0)
15 31.7(2.2) 34.2(1.8) 34.4(22) 32.0(2.3) 33.2(1.8) 32.2(24) 31.8(24) 31.8(1.8) 24.9(2.2)

Table 11: Results for the modernization task measured by the BLEU metric (the higher the better). Various sizes of
n-shot prompts are tested, along with 8 sampling methods and random samples selection. Scores are averaged over
5-fold with standard deviation in parentheses.
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